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Pr eface @

The purpose of this book is to instruct the reader on how to write software that
can read and write files using various 2-D image formats. | wanted to write a
book that explains the most frequently used file formats with enough depth for
the reader to implement them, as opposed to one that covered many different for-
mats at a high level or one that avoided the more difficult image formats. As a
result, | chose to cover the image file formats that are associated with Web
browsers. Those covered in this book (BMP, XBM, JPEG, GIF, and PNG) repre-
sent the vast mgjority of image files that can be found on the Internet. They
employ awide range of encoding techniques and range in implementation diffi-
culty from simple to very complex.

The ingpiration for this book was my own frustration resulting from the lack
of information on how to implement encoders and decoders for the more com-
plex file formats. Most of the information available was at too high a levd, left
major gaps, or was very difficult to decipher. | have tried to creste a bridge
between the programmer and the standards documents.

One issue | faced at the start of this project was which programming lan-
guage to use for the examples. The intention was to create a book on graphics
file formats rather than one on how to write programs to read and write graph-
ics files in a particular language. Therefore, | debated using a language that is
essy to read (eg., Pascd or Ada) or the one most people are likely to use (C++).
Inthe end | felt that its widespread use made C++ the best choice. To make the
examples more understandable for non-C++ programmers, | have carefully
avoided certain C++ language congtructs (e.g., expressions with sde effects and
integer/boolean interchangeability) that would make the code difficult for them
to understand.
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Preface

In order to make the encoding and decoding processes as clear as possible, |
have used a Pascal-like pseudo-code. C++ is used for complete function
implementations and pseudo-code for illustrative fragments. These fragments
generally contain no error checking.

Because of their generally large size, it was not possible to include work-
ing source code for the formats in the book itself. Instead, the accompanying
CD-ROM contains the complete source code for encoders and decoders for
almost al of the image formats covered.® The reader should use the pseudo-
code in the text to learn how processes work and the C++ examples on the
CD to see how to implement them.

Generaly, the decoders implement more features than to the encoders. In
the decoders | have implemented all of the features needed to decode files
that areader will have any likelihood of encountering on the Internet. For the
sake of clarity, the encoders generally implement a smaller feature subset.

In writing the programming examples | have given clarity precedence
over execution efficiency and instant portability. The source examples will
compile, without modifications, on Microsoft Windows using both Borland
C++Builder V3.0 and MicrosoftVisual C++ V5.0. Other compilers generaly
require some modifications to the code.

The descriptions of the encoders and decoders for the various file for-
mats frequently employ the term "user" to describe the source of certain
input parameters to the encoding or decoding process. By this | mean the user
of the encoder or decoder, not necessarily the person typing at the keyboard.
Since image encoders and decoders are incorporated into other applications,
such as image viewers and editors, the user in this case would most likely be
another piece of software. However, in many situations the "user" application
may get some of these parameters directly from a human.

Just as this is not intended to be abook on C++ programming, it is also
not intended to be abook on programming in a specific environment. For that
information readers will need a book for their particular system.

www.vsoft
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Chapter 1 @

INntroduction

Inthis chapter we cover the fundamental aspects of image file formats. Hereyou
will be introduced to bitmap images, the methods used to display images, the
representation of color, and compression methods.

- - |
The Representation of Images

L
Figure 1.1

Ideal Image and
Pixel Image

In most computer displays, the screen image is composed of discrete units called
pixels. Each pixel occupies a smdl rectangular region on the screen and displays
one color a atime. The pixels are arranged so that they form a 2-dimensional
aray.

Objects are drawn on the screen by adjusting the color of individud pixels.
Figure 1.1 shows an ided triangle and one broken down into pixels. The pixe
representation has jagged edges and is not very pleasing to the eye. The more
densdly pixels are packed on a display device, the less noticeable the jagged
edges become.

Over the years the number of pixels displayed on PC monitors has increased
dramaticaly. Not too long ago 640 x 480 (307,200 pixels) displays were standard.
Now monitor resolutions of 1024 x 768 (786,432), 1280 x 1024 (1,310,720), and
even higher are common. The amount of video memory and the capabilities of
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2 Introduction
.|
F',gure 1'2, System Bus
Simple Video
System
Frame Buffer Video Controller

Monitor

the monitor and video adapter limit the number of pixels a computer system can
display.

Figure 1.2 illustrates the components of a typica video system. The frame
buffer is a block of video memory that controls the color of each pixel on the
monitor. Each pixel has a corresponding memory location, usualy ranging in
sze from 1 to 32 bits. On many systems, video memory can be read from and
written to just like any other memory location. An application can change the
color displayed on the monitorjust by changing amemory vaue. The video con-
troller converts the values in the frame buffer to a signa that can be displayed by
the monitor.

Computer printers are also used to display images. These days most printers
employ asimilar mechanism to video systems. They divide the image into anum-
ber of pixels, but with a much higher density than a computer monitor does, typ-
icaly 300 or 600 pixels per inch for an office printer. Printers designed for type-
setting applications use even higher dendties. The printer contains memory
anaogous to the frame buffer, except that datais transmitted over a serid or par-
dlel cable rather than directly through the system bus. The image gets built in the
printer's memory and then gets written to the printed page.

Not dl printers work by mapping memory to pixels. Plotters used for draft-
ing and other engineering work have pens controlled by commands, such as draw
aline from one point to another, draw an dlipse within a specified rectangle, or
draw text using a specified font at some location.

'Back in the old days, computer monitors for graphics worked this way as well.
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Vector and Bitmap Graphics 3

S R s T S SR
Vector and Bitmap Graphics

T E———
Figure 1.3
Simple Vector Image

Just as display devices have two genera methods of operation, graphics file
formats can be divided into two general classes, vector and bitmap.? Vector
graphics formats use a series of drawing commands to represent an image. A
Windows metafile is acommonly used vector graphics format. Figure 1.3 con-
tains a smple vector image created using commands to draw two arcs and a
rectangle.

Vector graphics formats are not limited to output devices, such as plotters,
that create images through drawing commands. Computer monitors and laser
printers usually have software that converts vector commands into pixels.

There are two main drawbacks with vector graphics. Firgt, they are not suit-
able for reproducing photographs or paintings. A painting such as Whistlers
Mother would require tens of thousands of drawing commands —simply deter-
mining which commands to use to represent the painting would be a monumen-
tal task. Second, complex images take a long time to display. On most display
systems, each vector object has to be converted to apixel image.

All of the image formats covered in this book are bitmap image formats.
Such formats represent images as 2-dimensiona arrays where each array element
represents a color to be displayed at a specific location. When displayed on a
computer screen, each element is generally mapped to a single screen pixel. If
pixels are close enough on the display device, it becomes difficult for the human
eye to detect the array structure that composes the image.

The greatest advantage of bitmap images is their quality. As the amount of
disk space and memory has increased along with the speed of processors, the
use of bitmap images has expanded as well. One of the most visible examples
of this is in the computer game industry. Currently even games that require
high performance, such as flight smulators and shoot-em-ups, use bitmap
graphics. Contrast the graphics in games like Quake and Doom to the vector
graphics of Tank or even the Death Star graphics in the origind Star Wars
movie.

A major drawback with bitmap images is the amount of data required to hold
them. The size of an image in bytes (not counting overhead) is

width x height x bitsperpixel + 7
8

Thus, an 800 x 600 image with 24 bits per pixd requires 1,440,000 bytes of
memory to display or disk space to store. As the amount of memory on comput-
ers has grown, so has the number and sze of images that can be displayed at the

“Raster graphicsformat is acommon synonym for bitmap graphicsformat.
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R
Figure 1.4

Bitmap Image and
an Enlargement

|
Table 1.1

Bitmap Graphics
versus Vector
Graphics

same time. Compression is usualy used to reduce the space an image file occu-
pies on adisk, dlowing alarger number of images to be stored.

Another drawback with bitmap images is that they are size dependent and
not suitable for extensive editing. With vector formats, it is easy for drawing pro-
gramsto add, delete, and modify individua eements. It is aso smpleto perform
transformations such as perspective, enlarging, and scaling on a vector image.

With bitmap images, even changing the size causes problems. Reducing
them requires throwing away information; enlarging them produces blocking
effects. Figure 1.4 illustrates the problem with increasing the size of a bitmap
image by duplicating pixels. Smoothing techniques exist to improve the appear-
ance of resized images.

Table 1.1 summarizes the advantages of vector and bitmap graphics. The
important thing to notice is that neither method is better than the other—they
smply have different uses. In fact, some applications use a combination of the
two techniques.

Bitmap Graphics Vector Graphics

Display speed X
Image quality X
Memory usage

Ease of editing

Display independence

>< X< X
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Color Models 5

.|
Figure 1.5
RGB Color Model

Color Models

In the previous section we saw that in abitmap image each pixd has avalue that
specifiesits color. So, how does a numerical value get trandated to a color?

There are many ways to represent colors numerically. A system for repre-
senting colorsis called acolor model. Color models are usually designed to take
advantage of a particular type of display device.

On most color monitors there are three phosphors (red, green, and blue), or
light emitters, for each pixdl. Adjusting the intensity of the individua phosphors
controls the color of the pixel. When dl three phosphors are at their minimum
intensity the pixel appears black. At their maximum intensity the pixel gppears
white. If the red phosphor is the only one active, the pixel appears red. When the
red and green phosphors are on they combine to produce shades of yelow, and
when al three phosphors are at full intensity the pixel appears white.

The most common color model used in computer applications is known as
RGB (Red-Green-Blue). The RGB model mimics the operation of computer dis-
plays. In RGB, colors are composed of three component val ues that represent the
relative intendties of red, green, and blue. Figure 1.5 shows the relaionship of
colors in the RGB color moddl. The range of colors that can be represented by a
color modd is known as a colorspace. In Figure 1.5, the RGB colorspace is the
cube in the diagram.

In mathematical discussions of color, component values are often repre-
sented as real numbers normalized to the range 0.0 to 1.0. In programming and
image formats, unsigned integer component values are amost aways used. The
range of values for a color component is determined by the sample precision,
which is the number of bits used to represent a component. For photographic

Red
o = Magenta

Yellow bi-———¢ White

7 Blue

Green Cyan
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]
Equation 1.1
YCbCr/RGB

Color space
Conversion

images, 8 isthe most commonly used sample precision. However, 1, 2, 4, 12, and
16 are also common.

Integer component val ues can range from O to 22™/ePredison_ 9 Tq convert
from the normalized real number representation of a color to the integer repre-
sentation you simply multiply by 25mlePredsion _ 4

On Windows the sample precision is almost always 8 bits, so the operating
system (but not necessarily the underlying hardware) recognizes 256 different
shades of each primary color. Other systems may use a larger or smaller sample
precision.

Grayscale

Some display devices, such as laser printers, cannot display colors at al but
rather shades of gray. These are known as grayscale devices. Shades of gray can
be represented by a single component in the range O (black) to 253mPleFredson _ 4
(white). In Figure 1.5 you can see that shades of gray occur in the RGB mode
adong the line where R=G=B.

YCbCr Color Model

RGB is not the only color model in use. At one time the HSB (Hue-Saturation-
Brightness) color model was commonly used in computer systems and still is
used by some image processing applications. JPEG images are dmost aways
gored using a three-component color space known as YCbCr. TheY, or lumi-
nance, component represents the intensity of the image. Cb and Cr are the
chrominance components. Ch specifies the blueness of the image and Cr gives
the redness.

The YCbCr color model is similar to the one used in television sets that
allows color images to be compatible with black and white sets. In the Y CbCr
color model, the Y component on its own is a grayscale representation of the
color image.

The relation between the Y CbCr and RGB models as used in JPEG is repre-
sented in Equation 1.1.

Figure 1.6 shows a color image that has been separated into itsY, Cb, and Cr
components. Y ou can see that theY component contributes the most information
to the image. Unlike the RGB color model, where al components are roughly

Y = 0299R + 0587G + 0.114B -
Cb = -0.1687R - 0.3313G + 05B + 2%mwle Precison2

Cr = 05R - 0.4187G - 008138 + 2%"e Predson

R =Y+ 1402Cr

G=Y- 0.34414(Cb_28ample Precision/2)_0.71414(Cr_28ample Precision/Z)
B = Y+ 1.722(Ch - 25w Freosen?)
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Color Models

Figure 1.6

Color Image
Separated into Its
Y, Cb, and Cr
Components
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Introduction

I
Equation 1.2
CMYK/RGB
Colorspace
Conversion

egual, YCbCr concentrates the most important information in one component.
This makes it possible to get greater compression by including more data from
theY component than from the Cb and Cr components.

CMYK Color Model

One other color model worth mentioning at this point is a four-component model
known as CMYK (cyan, magenta, yellow, black), which is frequently used in
color printing. Most printing is done on white paper with ink added to creste
darker colors. This is the opposite of what happens on a computer monitor. The
CMYK colorspace follows the printing model. The components represent the
four inks commonly used in color printing.

The color models we have looked at so far are known as additive, which
means the components add light to the image. The higher the component vaues
are, the closer the color is to white. However, in CMYK, larger component val-
ues represent colors closeto black. This is known as subtractive. Cyan, magenta,
and yellow are the complements for red, blue, and green. A pure cyan surface
absorbs dl the red light directed at it. If yellow and magenta inks are combined,
they absorb the green and blue light, which results in red. Cyan, magenta, and
yellow combine to absorb al light, resulting in black—in theory, anyway.

In practice, cyan, magenta, and yellow inks do not combine on awhite piece
of paper to produce a pure black. Even if you could get a good shade of black by
combining colors, it would require three times as much ink as smply using black
alone. Since mogt printing is done in black anyway, it makes sense to use black
ink to produce black and shades of gray.

On a computer monitor, the relationship between RGB and CMYK can be
approximated as shown in Equation 1.2.

K= (ZSanplePrecisionlz _ 1) _ MAX(R,G,B)
C= (ZSampIePrecisionIZ _ 1) -R-K
Y= (2SaanePrecision/2 _ 1) -G-K
M:(ZSamplePrecision/Z _ 1)_ B-K
R :(ZSa:anePrecisionlz _ 1) -K-C
G :(ZSampIePrecisionIZ _ 1) -K-Y
B= (2SampIePrecision/2 _ 1) “K-M

When the C, M, andY component values are equd, the color is a shade of
gray. Notice how the conversion from RGB to CMYK replaces cyan, magenta,
and yellow ink with shades of gray produced by black ink. The result of this sub-
dtitution is that at least one of the CMY components will always be zero if this
conversion process is followed exactly as shown here. The CMYK color model
does not require the value of one component to be zero—this is smply a result
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True Color versus Palette 9

of converting from RGB. Applications that use the CMYK color model will
alow any combination of component values to give complete control over the
printed colors and allow for variations among various types of ink.

Another thing to notice about the CMYK color model is that there is not a
one-to-one mapping between it and RGB. Ingtead, multiple CMYK values map
to the same RGB value.

True Color versus Palette

The examples in this book assume that the output device uses the RGB color
model to display images and that each component is represented using 8 bits and
is in the range 0-255.2 This is the color representation used by most personal
computer systems. Such a system can produce 16,777,216 (256°) distinct colors.
There are computer systems that use more bits to represent color, for example the
12-bit grayscale frequently used for medical images. Some image formats sup-
port data with more than 8 bits per component (12 for JPEG, 16 for PNG). For
the remainder of this discussion we are going to assume that you are working on
a system that uses 8 bits per component.

Two methods are commonly used to assign one of the possible colors to a
pixel. The simplest is to store the color value for each pixel in the compressed
data. For images with 24 bits per pixel, each pixel has a 3-byte color value asso-
ciated with it. Images that use 24 bits or more are called true color because over
the range of colors a monitor can display, 24 bits per pixel is the limit of color
differencesthat a human can distinguish.

The problem with 24-bit graphics is that while a system may be capable of
displaying 16,777,216 different colors, it may not be able to do so simultane-
oudy. Older computers may not even have a video card capable of using a 24-bit
display mode. Newer computers may not have enough video memory to operate
in 24-bit mode at higher screen resolutions. A display on apersonal computer set
a aresolution of 1024 x 768 pixels would require 2,359,296 (1024 x 768 x 3 =
2.25 MB) of video memory to display 24-bit images. If the computer had only
2 MB of video memory it could not display 24-bit images at this resolution but
could do so at alower resolution of 800 x 600 (800 x 600 x 3 = 1.4 MB).

The solution devised to represent colors before the days of displays capable
of 24 bits per pixel was to define a color palette that selects a subset of the pos-
sible colors. Conceptually the palette is a 1-dimensional array of 3-byte ele-
ments that specify the color. Rather than directly specifying the color, each pixel
vaue is an index into the color palette. The most common size for a paette is
256 entries where each pixel value consists of 8 bits. Most computers today can

*To avoid dealing too deeply with specific system implementations, this section contains some simplifi-
cations as to the behavior of display devices.
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L ]
Table 1.2

Color

Representation
Methods

display 8-bit graphics in al their display resolutions, but very old computers
were limited to even smaller palette sizes.

Bitmap image file formats represent colors in essentially the same way com-
puter displays do. Some specify the color value for each pixel, some use a color
paette, and others support both methods. Table 1.2 shows the methods used to
represent colors for various image formats.

A file format that uses a palette may use pixel values with fewer than 8 bits
in order to reduce the size of the file. A 4-bit-per-pixel image requires half as
much storage as an 8-hit-per-pixel image of the same size. For images that use a
limited number of colors, such as cartoons, a smple method to reduce the file

Palette Color Value
BMP X X
JPEG X
GIF X
PNG X X

Compression

T
Table 1.3
Compression
Methods Used by
Various File Formats

Since color bitmap images typically require over a megabyte of storage, most
image file formats incorporate compression techniques. Compression techniques
take advantage of patterns within the image data to find an equivalent represen-
tation that occupies less space. Completely random data cannot be compressed.

The following are brief descriptions of the compression techniques used by
the image formats in this book. Table 1.3 shows the techniques used by each
format.

[P e e e
BMP GIF PNG JPEG

RLE X X
Lz X X

Huffman X X
DCT X
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Compression 11

Run Length Encoding (RLE). Consecutive pixels with the same value are
encoded using a run length and value pair. For example, an image with the
pixel value 8 repeated 9 times could be represented as the 2-byte sequence

09160816
rather than
08416 0816 0816 0816 0816 0816 0816 0816
LZ Encoding. The compressor maintains a dictionary containing pixel

value sequences that have already been encountered. The compressed stream
contains codes that represent entries in the dictionary.

Huffman Coding. Rather than using a fixed number of bits to represent
component values, variable length codes are used. More frequently used val-
ues are assigned shorter codes.

Discrete Cosine Transform (DCT).  Blocks of pixels are represented using
cosine functions of different frequencies. The high frequencies, which gen-
erally contribute less information to the image, are discarded.

The effectiveness of a compression technique depends upon the type of data.
Figure 1.7 isaphotograph and Figure 1.8 isadrawing. The photograph contains
many areas with small changes in color, while the drawing has large areas with
the same color.

Figure 17
IRENE.BMP
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ﬁigtjré 18
STARS.BMP

Figure 1.9

Percent of Original
Size Compressing
IRENE.BMP

Figure 1.9 showsthe relative file sizes when the photograph in Figure 1.7 is
compressed using various formats: Uncompressed BMP, BMP with RLE encod-
ing, GIF, PNG, and JPEG. Notice that BMP-RLE and GIF produce very little
compression while PNG and, especially, JPEG produce significant reductions in
filesize.

Figure 1.10 contains a similar graph, this time using the drawing in Figure
1.8. You can see that the other file formats nearly catch up to JPEG with this

image.

L ossless ver sus L ossy Compr ession

Most image file formats use what is known as lossless compression. By this we
mean that if we take an image, compress it using alossless technique, and expand
it again, the resulting image is bit-by-bit identical to the original.

Some compression methods (notably JPEG) are lossy. Using the compres-
sion sequence described above, lossy compression produces an image that is

100%
80%
60%
40%

20%

0%

BMP BMP-RLE GIF PNG  JPEG
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Byte and Bit Ordering 13

Figurll ()00,

Percent of Original
Size Compressing
STARS.BMP

80%

60%

40%

20%

0%

BMP BMP-RLE CIF PNG  JPEG

close to the original but not an exact match. That is, a pixel with an RGB color
value of (128,243,118) in an image that is compressed may produce
(127,243,119) when it is expanded. In image compression, lossy techniques take
advantage of the fact that the eye has a hard time distinguishing between nearly
identical colors.

The reason for using lossy compression isthat it generally gives significantly
greater compression than lossless methods do. In many situations, small losses of
data are acceptable in exchange for increased compression.

Byte and Bit Ordering

All bitmap image files contain integers stored in binary format. For single-byte
integers there is no compatibility problem among different processor types. This
is not the case with multi-byte integers. When reading multi-byte integers there
isthe issue of how to order the bytes from the input stream in the integer. Suppose
that an image file contains these two bytes in succession.

01100011 (63
00011101 (1Dy

1 !
Most Significant Bit Least Significant Bit

If these bytes represent a 2-byte integer should they be interpreted as
000111010110001 1 (10634 75 23p

or
01100011 00011101 (631D 25373

In other words, in a multi-byte integer does the most significant byte occur first
or lagt in the file?
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The answer to this question depends upon the type of file. Some formats
require that the most significant byte be stored first; others require that the least
significant be first.

Why not order bytes in an image file so that a simple read operation like this
reads integers correctly?

unsi gned int value ;
inputstreamread ((char *) &val ue, sizeof (value)) ;

The problem is that different types of processors order integers differently, and
blindly reading raw bytes into an integer variable will not work for all of them.
Most processors in common usg, including the Motorola 680x0 and Sun SPARC
families, store integers with the most significant byte first. This byte ordering is
known as big-endian. It is also known as network order because it is used by
Internet protocol. Processors that store integers with the least significant byte
first are known as little-endian. The Intel 80x86 family of processors used in per-
sona computers is the most common little-endian processor.

This code example produces different output depending upon whether it is
run on abig-endian or alittle-endian system.

#include <iostreanmr
using namespace std ;
main ()

unsi gned short value = 1 ;
unsi gned char *ptr = (unsigned char *) é&value ;

if (*ptr == 1)

cout << "I'mLittle-Endian" << endl
el se

cout << "l'm Big-Endian" << endl ;
return 0 ;

¥

Converting between little-endian and big-endian formats is simply a matter of
swapping bytes, and the conversion is the same in either direction. For 2-byte
integers the conversion is

unsi gned short SwapBytes (unsigned short source)
unsi gned short destination ;

destination = ((source & OxFF) << 8) | ((source & OxFF00) >> 8) ;
return source ;

¥

and 4-byte integers are converted as
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unsigned long SwapBytes (unsigned |ong source)

{

unsi gned long destination ;
destination = ((source & 0X000000FFL) << 24)

| ((source & OXO000FFOOL) << 8)

| ((source & OXOOFFOO0OOL) >> 8)

| ((source & OxFFO00000L) >> 24) ;
return destination ;

’j In these programming examples we assume that long is 32 bits
and shortis16 bits. Thisiscorrect for most environments, but not

for all.

Whatever the processor type, when processing an entire byte the ordering of
bits within a byte is the same. However, the ordering of bit strings within indi-
vidual bytes is amore subtle issue. Computer processors deal only with complete
bytes. When processing compressed data one frequently has to process bit strings
that are not aligned on byte boundaries. Bit strings can be extracted from bytes,
but their ordering is determined entirely by the image format.

Suppose that you need to read three 3-bit strings from the 2-byte sequence

1¢Byte 00011101
2ndByte01 100011

Depending upon whether the bit strings are read from the most significant bit to
least significant bit and whether the bits in the second byte are made the most sig-
nificant or least significant, the resulting bit strings could be one of these four
possihilities:

1. 000 111 010

2. 000 111 001

3. 101 011 oot
4. 101 011 100

The ordering of bit strings within bytes is specified by the image format.

Except for XBM, in all image file formats in this book that support images
with fewer than 8 bits per pixel, the most significant bits within a byte contain the
values of the leftmost pixel. One should view the bit ordering in these formats as

Data Byte
765 43 2 10 4bits per pixel
[76]5 43 2|1 0] 2 bits per pixel
|716]5]4|3]2|1|0] 1 hitperpixe
Leftmost Pixel Rightmost Pixel
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Color Quantization

Algorithm 7.7
Gathering
Frequencies in the
Median Cut
Algorithm

The JPEG and PNG formats covered in this book can contain image data that
uses 24 bits or more per pixel. How can you display a 24-bit JPEG image on an
output device that supports only 8 bits per pixel? Likewise, how can you convert
a JPEG file to the GIF format, which supports a maximum of 8 bits per pixel?
The answer is a process known as color quantization, a fancy name for the
process of reducing the number of colors used in an image. The topic of color
guantization falls outside the scope of this book; therefore, we are only going to
cover enough to allow you to display images if you are using a display that does
not support 24-bit images and to convert to such formats.

The method we are going to use is called median cut quantization. In it we
create a three-dimensional count of the number of times each pixel color value
is used. Such a counting would look something like that shown in Algorithm 1.1

Now we have a cubic region containing al the color frequencies. The next
step, shown in Algorithm 1.2, is to divide the cube into two rectangular regions
in such a manner that each part has half the frequency values. This fragment
divides the frequencies in half along the blue axis.

Figure 1.11 shows the result of the first application of the process in
Algorithm 1.2. We apply the process recursively, dividing the rectangular regions
in half using adifferent color axis until we have 256 boxes with roughly the same
total frequency. Figures 1.12 and 1.13 show sample divisions of the RGB color-
space along the other axes.

Keep in mind that this is a rough outline. If 4-byte integers were used to
store frequency values, the FREQUENCIES array defined in Algorithm 1.1 would

Gl obal FREQUENCIES [0..255][0.. 255][0. . 255]
G obal | MAGE [1..1NAGEHEI GHT][ 1. .| MAGEW DTH

Procedure GatherFrequencies

Begin
For Il =1 To | MAGEHEI GHT Do
Begin
For JJ = 1 To | MAGEWDTH Do
Begin
RED = | MAGE [I1][JJ].RED
GREEN = | MAGE [11][J3J]. GREEN
BLUE = | MAGE [I1][JJ].BLUE
FREQUENC! ES [ RED| [ GREEN] [ BLUE] =
FREQUENCI ES [ RED| [ GREEN| [BLUE] + 1
End
End
End
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w— | BAL FREQUENCI ES  [0..255][0. . 255][0. . 255]

Algorithm 1.2 Function Divi deBl uel nHal f
Dividing the Begi n
Colorspace in Half CONT = 0
For BLUECUT = 0 To 255 Do
Begi n
For Il =0 To 255 Do
Begi n
For JJ =0 To 255 Do
Begi n
QOUNT = COUNT + FREQUENCIES [I1][JJ][BLUEQT]
End
End

If COUNT > | MAGEHEICHT * IMACEWDTH / 2 Then
Ret urn BLUECUT
End
Return 255
End

be 64 megabytes. Even in this era of cheap memory, thisistoo large for a prac-
tical implementation. In fact, the sze of the FREQUENCIES array is larger than
the pixel datafor most images, so in practice we have to reduce the precision of
each color value, use dynamic data structures, or use a combination of both. A
simple method to reduce the array size is to drop some of the least significant
bits from each component value. Using 6 instead of 8 bits reduces the size of the
FREQUENCIES array to just 1 megabyte (4 x 2° x 2° x 29),

Figure 1.11
Example of the RGB Blue
Colorspace Being
Divided Using the
Process in
Algorithm 1.2

Green

Red
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Figure 1.12 RGB
Colorspace in Figure Blue
1.11,NowDivided
along the Green
Axis As Well

Green

Red

Figure 1.13 RGB
Colorspace in Figure Blue
1.12,NowDivided
along the Red Axis
As Well

Green

Red

A Common Image Format

A typical application for viewing image files will be able to read and store images
using severa file formats, and convert files from one format to another. Rather
than having a function for viewing each type of file and a separate function for
each possible format conversion, it is useful to have a common uncompressed
image format that can be used for al types of files supported by the application.
With acommon uncompressed format you need only write one display func-
tion for the common format. If each image file format has a function for reading
into the common format and afunction for writing from the common format, you
have everything you need to display, save, and convert among all file formats.
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In addition to supporting all of the anticipated image formats, a common
image format ideally is easy to display and portable across various hardware pl at-
forms. Unfortunately, ease of display and portability are somewhat exclusive. Y ou
do not want a common image format and a separate display format. The format
in our examples is a compromise, designed to be as easy as possible to use in the
Windows environment while at the same time concealing Windows-specific
behavior. It is capable of storing imagesusing 1, 4, 8, and 24 bits per pixel. PNG
and JPEG are the only formats that store data using other formats. The PNG
decoder will convert the data to one of the formats above; the JPEG decoder will
only read files with 8-bit sample data.

Datatype Definitions

The source code examples in thisbook use typedefs for integers that are expected
to be aspecific size. Table 1.4 liststhe integer types used. They are defined in the
file datatype.h, which aso defines a function for performing endian conver-
sions of integers. The existing definitionsare suitable for most 32-bit little-endian
systems, so if you are porting the code to another type of system, this isthe first
file you need to modify.

Common Image Class

Bitmapl mageisthe name of the common image format class. It isdefined inthe
file bitimage.h. The general process followed by all of the encoders and decoders
in this book for reading and writing images is

Bi t mapl mage image ;

XYZDecoder decoder ;

XYZEncoder encoder ;

ifstreaminput ("INPUT.XYZ', ios::binary) ;
decoder . Readl mage (input, image) ;

of stream out put ("QJIPUT. XYZ', io0s::binary) ;
encoder. Witel mage (output, image) ;

where XY ZDecoder and XY ZEncoder arethe decoder and encoder classesfor the
image type.

Table 14
Types Defined in
datatype.h

Type Use

BYTEL Signed 8-bit integer
UBYTEL Unsigned 8-bit integer

BYTE2 Signed 16-bit integer
UBYTE2 Unsigned 16-bit integer
BYTE4 Signed 32-bit integer

UBYTE4 Unsigned 32-bit integer
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The implementation of this class is taillored for Microsoft Windows.
However, the interface is designed to conceal system-specific behavior. The
Bi t mapl mage classhastwomain storagearess. the color map andthepixel data.
An application can storeanimagein aBi t mapl nmage object by using one of the
image decoders in thisbook (or one you write yourself) or by usingthe Set Si ze,
Col or Map,and[] operatorsto write store raw image data.

SetSize

The Set Si ze function allocates the dynamic memory used to store image data
within aBi t mapl mage object. An application must cal this function before
attempting to store image data into the object.

ColorMap

The Col or Map functionsare used to accesstheimage's color pal ette. For images
with a bit depth of 8 or fewer the application must fill in the color map. If the
image has a bit depth of 24 this function should not be used.

[1 (Subscript) Operator

The subscript operator is used to access individual bytes in the image pixel data.
The format of this data depends upon the bit depth of the image. For images that
use 8 hits per pixel each data byte is an index into the color map (accessed
throughthe Col or Map functions). If the bit depth is fewer than 8, multiple color
indices are packed into the data bytes. The higher-order bits contain the leftmost
pixel values. For 24-bit images each pixel is represented by 3 bytes. The usual
ordering for color bytes in a 24-bit image is RGB, but Windows expects the val-
ues in BGR order. The Bi t mapl mage class defines the values RedOf f set ,
G eenO f set , andBl ue f set used by the programming exampl esto specify
the ordering of these bytes. If your system does not use BGR ordering, you can
change the values of these offsets.

Another Windows'ism that the subscript operator conceals is Windows
images will be stored starting with the bottommost row. In order to make dis-
playing an image as easy as possible on Windows, this implementation of the
Bi t mapl mage classstorestherowsinbottom-to-top order, asWindowsexpects
them to be. However, the subscript operator reverses the row order so that [(
returns the topmost row of the image. Windows also expects the length of each
image row to be a multiple of 4 bytes. The subscript operator automatically takes
this padding into account so that [N[O] aways returns the first pixel byte for
the Nthrow. By making theimplementation of Bi t map!| mage independent of the
interface it is possible to change the implementation to support different systems
without affecting the image encoders and decoders.

Therearetwo implementati onsof the subscript operator. 1fthe CHECK _RANGE
preprocessor symbol is defined, the subscript operator performs range checking
on all values. If CHECK RANGE is not defined, no range checking is done. The
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latter implementation is significantly faster, but the former is better for use while
debugging.

CetRGB

The Get RGB function returnsthe RGB color value for agiven pixel in the image.
An image encoder can use this function to get pixel values without having to deal
with different sample precision values.

EightBitQuantization
TheEi ght Bi t Quant i zat i onfunctionconvertsa24-bits-per-pixel imagetoan
8-bits per pixel image using the mean cut processes. About half of the source
codefortheBi t mapl mage functionisdevotedto color quantization. Thisimple-
mentation makes two passes through the image. On the first pass the
Fi ndCol or Usage functioncreatesaCol or Usage structurefor each color used
in the image. These structures are inserted into three linked lists sorted by the
Red, Green, and Bluecomponent values. NexttherecursiveSpl i t Ar eal nHal f
function repeatedly divides the RGB colorspace into two areas that contain half
of the weighted color values of the original.

At this point we have defined the 256 color areas for the image. The
Cr eat eCol or function defines a single color that is the average for a box. This
gives the "best" colors to use for the image. Finally, Quant i zeSour cel mage
makes a second pass over the image datato replace the colors in the source image
with a color from among the 256 colors that were defined in the preceding passes.

Conclusion

In this chapter we covered the basics of bitmap image formats. We explained the
difference between bitmap and vector image formats and the way images are dis-
played on output devices. We aso covered the representation of color and
described some of the color models used by graphics file formats. The chapter
presented a brief introduction to color quantization and the compression tech-
niques used by the file formats covered in this book.

Foley et a. (1996) describes the operation of computer displays in greater
detail than we have here. It aso contains excellent descriptions of colorspaces.
Brown and Shepherd (1995) and Murray and van Ryper (1994) contain intro-
ductory descriptions of a large number of graphics file formats.

In this book we will cover only the specific compression techniques used by
file formats under discussion. Nelson (1992) is the best introduction to com-
pression techniques available and an excellent source for their history and rela-
tionships.

The medium cut algorithm is described in Heckbert (1982). Lindley (1995)
and (Rimmer (1993) describe this algorithm and take a different approach to
implementing it.
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Windows BMP

Format: Windows BMP
Origin: Microsoft
Definition: Windows SDK

The first image format we are going to cover is one of the simplest. Windows
BMP is the native image format in the Microsoft Windows operating systems. It
supports images with 1, 4, 8, 16, 24, and 32 bits per pixel, although BMP files
using 16 and 32 bhits per pixel are rare. BMP aso supports simple run-length
compression for 4 and 8 bits per pixel. However, BMP compression is of use only
with large blocks with identical colors, making it of very limited value. It israre
for Windows BMP to be in a compressed format.

Over the years there have been several different and incompatible versions
of the BMP format. Since the older forms have completely disappeared, version
incompatibilities are not aproblem. The discussion here deals with the BMP for-
mat in use since Windows version 3 (common) and the format introduced with
OS2 (rare but supported).

Data Ordering

Multi-byte integers in the Windows BMP format are stored with the least signif-
icant bytes first. Data stored in the BMP format consists entirely of complete
bytes so bit string ordering is not an issue.

23
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Windows BMP

File Structure

File Header

Image Header

Color Table

Pixel Data

b
Figure 2.1

Bitmap File

Structure

o ]
Table 2.1

Bl TMAPFI LEHEADER
Structure
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The BMP file structure is very simple and is shown in Figure 2.1. If you are
developing on Windows, the BMP structures are included from thewi ndows. h
header file. If you are not working on Windows, you can create your own struc-
tures from the tables below. For some reason Microsoft insists on adding confus-
ing prefixes to the names of structure fields. To be consistent with Microsoft's
documentation we have included these prefixes in the field names.

File Header
Every WindowsBMPbeginswithaBl TMAPFI LEHEADER structurewhoselayout
is shown in Table 2.1. The main function of this structure is to serve as the sig-
nature that identifies that file format.

Three checks can be made to ensure that the file you are reading is in fact a
BMP file:

» The first two bytes of the file must contain the ASCII characters "B"
followed by "M."

 Ifyou are using a file system where you can determine the exact file size in
bytes, you can compare the file size with the value in the bf Si ze field

* Thebf Reser vedland bf Reser ved2 fields must be zero.

The file header also specifies the location of the pixel datain the file. When
decoding a BMP file you must use the bf O f bi t s field to determine the offset
from the beginning of the file to where the pixel data starts. Most applications
placethepixel dataimmediately following the Bl TMAPI NFOHEADER structureor
palette, if it is present. However, some applications place filler bytes between
these structures and the pixel data so you must use the bf O f bi t s to determine
the number of bytes from the Bl TMAPFI LEHEADER structure to the pixel data.

Field Name Size in Bytes Description

bf Type 2 Contains the characters "BM" that identify the
file type

bf Si ze 4 File size

bf Reser vedl 2 Unused

bf Reserved2 2 Unused

bf FfBits 4 Offset to start of pixel data

Image Header
The image header immediately follows the Bl TMAPFI LEHEADER structure.
It comes in two distinct formats, defined by the Bl TMAPI NFOHEADER and
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Table 2.2
Bl TMAPI NFOHEADER
Structure

Table 2.3
Bl TMAPCOREHEADER
Structure
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Bl TMAPCOREHEADERStructures. Bl TMAPCOREHEADERrepresentstheOS/2BM P
format and Bl TMAPI NFOHEADER is the much more common Windows format.
Unfortunately, there is no version field in the BMP definitions. The only way to
determine the type of image structure used in a particular file is to examine the
structure's size field, which isthe first 4 bytes of both structure types. The size of
the Bl TMAPCOREHEADER structure is 12 bytes; the size of Bl TMAPI NFCHEADER,
at least 40 bytes.

Thelayout of Bl TMAPI NFOHEADERIisshowninTable2.2. Thisstructuregives
the dimensions and bit depth of the image and tells if the image is compressed.
Windows 95 supports a BMP format that uses an enlarged version of this header.
Few applications create BMP files using this format; however, a decoder should
be implemented so that it knows that header sizes can be larger than 40 bytes.

The image height is an unsigned value. A negative value for the bi Hei ght
field specifies that the pixel data is ordered from the top down rather than
the normal bottom up. Images with a negative bi Hei ght value may not be
compressed.

Field Name Size Description

bi Si ze 4 Header size—Must be at least 40

hi W dt h 4 Image width

bi Hei ght 4 Image height

bi Pl anes 2 Must be 1

bi Bi t Count 2 Bits per pixel—1, 4, 8, 16, 24, or 32

bi Corpr essi on 4 Compressiontype—Bl _RGB=0,Bl _RLE8=1,
Bl _RLE4=2, or Bl _Bl TH ELDS=3

bi Si zel mage 4 Image Size—May be zero if not compressed

bi XPel sPer Met er 4 Preferred resolution in pixels per meter

bi YPel sPer Met er 4 Preferred resolution in pixels per meter

bi Cl r Used 4 Number of entries in the color map that are
actually used

bi Cl r I mpor t ant 4 Number of significant colors

BITMAPCOREHEADERStructure
The Bl TMAPCCOREHEADER dtructure is the other image header format. Its layout is
shown in Table 2.3. Notice that it has fewer fields and that all have analogous

Field Name Size Description

bcSi ze 4 Header size—Must be 12
bcW dt h 2 Image width

bcHei ght 2 Image height

bcPl anes 2 Must be 1

bcBi t Count 2 Bitcount—1, 4, 8, or 24
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fieldsintheBl TMAPI NFOHEADERSstructure. IfthefileusesBl TMAPCOREHEADER
rather than Bl TMAPI NFOHEADER, the pixel data cannot be compressed.
Color Palette
The color palette immediately follows the file header and can be in one of three
formats. The first two are used to map pixel datato RGB color values when the
bit count is 1, 4, or 8 (biBitCount or bcBitCount fields). For BMP filesin the
Windows format, the palette consists of an array of 2"*°*™ RGBQUAD structures
(Table 2.4). BMP files in OS2 format use an array of RGBTRI PLE structures
(Table 2.5).

Table 24 Field Size Description

RGBQUAD Structure
rgbBl ue 1 Blue color value
rghGreen 1 Red color value
rgbRed 1 Green color value
rgbReserved 1 Must be zero

Table 25 Field Size Description

RGBTRI PLESructure
rgbt Bl ue 1 Blue color value
rgbt Green 1 Red color value
r gbt Red 1 Green color value

The final format for the color palette is not really a color mapping at all. If
the bit count is 16 or 32 and the value in the biCompression field of the
Bl TMAPI NFOHEADER structure is Bl _BI TFI ELDS (3), in place of an array of
RGBQUAD structures, there is an array of three 4-byte integers. These three values
are bit masks that specify the hits used for the red, green, and blue components
respectively. In each mask the nonzero bits must be contiguous. In addition, no
bit set in one bit mask may be set in any other bit mask. Images using 24 bits as
well as 16- and 32-bit imageswithout thebi Conpr essi on fieldsettoBl _BI T-
FI ELDS do not have a color palette.

In a 32-bit image, the three 32-bit values

00000000000000000000001111111111, Red
00000000000011111111110000000000,  Green
00111111111100000000000000000000, Blue

specify that that each component is represented by 10 bits. The logical AND of
the three values must be zero, and the bit range for each component must be
contiguous.
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Figure 2.2
Format for 16 Bits
per Pixel

Pixel Data

The pixel data follows the palette or bit masks if they are present. Otherwise, it
follows the Bl TMAPI NFOHEADER or the BI TMAPCOREHEADER structure.
Normally the data follows immediately, but there may be intervening fill bytes.
You must usethe bf O f Bi t s field inthe Bl TMAPFI LE header to determine the
offset from the Bl TMAPFI LEHEADER structure to the pixel data.

Pixel rows are ordered in the file from bottom to top. The number of data
rows is given by the biHeight or bcHeight field in the image header. Row size
is determined from the bi Bi t Count and bi W dt h or bcBi t Count and bcW dt h
fields. The number of bytes per row is rounded up to a multiple of four and can
be determined as follows (Using integer division):

(width x hit count + 7) +3

bytes per row = 8 7}

The format of the pixel data depends upon the number of bits per pixel.

1 and 4 Bits per Pixel. Each data byte is subdivided into cither eight or two
fields whose values represent an index into the color palette. The most sig-
nificant bit field represents the leftmost pixel.

8 Bits per Pixel. Each pixel in the row is represented by 1 byte that is an
index into the color palette.

16 Bits per Pixel. Each pixel is represented by a 2-byte integer value. If the
value of the bi Conpr essi on field in the Bl TMAPI NFOHEADER structure is
Bl _RGB (0), the intensity of each color is represented by 5 bits, with the
most significant bit not used. The default bit usage is shown in Figure 2.2.

o

sz fnfolels ] e]s]a]s]0

Blue Green

If the bi Conpr essi on field is set to Bl _Bl TMAP, the three 4-byte bit
masksthat follow the Bl TMAPHI NFOHEADER structure specify the bits used
for each color component. The bit masks arc ordered red, blue, green.

24 Bits per Pixel. Each pixel is represented by three consecutive bytes that
specify the blue, green, and red component values, respectively. Note that
this ordering is the reverse of that used in most image file formats.

32 Bits per Pixel Each pixel is represented by a 4-byte integer. If the value
of the bi Conpr essi on field in the Bl TMAPI NFOHEADER is set to Bl _RGB,
the three low-order bytes represent the 8-bit values for the blue, green, and
red components in that order. The high-order byte is not used. Thisformat is
just like 24 bits per pixel with a wasted byte at the end.
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Ifthebi Conpr essi onfieldcontainsthevalueBl Bl TFI ELD,thethree
4-byte bit masksthat follow the BI TMAPI NFOHEADER specify the bitsto be
used for each component. The bit masks are ordered red, blue, green.

Compression

The BMP format supports simple run-length encoding of 4- and 8-bit-per-pixel
images. A 4-bit-per-pixel image is compressed if the value of the
bi Compr essi on field of the Bl TMAPI NFOHEADER structure is Bl _RLE4 (=2),
and an 8-bit-per-pixel image is compressed if the value is Bl _RLE8 (=1). No
other bit depths may be compressed.

Run-length encoding is one of the simplest compression techniques. In it
data is stored so that repeated values are replaced by a count. This type of com-
pression is suitable only for images that have many repested values, such as a car-
toon drawing. For many types of images, run-length encoding will produce a
larger file (negative compression). The compressed data format depends upon the
number of bits per pixel.

RLES8

In RLES8, compressed data is broken down into 2-byte pairs. The first byte gives
the count of pixel values, and the second gives the pixel value to be repeated. In
8-hit-per-pixel images the byte sequence

0816 004
expands to the pixel values
00,4 00,5 00,4 00,5 00,5 00,4 00, 00, 00,4

A repeat count of zero is used as an escape code. A zero value followed by
another zero means advance to the next line in the image. A zero value followed
by a 1 marks the end of the image. Zero followed by a byte containing the value
2 changes the current position in the image. The next two bytes are unsigned val-
ues that give the number of columns and rows, respectively, to advance. This code
allows alarge number of pixels with the value zero to be skipped. This encoded
sequence:

046 1515 0014 0015 0214 1114 0216 0314 001 Ol
expands into these two rows.

1516 1516 1515 1514
1l g 0344 0346
End of Image
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A zero escape code followed by avalue greater than two gives a count of lit-
eral bytesto copy to the image. The literal bytesimmediately follow the count. If
the count is odd, one fill byte is stored after the data bytes. This code is used to
store uncompressed data.

It is worth noting from the preceding description that if the image contains
no consecutive bytes with the same vaue, the resulting image data will be larger
than the equivalent uncompressed data.

RLE4

The RLE4 format is almost identical to the RLE8 format. The major difference
is that when encoding color runs, the data byte that follows the count contains
two pixel values. The value in the four high-order bits is used to encode the first
and all subsequent odd pixels in the run, while the four low-order bits are used to
encode the second and remaining even pixels. Thus, the RLE4 format can encode
runs of the same pixel value or two alternating values. This encoded pair

expands to this sequences of 4-bit values:
56565

All of the escape commands for RLE4 are the same as for RLE8 with the
exception of coding absolute values. A zero escape value followed by a byte
value greater than two gives the number of absolute pixel values that follow.
These values are packed into 4 bits each with the high-order bits coming first. If
the run is not a multiple of four, padding follows so that the number of absolute
data bytes (not pixels) is a multiple of two.

Conclusion

If you are developing software to read and write graphics files in the Windows
environment, Windows BMP is your best choiceto use for testing. It is simple to
implement, easy to debug, and can be viewed without specia tools.

Unlike all of the other formats in this book, the definition of Windows BMP
is under the complete control of one company. Microsoft can be expected to
make upwardly compatible enhancements to the format in the future. Microsoft's
definition of the BMP format can be found in Microsoft (1993). Murray and van
Ryper (1994) contains a description that includes older BMP versions. Swan
(1993) aso has a good explanation of BMP.

The accompanying CD contains source code for a Windows BMP encoder
(BnmpEncoder ) and decoder (BnrpDecoder ). The following illustrates how these
classes are used to read and write BMP files:

www.vsofts.net oldroad



30

Windows BMP

#include "bitimge.h"
#include "bnpdecod. h"
#include "bnpencod. h"

Bi t mapl mage i mage ;

ifstream input ("INPUT.BM', io0s::binary) ;
BnpDecoder decoder ;

decoder. Readl mage (input, image) ;

of stream out put ("CQUTPUT. BW', io0s::binary) ;
BnpEncoder encoder

encoder. Witel mage (output, imge) ;

When you read and write binary image files you must open them in binary
mode. Otherwise, your library may translate the contents of the files in unex-
pected ways.

The CD also contains the source code for a Windows application
(vi ewer . cpp) tha displays a BMP file. This application can be easily modified
to use the decoder for any of the other formats covered in this book.
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XBM

Format: XBM
Origin: X Consortium
Definition: Informal

XBM is the simplest format covered in this book as well as the most unusual.
Native to the X Windows system and rarely used outside that environment, it is
much more limited than Windows BMP. It only supports two color images. An
XBM fileis actually more analogous to an icon file on Windows than toaBMP.*

File Format

The XBM image file format is completely unlike the other formats described in
this book. Rather than containing binary data, an XBM file contains C source
code. When writing user interface code for the X-Window system, you can
include predefined iconsin the XBM format simply by including asourcefilein
the application and then compiling and linking the image into the application.
This serves roughly the same function as a resource file in Windows.
Applications containing an XBM decoder, such as web browsers and image edi-
tors, can read XBM files and display the image contained in them without com-
pilingandlinkingtoit.

The format of an XBM file is shown in Figure 3.1. The string i magename
represents the unique name assigned to the image in an application that includes

"There isasimilar, more capable X-Windows format called XPM.

31
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32 XBM
, #define imagename_width 16
Figure 3.1 #define i mgename_hei ght 2

XBM File format

#define imagename_hot x 1

#define imgename_hot y 1

static unsigned char imagename_bits [] = { 0x10, 0x10,
0x10, Ox01} ;

many different XBM files. When an XBM file is read to display the image, this
name has no significance.

The image dimensions are defined with a pair of #def i ne preprocessor
directives. The preprocessor symbols with the suffixes _wi dt h and _hei ght
specify the image width and height in pixels. These definitions are required.

XBM files can define a hot spot that is used when the image is used as an
icon. The position of the hot spot is specified by two #def i ne directivesthat cre-
ate preprocessor symbols with the suffixes _hot _x and _hot _y. The definition
of the hot spot is optional within an XBM file, but one symbol may not be pre-
sent without the other symbol.

The last statement in the image definition is an array of bytes that defines
the pixel values for the image. Each byte represents the value for eight pixelsin
the image. The image data is stored from top to bottom, left to right; pixel values
are not split across rows. If the image width is not a multiple of eight, the extra
bits in the last byte of each row are not used. The total number of bytes in the
image must be

) width + 7
bytes = height x 3

using integer division. XBM files contains no color information. Bits set to zero
are drawn in the current background color, and bits set to one are drawn in the
current foreground color.

Byte Ordering

Byte ordering is not an issue with XBM files since all the data consists of single
bytes. Within a byte the least significant bit represents the leftmost pixel. Thisis
the opposite of the Windows BM P format (and all the other formats in the book).

Sample Image

The following code is a sample XBM file that produces the image shown in
Figure 3.2.

#define nmyi mage_hei ght 12

#define nyimage_width 12

static unsigned char nyimge_bits[] = {
0xF0, 0x00,
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Figure 3.2
Sample XBM Image

0xF0, 0x00,
0xFO, 0x00,
0xFO, 0x00,
OxFF, OxOF,
OxFF, OxOF,
OxFF, OxOF,
OxFF, OxOF,
0xF0, 0x00,
0xF0, 0x00,
0xF0, 0x00,
0xF0, 0x00 } ;

File Syntax
An XBM image file is a C source file. However, no one is going to implement a
complete C preprocessor and parser to read an image file. C is afree-format lan-
guage, making it relatively difficult for a simple parser to handle. Consequently,
alega XBM file and an XBM file that can be displayed by a given image-view-
ing application are two different things.

Unfortunately, the difference between the two is not specified, so we can
only give some guidelines when creating XBM files:

* Use no blank lines.

* Use no comments.

 Follow the exact statement ordering shown in Figure 3.1.
» Use decimd values for integers in the #def i ne directives.
» Use no spaces between the # and def i ne.

» Use hexadecimal values for integers in the pixel data

Violating any of these rules, even though it results in perfectly valid C, can
make your XBM image unreadable. Interestingly, there are XBM decoders
that will correctly display images stored in files that contain certain errorsin C

syntax.

Reading and Writing XBM Files

www.vsofts.net

Creating XBM filesis atrivia process. All an encoder has to do is output a sm-
ple text file using the format described above.

On the other hand, reading XBM files is rather difficult, especially con-
sidering the limited capabilities of the format. One approach is to apply com-
piler writing techniques. The decoder is logically broken down into two passes:
One breaks the file into a sequence of tokens while the other parses the tokens
oldroad
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to create the image. Tools like LEX and YACC can be used to generate the two
passes, but the format is simple enough to create them by hand.

Conclusion

While the XBM format is very limited outside the X Windows environment, it is
supported by all of the major Web browsers. It also illustrates an unusual
approach to storing images within a file. Scheiffler and James (1990) is the clos-
est thing to an official description ofthe XBM format. Nye (1988) gives an alter-
nate description.
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Format: JPEG
Origin: Joint Photographic Experts Group
Definition: 1SO 10918-1

JFIF V102

JPEG has become the most commonly used format for storing photographic
images, yet in spite of its widespread use, the inner workings of JPEG compres-
sion remain something of a black art. Since JPEG is a very complex image for-
mat we have divided the JPEG material into eight chapters. In this chapter we will
cover the fundamentals. Subsequent chapters will examine specific aspects.

JPEG is an acronym for "Joint Photographic Experts Group." This organi-
zation created a standard for compressing images under the authority of inter-
national standards bodies. The JPEG standard is fairly complex because, rather
than defining an image file format, it defines a number of related image com-
pression techniques.

The power of the JPEG format is that, for photographic images, it gives the
greatest compression of any bitmap format in common use. A photograph that
takes 1 MB to gore in a Windows BMP file can usually be compressed down to
50 KB with JPEG. Although JPEG is computationally intensive, its outstanding
compression generally outweighs the processing required.

As good as JPEG is, it is not suitable for some applications. All of the JPEG
compression methods in general use are lossy, which makes them unsuitable for
an intermediate storage format when you are repeatedly editing an image file.
JPEG is aso not as good at compressing text and drawings as it is a compress-
ing photographs.

35
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JPEG Compression Modes

The original JPEG standard defined four compression modes. hierarchical, pro-
gressive, sequential, and lossless. In addition, the standard defined multiple
encoding processes for the modes. Figure 4.1 shows the relationship of the major
JPEG compression modes and encoding processes. While there is some com-
monality among them, for the most part they must be implemented as completely
different techniques.

Sequential

Sequential isthe plain vanillaJPEG mode. Asthe name implies, sequential-mode
images are encoded from top to bottom. Sequential mode supports sample data
with 8 and 12 bits of precision.

In sequential JPEG, each color component is completely encoded in asingle
scan—a block of compressed data that contains a single pass through the image
for one or more components. In most formats, the entire compressed pixel data
is stored in one contiguous region in the file. In JPEG, each pass through the
image is stored in a distinct data block called a scan.

Within sequential mode, two alternative entropy encoding processes are
defined by the JPEG standard: one uses Huffman encoding; the other uses arith-
metic coding. We will speak more of these two processes shortly.

Almost every JPEG file you are likely to come across will use
sequential JPEG with Huffman encoding and 8-bit sample data.

The JPEG standard also defines another sequential encoding process that
uses Huffman encoding. This is the baseline process, a subset of the sequential
mode with Huffman coding. A decoder that can handle the extended process
should be able to handle baseline transparently. Baseline images can have only
8-bit samples and are restricted to fewer Huffman and quantization® tables than
extended sequential images.

Progressive

In progressive JPEG images, components are encoded in multiple scans. The
compressed data for each component is placed in a minimum of 2 and as many
as 896 scans, although the actual number is amost always at the low end of that
range. The initial scans create a rough version of the image while subsequent
scans refine it. Progressive images are intended for viewing as they are decoded.

"Huffmantables and quantization tables are described Starting in the next chapter.
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JPEG
Sequential Progressive Lossless Hierarchical
Huffman Arithmetic Huffman Arithmetic Original IPEGLLS
8-Bit | 12-Bit | 8-Bit | 12-Bit | 8-Bit | 12-Bit | 8-Bit | 12-Bit | |0SSIess
Fgue 41
JPEG Modes

They are useful when an image is being downloaded over a network or used in a
Web browser because they alow the user to get an idea of what the image con-
tains after as little data as possible has been transmitted.

Figure 4.2 shows an image that has been encoded with four scans using pro-
gressive JPEG. You can see that with each scan the image becomes clearer.
Notice that from only the first scan you can tell that the image is an airplane. Say
you wanted to download the image of a car over adow network connection. With
progressive JPEG you would be able to determine that you had the wrong picture
after a relatively small amount of data had been transmitted.

The main drawbacks of progressive mode are that it is more difficult to
implement than sequential and that, if the image is viewed as it is downloaded, it
requires much more processing. Progressive JPEG is most suitable when the rel-
ative processing power exceeds the relative transmission speed of the image. In
general, progressve-mode image files tend to be about the same size as their
sequential counterparts.

Progressive mode is rarely used, but Huffman-encoded images
with 8-bit samples are becoming more common.

Hierarchical
Hierarchical JPEG is a super-progressive mode in which the image is broken
down into a number of subimages called frames.? A frame is a collection of one
or more scans. In hierarchical mode, the first frame creates a low-resolution
version of the image. The remaining frames refine the image by increasing the
resolution.

Advocates claim that hierarchical is better than progressive when low trans-
mission rates are used. If only alow resolution of an image is desired, not al of
the frames are required to get the desired result.

2The other modes have one frame per image.
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F|g ure 4.2
Sample Progressive
Image
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The obvious drawback of hierarchical modeisitscomplexity. Itsimplemen-
tation has all of the complexity of the other modes and then some. Hierarchical
JPEG clearly requires much more processing than the other modes, and using
multiple frames increases the amount of data that must be transmitted.

z Not surprisingly, hierarchical JPEG is not in general use.

L ossless

The original JPEG standard defined a lossless compression mode that always
preserves the exact, original image. A lossless mode could never hope to com-
press aswell asalossy one. Moreover, for most applications it did not compress
as well as formats that were already available, so there was no compelling rea-
son to use it. A new lossless compression method known as JPEG-L S has been
created that, for all practical purposes, has made the original lossless format
obsol ete.

What Part of JPEG Will Be Covered in This Book?

The JPEG dtandard is so vast that we could not hope to cover it all in one book.
Fortunately, only a small subset of the JPEG standard isin general use. That sub-
set is what we will be covering in the following chapters: sequential and pro-
gressive JPEG with Huffman coding and 8-bit samples.

Twelve-bit data is used in some specialized applications, such as medical
imaging (athough it is not used to exchange pictures over the Internet). Our
descriptions of JPEG structures include information on items specific to 12-bit
data, but it is not implemented in the examples because it would require either
duplicate 12-bit versions of many functions or conditional compilation. If you
need to use 12-bit data, the sample programs are structured so that it should not
be difficult to make the modification.

It is worth pointing out some of the reasons that so little of the JPEG stan-
dard is in common use, especially considering how widespread isthe use of some
of its pieces. The primary reason is that the JPEG standard simply defines too
many ways to do the same thing—a decoder that can handl e every possible JPEG
stream would be a monster.

Another major reason is that the arithmetic coding modes are covered by
patents, and to use them you need to pay licensing fees to the patent holders.
Huffman coding and arithmetic coding are used by different processes to perform
identical functions. If two methods do the exact same thing and one requires
license fees and the other does not, which should you choose? Besides the issue
of licensing fees, patents make it impossible to create freely available implemen-

tations of certain JPEG features.
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This leads to the most critical reason that most of the JPEG encoding modes
are rarely used in the real world. In order for a graphics file format to gain gen-
eral acceptance someone has to implement software to handle that format and
make it available to others®> An image format that cannot be used to exchange
dataamong many different applicationsis of little use. The implementation prob-
lem is exacerbated by the fact that the JPEG standard is not freely available. The
standards for every other major graphics file format circulate freely; not so with
JPEG.*You have to purchase acopy from your national representative to 1SO and
it is not cheap. If a format is too complex, of limited value, or requires licensing
fees, it is unlikely people will take the trouble to create code for it and make the
code available.

What Are JPEG Files?

One of the most striking things about the JPEG standard, especially considering
how sprawling it is, is what it did not define: afile format. The JPEG standard
does not specify what an application needs to do in order to create images that
can be exchanged among different applications. For example, it says nothing
about how colors are represented, but deals only with how component values are
stored. Nor is there any definition of how the components values are mapped
within a colorspace. An implementer of JPEG software is not told if component
one is red, two is green, three is blue, or even if the RGB color model is used at
all. While a standard that is independent of colorspace is flexible, it is aso impos-
sible to implement.

Nature abhors a vacuum, and into this one came JFIF (JPEG File Inter-
change Format), created by Eric Hamilton. This specification fills in the gaps left
by JPEG in creating files that can be exchanged among applications. "JHF' has
become synonymous with "JPEG File" While other file formats, such as TIFF,
use JPEG compression, afile with a JPG or JPEG extension invariably is in the
JFIF format. JHIF is what we are going to cover in this book.

SPIFF File Format

The JPEG organization recently released a file format standard called SPIFF
(Still Picture Interchange File Format) that is intended to supplant JFIF. Unfortu-
nately, SPIFF is probably a case of too much too late. JFIF has been in use for so
long that it is probably here to stay.

3In the case of JPEG the main force for this was the Independent JPEG Group.

“That is the way it is supposed to be. However, the JPEG standards documents can be found easily on the
Internet.
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SPIFF presents some issues for implementers of JPEG software, because it
issimply too inclusive. Most formatsin use support only one color model. SPIFF
supports thirteen, including three variations on'Y CbCr. Are JPEG decoders going
to implement this many colorspaces? Clearly not, so what subset of SPIFF should
be implemented for exchanging images among the most applications? Since
JPEG is already in widespread use it is unlikely that a useful SPIFF subset is
going to evolve on its own. From a practical point of view, JFIF remains the best
choice of afile format for implementers of JPEG software.

Byte Ordering

Integers in JPEG files are stored with the most significant byte first, that is, in
big-endian format. Bit-strings are encoded within bytes starting at the most sg-
nificant bits. When a bit string crosses a byte boundary the bits in the first byte
are more significant than the bits in the second.

Sampling Frequency

In JPEG, a sampling frequency is the relative frequency a component is sampled
a. This is probably easiest to understand in the context of converting a photo-
graph to abitmap. Unlike an image on a computer display, a photograph can have
continuous variations in color. To convert a photograph to a digital image, you
scan the image and measure the component values at regular intervals. Figure 4.3
on page 42 shows a continuous function and samplings of the function at various
frequencies. Y ou can see that the more frequently samples are taken, the better the
approximation of the origina image.

So why bother with sampling frequencies, as it appears that they only affect
the resolution of the image? Since most applications deal with data that has
already been scanned there seems to be no need for them.

In most graphics file formats, all the color components are sampled at the
same frequency. JPEG allows individual components to be sampled at different
frequencies. Sampling frequencies allow images to be compressed while varying
the amount of information contributed by each component. You saw in Chapter
1 that in the Y CbCr color model theY component is the most important. Reduc-
ing the amount of information included from the Cb and Cr components is a sim-
ple way to reduce the size of the compressed image.

Suppose you were creating a JPEG file from a color image. By adjusting the
sampling frequencies you could include each pixel's Y component value in the
compressed data and 1 value for every 4 pixels from the other components.
Instead of storing 12 values for every 4 pixels, you would be storing 6—a 50%
reduction.
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There is no requirement that the Y component be sampled at
higher frequencies than the Cb and Cr components. It is possible
to create a JPEG file with the Cb or Cr component having a higher
sampling frequency than the Y component.

What makes sampling frequencies confusing when programming with
graphicsfilesisthat generally the datayou are dealing with has already been dig-
itized. Instead of converting analog data to digital, in JPEG programming sam-
pling is generally used to reduce the amount of data from one or more compo-
nents. In most applications, what you are really doing with sampling frequencies
is shrinking and stretching component values across multiple pixels.

When an image is compressed using JPEG, each component is assigned a
horizontal and vertical sampling frequency that can range from 1 to4. The higher
the sampling frequency, the more data used for the component. The number of
samples for acomponent is relative to the maximum sampling frequency in each
dimension for the image.

Say, for example, that Y has ahorizontal sampling frequency of 4, Cb 2, and
Cr 1. Thismeansthat in the horizontal directionthereare 2Y component values
for every Cb value and 4 for every Cr value. If, for each component, the verti-
cal sampling frequency were the same as the horizontal sampling frequency,
each Y component value would be mapped to a single pixel, each Cb component
to 4 pixels, and each Cr component to 16 pixels. Figure 4.4 illustrates such a
sampling.

The process of reducing the number of data points a component contributes
is called down-sampling. An encoder can implement down sampling by encod-
ing only every second, third, or fourth pixel or by taking an average value. The
reverse process of stretching down-sampled pixels is called up-sampling. The
simplest method for implementing down sampling isto repeat adataval ue across
multiple pixels. Sometimes filtering processes are used to reduce blocking
effects.

Y: H=4, V=4
Ch: H=2, V=2
Cr:H=1,Vv=1

Pixels
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Note that it is entirely possible to create an image where the Y component is
down-sampled when an image is compressed. This is not normally done except
for experimentation since it tends to produce images that contain flaws when
decompressed. Another sampling trap is that the JPEG standard does not forbid
combinations of sampling frequencies that result in the need to sample fractions
of pixels. Suppose the' Y component has avertical sampling frequency of 3, the
Cb component a sampling frequency of 2. This means that each data value for the
Cb component in the vertical direction represents 1% pixels. Most JPEG appli-
cations do not permit this kind of fractional sampling.

JPEG Operation

FigUre k4.5
JPEG Encoding
Overview

Figure 4.5 shows the steps of JPEG encoding. The following are brief descrip-
tions of the steps.
Sampling. The first stage in JPEG encoding is sampling. In this phase
pixel data is converted from the RGB to the YCbCr colorspace and down
sampling is performed.
Discrete Cosine Transform. JPEG images are compressed in 8 8 pixel
blocks called data units. The discrete cosine transform (DCT) converts the
data unit values into a sum of cosine functions.

Quantization. The quantization phase of JPEG compression gets rid of
discrete cosine transform coefficients that are not essential for recreating a
close approximation of the original. Quanitization is the main process that
makes JPEG a lossy compression scheme.

Huffman Coding. The Huffman code phase encodes the quantized DCT
coefficients while eliminating runs of zero values. In the JPEG standard this
phase is referred to as entropy coding because the JPEG standard allows
arithmetic coding to be used in place of Huffman coding.

Discrete
| 1€ e o =g Huffman M= JPEG
Sampling Cosine uantization
pling e Tranlsform e Q Coding | Filc
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Interleaved and Noninterleaved Scans

Earlier in this chapter we said that a scan could contain data for one or more com-
ponents. A scan with one component is referred to as noninterleaved. In a non-
interleaved scan, the data units are encoded one row at a time, top to bottom, left
to right.

If a scan has data from more than one component, it is known as interleaved.
Interleaved scans are encoded as groups of data units known as minimum coded
units, or MCUs. A component's vertical sampling frequency specifics the num-
ber of data unit rows it contributes to an MCU, and its horizontal frequency gives
the number of columns. (Inanoninterleaved scan an MCU isalways | dataunit.)
Within an MCU the data units for each component are encoded from top to bot-
tom, left to right. Components are not interleaved within an MCU.

Figure 4.6 shows how the data units would be encoded in an MCU in an
image with three components and with horizontal and vertical sampling fre-
quenciesof4x 2,2x4,and 1 x 1. Eachtiny square representsasinglepixel. The
thick rectangles show how sampling groups the pixels into data units. The num-
bers show the order in which each data unit is encoded within the MCU.

The maximum horizontal and vertical sampling frequency values are both 4,
so each MCU will represent a 32 x 32 (8 x 4 by 8 x 4) block of pixels. The sam-
pling frequencies for each component specify the relationship of the component
to the MCU. The first component has a horizontal sampling frequency of 4, so it
contributes 4 columns of data units. The vertical sampling frequency is 2, sothe
component contributes 2 rows of data units.

Scans are always encoded with complete M CUs. Ifthe image height or width
is not a multiple of the MCU size, extra pixel values are inserted into the image
data so that the compressed data always contains complete MCUs. The JPEG

i
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Figure 4.6

MCU Ordering
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standard recommends duplicating the last column or row of pixels to fill out
incomplete data units. Keep in mind that the numbers of MCU rows and columns
are determined from the maximum sampling frequencies for the components in
an image, not from the maximum in a scan.

Suppose we have an image that is 129 x 129 pixels in size. If we were to
encode it with one component having vertical and horizontal sampling frequen-
cies of 4 and the other components having vertical and horizontal sampling fre-
quencies of 1, each MCU would represent a 32 x 32 block of pixels. Four com-
plete rows and columns of MCUs aswell as one fractional MCU row and column
would be required to encode the image. Since fractional MCUs are not allowed,
the image would be encoded using five rows and columns of MCUs.

To encode the first components in a noninterleaved scan, each MCU would
consist of 1 data unit. For the first component, each data unit represents an 8 x 8
block of pixels, so 17 rows and columns would be used to encode the scan. Each
data unit for the other components represents a 32 x 32 block of pixels so 5 rows
and columns of data units would be required.

Conclusion

In this chapter we covered the basics of JPEG: sampling frequencies, scans, data
units, MCUs, and interleaving. JPEG is not a single method but rather a collec-
tion of related compression techniques. Only asmall subset of the JPEG standard
isin general use.

Because of copyright restrictions, the official JPEG standard (JPEG 1994) is
not included on the CD. The standard comes in two parts: the actual standard and
information about compliance testing. Only the first part is essential for imple-
menting JPEG. (There are moreover ten patents related to arithmetic coding
listed in Annex L of this document.) These documents can be ordered from your
local 1SO representative (ANSI, in the United States). Besides containing infor-
mation on JPEG modes not covered in this book, Pennebaker and Mitchell (1993)
includes copies of draft specifications for both parts of the JPEG standard.

At this moment the JPEG-L S standard is in a draft stage and is not included
in any of the sources mentioned above. Because of copyright restrictions we
could not include a copy of this draft standard on the CD, either. However, the
draft JPEG-LS standard is available on the Internet at www.jpeg.org.
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JPEG File Format

This chapter continues the discussion of the JPEG format. In it we cover
the structure of JPEG files, which includes every part of a file except for the
compressed data. The descriptions here take into account only the subset of
JPEG covered by this book, so you will find some discrepancies with the JPEG
standard.

Markers

Markers are used to break a JPEG stream into its component structures. They are
2 bytes in length, with the first byte aways having the value FF;5. The second
byte contains a code that specifies the marker type. Any number of bytes with the
value FF;s may be used as afill character before the start of any marker. A byte
in a JPEG stream with a value of FFys that is followed by another FFy5 byte is
always ignored.

JPEG markers can be grouped into two general types. Stand-alone markers
consist of no data other than their 2 bytes, markers that do not stand alone are
immediately followed by a 2-byte-long value that gives the number of bytes of
datathe marker contains. The length count includes the 2 length bytes but not the
marker length itself. JPEG stand-alone markers are listed in Table 5.1 and mark-
ers with data are listed in Table 5.2. You can see from the tables that most of the
markers are not used in the modes we are working with.

The JPEG standard is fairly flexible when it comes to the ordering of mark-
erswithin afile. Its strictest rule isthat afile must begin with an SOI marker and
end with an EOI marker. In most other cases markers can appear in any order.

47
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The main requirement is that if the information from one marker is needed to
process a second marker, the first marker must appear before the second. The
specific rules regarding marker ordering are described in the next section.
Table 5.1 Value Symbol Description
Stand-Alone JPEG Used in JPEG
Markers Standard
FFO1* TEM Temporary for arithmetic coding
FFDO-FFD7  RST-RST; Restart marker
FFD8 SOl Start of image
FFD9 EOI End of image

*Not used by any of the techniques covered in this book.

JPEG Markers with

Data

Value Symbol Description
Used in JPEG
Standard
FFCO SOF, Start of frame, baseline
FFC1 SOF, Start of frame, extended sequential
FFC2 SOF, Start of frame, progressive
FFC3* SOF; Start of frame, lossless
FFC4 DHT Define Huffman table
FFC5* SOFs Start of frame, differential sequential
FFC6* SOF¢ Start of frame, differential progressive
FFCT* SOF; Start of frame, differential lossless
FFC8* JPG Reserved
FFCo* SOF, Start of frame, extended sequential, arithmetic coding
FFCA* SOFy, Start of frame, progressive, arithmetic coding
FFCB* SOFy Start of frame, lossless, arithmetic coding
FFCC* DAC Define arithmetic coding conditions
FFCD* SOF3 Start of frame, differential sequential, arithmetic
coding
FFCE* SOF4 Start of frame, differential progressive, arithmetic
coding
FFCF* SOF45 Start of frame, differential lossless, arithmetic coding
FFDA S0S Start of scan
FFDB DQT Define quantization tables
FFDC* DNL Define number of lines
FFDD DRI Define restart interval
FFDE* DHP Define hierarchical progression
FFDF* EXP Expand reference components
FFEO-FFEF  APPy-APPy5 Application-specific data
FFFE COM Comment
FFFO-FFFD*  JPGy-JPGys Reserved
FF02-FFBF*  RES Reserved

*Not used by any of the techniques covered in this book.
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>

We use the subscript n when referring to certain markers
collectively. For example, RST, means any of the restart markers
RSTyto RST;; SOF, means any start of frame marker.

Compressed Data

The compressed component data is the only part of a JPEG file that does not
occur within a marker. Compressed data always immediately follows an SOS
marker. Since it has no length information, in order to find the end of the com-
pressed data without expanding it, you have to scan for the next marker (other
than RST,). RST, markers are the only onesthat can occur within the compressed
data, and they cannot be placed anywhere else’

The JPEG compression method is designed so that it will rarely produce the
compressed value FF. When this value is required in the compressed data, it is
encoded as the 2-byte sequence FFs followed by 006 This makes it easy for
applications to scan a JPEG file for specific markers.

Marker Types

This section describes al of the markers used by the JPEG modes we are work-
ing with. The tables that illustrate marker structure omit the 2-byte marker and

the 2-byte length field.
The individual marker descriptions specify where in the file the marker can
occur. They do not repest the following restrictions:

* Only RST and DNL markers may appear in compressed data.
« An image must start with an SOl marker followed by an APP, marker.?

» The last marker in the file must be an EO1, and it must immediately follow
the compressed data of the last scan in the image.

APP,

The APPy,-APPy;s markers hold application-specific data. They are used by
image-processing applications to hold additional information beyond what is

The JPEG standard allows DNL markers to appear with compressed data. A DNL marker is used to
define or redefine the image size within the compressed data rather than within the SOF, marker. In prac-
tice DNL markers are not used and most applications cannot handle them. Therefore, we will not con-
sider them further.

“That an APP, marker immediiately follow the SOI marker is a JFIF requirement. Some applications, such
as Adobe Illustrator, can create JPEG files that are not JFIF.
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specified in the JPEG standard. The format of these markers is application spe-
cific. The length field after the marker can be used to skip over the marker data.
Except for the APPO markers used by the JFIF format, an application can ignore
the APP markers it does not recognize. If an application needs to store informa-
tion beyond the capabilities of JPEG and JFIF, it can create APP, markersto hold
this information. An APP, marker may appear anywhere within a JPEG file.

By convention, applications that create APP,, markers store their name (zero-
terminated) at the start of the marker to prevent conflicts with other applications.
An application that processes APP,, markers should check not only the marker
identifier but also the application name.

COM

The COM (Comment) marker is used to hold comment strings such as copyright
information. Its interpretation is application specific, but aJJPEG encoder should
assume that the decoder is going to ignore this information. A COM marker,
rather than an APP, marker, should be used for plain comment text. It may appear
anywhere within a JPEG file.

DHT

The DHT (Define Huffman Table) marker defines (or redefines) Huffman tables,
which are identified by aclass (AC or DC?) and anumber. A single DHT marker
can define multiple tables; however, baseline mode is limited to two of each type,
and progressive and sequential modes are limited to four. The only restriction on
the placement of DHT markers isthat if a scan requires a specific table identifier
and class, it must have been defined by a DHT marker earlier in afile.

The structure of the DHT marker is shown in Table 5.3. Each Huffman table
is 17 bytes of fixed data followed by avariable field of up to 256 additional bytes.
The first fixed byte contains the identifier for thetable. The next 16 form an array
of unsigned 1-byte integers whose elements give the number of Huffman codes
for each possible code length (1-16). The sum of the 16 code lengths is the num-
ber of values in the Huffman table. The values are 1 byte each and follow, in order
of Huffman code, the length counts. The structure of Huffman tables is described
in more detail in Chapter 6.

The number of Huffman tables defined by the DHT marker is determined
from the length field. An application needs to maintain a counter that is initial-
ized with the value of the length field minus 2. Each time you read a table you
subtract its length from the counter. When the counter reaches zero all the tables
have been read. No padding is allowed in a DHT marker, so if the counter
becomes negative the fileisinvalid.

*The significance of AC and DC is explained in Chapter 7.
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Table 5.3
DHT Format

Field Size Description

1 byte The 4 high-order bits specify the table class. A value of 0 means a DC
table, a value of 1 means an AC table. The 4 low-order bits specify the
table identifier. This value is 0 or 1 for baseline frames and 0, 1, 2, or 3
for progressive and extended frames.

16 bytes The count of Huffman codes of length 1 to 16. Each count is stored in
1 byte.
Variable The 1-byte symbols sorted by Huffman code. The number of symbols

is the sum of the 16 code counts.

DRI

The DRI (Define Restart Interval) marker specifies the number of MCUs
between restart markers within the compressed data. The value of the 2-byte
length field following the marker is always 4. There is only one data field in the
marker—a 2-byte value that defines the restart interval. An interval of zero
means that restart markers are not used. A DRI marker with a nonzero restart
interval can be used re-enable restart markers later in the image.

A DRI marker may appear anywhere in the file to define or redefine the
restart interval, which remainsin effect until the end of the image or until another
DRI marker changes it. A DRI marker must appear somewhere in the file for a
compressed data segment to include restart markers.

Restart markers assist in error recovery. If the decoder finds corrupt scan
data, it can use the restart marker ID and the restart interval to determine where
in the image to resume decoding.

The following formula can be used to determine the number of MCUs to
skip:

MCUs to Skip = Restart Interval x ((8 + Current Marker 1D - Last Marker ID)MOD8)

Example Assume thatthe restart interval is 10. After 80 MCUs have been
decoded, the RST; marker is read from the input stream. If the decoder
encounters corrupt data before reading the next restart marker(RST)),it
stops decoding and scans the input stream for the next restart marker.

If the next marker is RSTj;, the decoder skips 40 MCUs
(=10 x ((8 + 3- 7)MOD8)) from the last known point (80). The decoder
resumes decoding at the 121st MCU in the image.

DQT

The DQT (Define Quantization Table) marker defines (or redefines) the quanti-
zation tables used in an image. A DQT marker can define multiple quantization
tables (up to 4). The quantization table definition follows the markers length
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[
Table 54
Quantization Table
Definition in a DQT
Marker

field. The value of the length field is the sum of the sizes of the tables plus 2 (for
the length field).

The format of a quantization table definition is shown in Table 5.4. Each
table starts with 1 byte that contains information about the table. If the 4 high-
order bits of the information byte are zero, the quantization table values are 1 byte
each and the entire table definition is 65 bytes long. If the value is 1, the sze of
each quantization value is 2 bytes and the table definition is 129 bytes long. Two-
byte quantization values may be used only with 12-bit sample data.

The 4 low-order bits assign a numeric identifier to the table, which can be 0,
1, 2, or 3. The information byte is followed by 64 quantization values that are
stored in JPEG zigzag order (defined in Chapter 7).

DQT markers can appear anywhere in an image file. The one redtriction is
that if a scan requires a quantization table it must have been defined in a previ-
ous DQT marker.

B e s T e e
Field Size Description
1 byte The 4 low-order bits are the table identifier (0, 1, 2, or 3).
The 4 high-order bits specify the quanization value size
(0=1 byte, 1 =2 bytes).
64 or 128 bytes 64 1- or 2-byte unsigned quantization values

EOI
The EOI (End of Image) marker marks the end of a JPEG image. An EOI marker

must be at the end of a JPEG file and there can only be one EOI marker per file
and no other markers may follow the EOl marker. The EOl marker stands alone.

RST,

The restart markers RST¢-RST; are used to mark blocks of independently
encoded compressed scan data. They have no length field or data and may only
occur within compressed scan data.

Restart markers can be used to implement error recovery. The interval
between them is defined by the DRI (Define Restart Interval) marker. Thus, if the
restart interval is zero, then restart markers are not used. Restart markers must
occur in the sequence RSTy, RST, ... RST7, RSTy, ... in the scan data.

SOl

The SOI (Start of Image) marker marks the start of a JPEG image. It must be at
the very beginning of the file and there can only be one per file. The SOl marker
stands alone.
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SOF,

The SOF, (Start of Frame) marker defines a frame. Although there are many
frame types, all have the same format. The SOF marker consists of a fixed header
after the marker length followed by alist of structures that define each compo-
nent used by the frame. The structure of the fixed header is shown in Table 5.5,
and the structure of a component definition is shown in Table 5.6.

Components are identified by an integer in therange 0 to 255. The JFI F stan-
dard is more restrictive and specifies that the components be defined in the order
{Y, Cb, Cr} withtheidentifiers{1, 2, 3} respectively. Unfortunately, some
encoders do not follow the standard and assign other identifiers to the compo-
nents. The most inclusive way for a decoder to match the colorspace component
with the identifier isto go by the order in which the components are defined and
to accept whatever identifier- the encoder assigns.

There can be only one SOF, marker per JPEG file and it must precede any
SOS markers.

[ G e R
Table 5.5 FieldSize  Description
Fixed Portion of an -
SOF Marker 1 byte Sample precision in bits (can be 8 or 12)

2 bytes Image height in pixels

2bytes Image width in pixels

1 byte Number of components in the image
s S e R L
Table 5.6 Field Size  Description
Component- . - . -
Specific Area of an 1 byte Component identifier. JPEG allows this to be 0 to 255. JFIF restricts it
SOF Marker to1 (Y), 2 (Ch), or3(Cr).

1 byte The 4 high-order bits specify the horizontal sampling for the compo-

nent. The 4 low-order bits specify the vertical sampling. Either value
can be 1, 2, 3, or4 according to the standard. We do not support val-
ues of 3 in our code.

1 byte The quantization table identifier for the component. Corresponds to
the identifier in a DQT marker. Can be 0, 1, 2, or 3.

SOS

The SOS (Start of Scan) marker marks the beginning of compressed data for a
scan in a JPEG stream. Its structure is illustrated in Table 5.7. After the compo-
nent count comes a component descriptor for each component (shown in Table
5.8). Thisisfollowed by 3 bytes of data used only in progressive mode. The com-
pressed scan data immediately follows the marker.
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SOS Marker
Structure

Table 5.8
SOS Marker Scan
Descriptor

Field Size Description

1 byte Component count

2 component count bytes  Scan component descriptors (see Table 5.8)

1 byte Spectral selection start (0-63)

1 byte Spectral selection end (0-63)

1 byte Successive approximation (two 4-bit fields, each

with a value in the range 0-13)

SRR F R WY B TR 0 e SN s

Field Size Descriptio

1 byte Component identifier

1 byte The 4 high-order bits specify the DC Huffman table
and the 4 low-order bits specify the AC Huffman
table.

The component descriptors are ordered in the same sequence in which the
components are ordered within MCUs in the scan data. While not all of the com-
ponents from the SOF, marker must be present, their order in the SOS marker
and in the SOF, marker must match. The component identifier in the scan des-
criptor must match a component identifier value defined in the SOF, marker. The
AC and DC Huffman table identifiers must match those of Huffman tables
defined in a previous DHT marker.

The JPEG standard allows 1 to 4 components in a scan, but there are some
other restrictions on the number. JFIF limits an image to 3 components. In pro-
gressive scans there can be only 1 component if the spectral selection start is not
zero. The JPEG standard also places arather low arbitrary limit of 10 on the num-
ber of data units that can be in an MCU, which can limit the number of compo-
nents in a scan.

In a sequential scan, the spectral selection start must be zero, the spectral
selection end 63, and the successive approximation zero. In a progressive
scan, if the spectral selection start is zero the spectral selection end must also
be zero. Otherwise, the spectral selection end must be greater than or equal to
the spectral selection start. These values will be explained in more detail in
Chapter 10.

An SOS marker must occur after the SOF, marker in the file. It must be
preceded by DHT markers that define all of the Huffman tables used by the
scan and DQT markers that define all the quantization tables used by the scan
components.
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JFIF Format

Start of Image (SOI)

APPO JFIF Marker

Optional APPO JFIF
Extension Header

Tables

Start of Frame

Tables

Start of Scan 1

Scan 1 Data

Tables

Start of Scan 2

Scan 2 Data

Tables

Start of Scan n

L Scan 17 Data

End of Image (EOI)

Figure 5.1
Structure of a JFIF
File

For dl practical purposes a"JPEG file" means "a JPEG file in the JFIF format."
The JFIF standard defines the following:

A signature for identifying JPEG files

» Colorspace
» Pixe density for device independent display of an image
»  Thumbnails

» The relationship of pixels to sampling frequency

The general layout of a JFIF file is shown in Figure 5.1. Because all of the
JFIF-specific information is stored within APPO markers, JFIF files are com-
pletely compatible with the JPEG standard. JFIF requires that the SOI that starts
the file be immediately followed by an APPO marker in the format shown in
Table 5.9.

JFIF specifies that the YCbCr colorspace be used. The converson between
RGB andY CbCr specified by JFIF was shown in Chapter 1. Color images should
have al three components, and their component identifiers should be Y =I,
Cb=2, and Cr=3. Grayscale images should have only the Y component.

A JFIF file can be identified by reading the first 11 bytes and ensuring that
the first 4 bytes are FFig D81s FFig EO;s (SOl marker followed by APPg
marker). After skipping 2 bytes the next 5 bytes should be J, F, I, F followed by
0046. A file that starts with this pattern is unlikely to be anything other than a
JFIF file.

The JFIF APP, header may be followed by another APP, used to embed a
thumbnail in a format other than the RGB triple format defined by the header.
The format of the data following the length field for the optional APPO header is
shown in Table 5.10.

If the JFIF extension header has an ext ensi on_code of 10, the
ext ensi on_dat a field contains a JPEG encoded image. Colors are encoded
according to the JFIF standard, but the compressed data does not contain a JFI F
APPOheader. Theformatfortheext ensi on_dat awhentheext ensi on_code
is 11;6 is shown in Table 5.11; the format for 126 is shown in Table 5.12.

Your applications should avoid creating APP, markers other than those
required by the JFIF standard. There are fifteen other APP, markers available,
and this should be sufficient for any conceivable situation. When applications
create APP, markers, it should place the application name at the start of the data
area. This alows the marker's creator to be identified.
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Table 5.9 Field Name Size Description

JFIF APPO Header = : ,

Format Identifier 5bytes The zero-terminated string JFI F

Version major ID 1 byte The major ID of the file version. For the current
JFIF version (1.2) this value is 1.

Version minor ID 1 byte The minor ID of the file version. For the current
JFIF version (1.2) this value is 2.

Units 1 byte Units for the X and Y pixel densities. Zero means
that no densities are used. The next two fields
specify the aspect ratio. One means that the next
two fields specify pixels per inch. Two means that
they specify pixels per cm.

Xdensity 2 bytes Horizontal pixel density

Ydensity 2 bytes Vertical pixel density

Xt hurmbnai | 1 byte Width of the optional thumbnail image. This value
may be 0.

Yt hunbnai | 1 byte Height of the optional thumbnail image. This
value may be 0.

Thunmbnai | Variable  An optional thumbnail image. The size of this field
is 3 x Xthumbnail x Ythumbnail. The image is
stored with 3 bytes per pixel with the colors in
RGBorder.

Table 5.10 Field Name Size Description
JFIF Extension — ; :
Header Format Identifier 5bytes The zero terminated string JFXX
extension_code 1 byte Specifies the format of the ext ensi on_dat a field
below. 10, means that the thumbnail is encoded
using JPEG. 11,5 means that the thumbnail is
encoded with 1 byte per pixel, 12,5 means that
the thumbnail is encoded with 3 bytes per pixel.
extension_data Variable

Table 5.11
extension_data
Format for JFIF

Extension Type 116

Field Name Size

Description

Xt hurmbnai | 1 byte Thumbnail width

Yt hunbnai | 1 byte Thumbnail height

Palette 768 bytes Array of 3-byte RGB color values

Pixels Variable (Xt humbnai | x Indices into the palette for each
Yt humbnai I') pixel in the thumbnail
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Table 5.12
extension_data
Format for JFIF
Extension Type 124

Field Name Size Description

Xt hunbnai | 1 byte Thumbnail width

Yt humbnai | 1 byte Thumbnail height

RGB Variable (3 x Xt humbnai | RGB color values for each pixel in
x Yt humbnai |) the image

While most of the structures in the JFIF standard are devoted to
defining formats for thumbnail images, these are rarely used.

Conclusion

After reading this chapter you should understand the internal structure of a JPEG
file. Asyou go through the subsequent JPEG chapters, you will probably need to
refer to this one frequently. The original JPEG standard did not define a file for-
mat, but the unofficial JFIF format has become universally accepted as such. The
text of the JFIF standard and the text of the official SPIFF standard are included
on the accompanying CD. JPEG (1994) defines the rest of the JPEG format. The
remaining JPEG chapters in this book deal with the compressed data within SOS
markers.

The accompanying CD contains the source code for an application called
JPEGDUNP that analyzes the structure of a JPEG file. It outputs atext version of
the contents of a JPEG file's markers. It supports all JPEG markers to some
degree, even those not covered in this chapter, but it would be surprising if you
ever came across any of these markers in an actual JPEG file.

To runthis application enter j pegdunp somefil e. j pg at the command
prompt.

Figure 5.2 shows sample output from the JPEGDUMP program for a color
image. Thisisfairly typical of most JPEG images you will encounter. Notice that
the quantization and Huffman tables are defined in pairs and that the Y compo-
nent uses one of the tables in each pair and the Cb and Cr components share the
other. This assignment of tables is not specified by the standard but it is usua
practice.
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PR { Start O |rTage}

Figure 5.2 { APPO Mar ker
Sample JPECDUVP Length: 16
Output Version: 1.1

Density Unit: (pixels per inch)

X Density: 72
Y Density: 72
Thunbnai | Wdth: 0
Thunbnai | Height: 0

}
{ Define Quantization Table

Length: 132
Table Index: O
Table Precision: 0
Tabl e Val ues:
644454
56

6
5696 9

5
1

1

8 6681112 10 10

11 10 10 12 16
12 12 12 16 12
12 12 12 12 12
12 12 12 12 12
12 12 12 12 12

Table Index: 1

Table Precision: 0

Tabl e Val ues:
77 7 13 12 13
16 24 20 14 14
14 14 14 14 20
12 12 12 17 17
12 12 12 17 12
12 12 12 12 12
12 12 12 12 12
12 12 12 12 12

}
{ Sart O Frane

12
12
12
12
12

Type: Baseline (Huffnman)

Length: 17
Precision: 8

Hei ght: 383

W dt h: 262
Conmponent Count: 3
Component 1

12
12
12
12
12

Hori zontal Frequency: 2

Vertical Frequency:
Quantization Table:
Conponent 2

2
0

Horizontal Frequency:

Vertical Frequency:

Quantization Tabl e:
Component 3

1
1

Hori zontal Frequency:
Vertical Frequency: 1

Quantization Table:
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1

1

1

12
12
12
12
12

20
12
12
12
12
12
12
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Length: 418
Tabl e Index 0
Table dass: DC

Code Counts: 007 111

Code Val ues:
Tabl e Index 1
Table dass: DC

4 5 3 2

Code Counts: 022311

Code Val ues:
Tabl e Index 0
Tabl e dass: AC

10 2 3

Code Counts: 02 1332426734262

Code Val ues:

1 2 311

71 81 14 32

16
@
26

la f2

e5
77
a8

c9 d9

ea
Table Index 1
Table dass: AC
Code Qounts: 0 2
Code Values: 1
71
72
73
45
84
e5
67
98
(e°]
ea

{}Start O Scan
Length: 12
Scan Count: 3
Component 1D 1

AC Entropy Tabl e:
DC Entropy Tabl e:

Component ID 2

AC Entropy Tabl e:
DC Entropy Tabl e:

Component ID 3

AC Entropy Tabl e:
DC Entropy Tabl e:

62 f0O
35 44
83 9

f5 66
87 97
b8 c8

fa

24
27
a

e3 f3

76
a7
ds

e9 f9

2123

0 2
81 91
f1 33
d2 35
la 27
94 a4
f5 46
77 87
a8 b8
do e9
fa

o o

1
1

1
1

Spectral Selection Start:

Spectral Sel ection

End:

63

4 0

52112 31

91 al 7 15 bl 42

72 82
93 a3
18 19
c4 d4
86 96
b7 c7
e8 f8
2a 3a

554
3 4
al bl
34 43
44 83
74 55
c4 d4
66 76
a7 b7
d8 e8
2a 3a

0

Sucessi ve Appr oxi mation Hi gh: 0
Sucessi ve Approxi mation Low 0
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fl1 25 43 34
b3 36 17 54
84 94 45 46
ed f4 65 75
a6 b6 c6 d6
d7 e7 f7 38
29 39 49 59
4a 5a 6a 7a

564833
21 12 31 41

73
41
23
53
64
a4
85
e6
48
69
8a

6d
5

51

13

fO 14 cl dl el 23 42

82 16 92 53

25

17 54 93 8 9

37 f2 a3 b3
ed f4 65 75
86 96 a6 hb6
c7 d7 e7 f7
f8 39 49 59
4a 5a 6a 7a

c3
85
c6
38
69
8a

a2

a
28
95
dé
48
79
9a

63
18
29
ab
eb
58
89
aa

61
el
63
e2
55
c5

88
a9
ca

22
52
c2
26
e3
c5
47
78
a9
ca
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Chapter 6 G

JPEG Huffman Coding

In this chapter we continue our discussion of JPEG with an explanation of Huff-
man coding, one of the compression techniques used within JPEG. While the
chapter deals specificaly with its application to JPEG, Huffman coding is aso
used in the PNG image format.

Usage Freguencies

In English, certain letters are used much more frequently than others. Eand Tare
used with great frequency, while Xand Q are quite rare. Table 6.1 shows the nor-
malized frequency for each letter as it is used in the King James version of the
Bible. You can see that E, the most frequently used letter, occurs about 5 times
more often than U and M in the middle of the pack, and about 400 times more
often than Q, which brings up the rear.

Table 6.1 Frequency Letter Frequency Letter Frequency  Letter

Letter Frequencies

in the King James 01272 E 00489 D 00151 B

Bible 00981 T 00401 L 00133 p
0.0875 H 0.0258 F 0.0094 v
0.0852 A 0.0257 U 0.0069 K
0.0750 O 0.0247 M 0.0027 J
0.0695 N 0.0202 w 0.0009 VA
0.0598 I 0.0181 Y 0.0004 X
0.0587 S 0.0170 G 0.0003 Q
0.0525 R 0.0169 C

61
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Table 6.2
Morse Code

Morse Code Letter Morse Code Letter Morse Code Letter

E - D - B
- T - L - P

H - F - \"
-~ A - u - - K
E—— (0] - M - J
- N . " - Z

| —— Y - X

S - G R Q
- R - C

The frequency of letter usage was taken into account in the design of Morse
Code (Table 6.2), in which the more frequently used letters tend to have shorter
codes. Thus, E and T, have 1-character codes while the least frequently used let-
ters have 4-character codes.

In the computer world, character sets for Western alphabets are almost
aways represented using fixed-length encoding methods, such as ASCII or
EBCDIC, that do not take usage into account. Each character takes up a fixed
number of bits no matter how frequently it is used. For the fastest execution
speed, thisis very efficient. However, in applications such as image compression,
where data size is the most important consideration, variable-length codes make
alot of sense.

The best known scheme for generating variable-length codes for symbols
based upon usage is called Huffman coding, invented by D. A. Huffman in 1952.
The procedure for creating Huff man codes for a set of values based on their fre-
guency of usage is quite simple. It involves creating abinary tree containing the
symbols from the bottom up, with the least frequently used symbols being far-
thest from the root. First, we create a pool that contains either values or tree
nodes. Initially this pool contains all the values and no nodes. The following pro-
cedure is repeated until the pool contains one tree node and no more symbols.

1. Locate the two values or tree nodes with the lowest frequencies and remove
them from the pool. If more than one item has the lowest frequency, the tie
can be broken using an arbitrary choice.

2. Create a new tree node and make the items in the previous step its two
branches.

3. Make the frequency of the new tree node the sum of the frequencies of the
children.

4. Add the new node to the pool.

'Choices made to bresk ties affect only the codes generated for the values. They do not affect
compression.
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After al of the values have been joined into a single tree, we assign the
value 0 to one branch of each tree node and the value 1 to the other. The Huff-
man code for each value is found by following the path from the root of the tree
to the value appending the code of each branch in the path. Keep in mind that
with Huffman codes we are working with bit strings. A Huffman code consists
of a variable number of bits—in other words, it is a variable-length string that
can consist of Osor 1s. The set of values and their associated codes are known
as a Huffman table.

Huffman Coding

Table 6.3
Frequencies for
Symbols in the
Palindrome

Example

We will use the following palindrome as an example of how Huffman coding
works. It consists of eight different characters with the frequencies shown in
Table 6.3.

A MAN A PLAN A CANAL PANAMA.

In Table 6.3 the symbols C and the period are the least frequently used. To
begin the Huffman coding process we use these two symbols to create a tree
node. Assign a frequency value for the node using the sum of all the leaves

below it.
<space>
6 2

C
1

nZ
T

1
Among the remaining items in the pool, four are tied at the lowest frequency

of 2. We take P and the tree node andj oin them together to create anew tree node
with a combined frequency of 4.

A L MN <space>
10224 6 4

C
1 1
Value Frequency Value Frequency
A 10 N 4
C 1 P 2
L 2 SPACE 6
M 2 . (period) 1
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L and M now have the lowest frequency. Since al of the existing branches
in the tree have greater frequencies, we have to start a new tree node using these
letters.

A N <space>
10 4 4 6 4
L M P
2 2 2 2
C

1 1

Now we have the two tree nodes and N tied with the lowest frequency. We
choose tojoin Nto the tree.

A <space>
10 4 6 8
L M N
2 4 ‘
P
: [

2
C 1
1 1

The space character and the L-M tree have the lowest frequency, so we

join them.
A } f
10‘ 10 ’ 8
'space> N
6 4 4 r
L M P
2 2 2
C 1
1 1

There are now two tree nodes and the letter A remaining. We arbitrarily
choose to join the two trees.

A I

10 18
10 8

<space> N

6 | 4| 4|
L M P
2 2 2

C 1

1 1

Finally we add the letter A to complete the tree and then mark each left
branch with 0 and each right branch with 1.
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| s ]
Table 6.4

Huffman Codes for
Symbols in the
Palindrome

]
28
A Q2 1
10 0 1 18 0 1
’ 10 r 8
<space> N
6 (4] 1 4 0 1
I
RE
; "24 2 0 1
C i
1 1

We create the Huffman code for each symbol by appending the O or 1 code
on the path from the root to the value. Table 6.4 shows the Huffman codes gen-
erated for each value. Using the Huffman coding shown in Table 6.2 the palin-
drome can be encoded using 74 bits, whereas if we were to use fixed-length
codes, it would require 3 bits to represent each character and 84 (3 x 28) to rep-
resent the entire string. While the compression in this example is a modest 12%,
keep in mind that we have afairly short text and there is not alarge variation in
frequencies among the symbols. You cannot have frequency variations on the
order of 300:1 in a 28-character text string.

Notice in Table 6.4 that no code is a prefix to any other code. For example,
the code for Nis 110, and no other code in the table starts with the bit-string 110.
The same is true for al the other codes. This is an important property because
without it, it would be impossible to decode a Huff man-encoded string.

Value Huffman Code Length Frequency BitUsage
A 0 1 10 10
C 11110 5 1 5
L 1010 4 2 8
M 1011 4 2 8
N 110 3 4 12
P 1110 4 2 8
Space 100 3 6 18
. (period) mn 5 1 5
Total 74

Huffman Coding Using Code Lengths

While a tree structure makes it easy to understand how Huffman coding works,
this is not the simplest way to generate Huffman codes. Another method is to
generate the code length for each symbol and from these generate the Huffman
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codes. In this method we have symbols with an associated code length and lists
of values with an associated frequency. Initially we assign each value a code
length of O and place each value in a separate list whose frequency is assigned
the frequency of its value. For the palindrome this gives us a structure like

A 0|10
co

. ~
[ [

1
2
2
4
2
6
1

To generate the code lengths, join the two lists with the lowest frequencies.
When we join two lists, the frequency of the new list is the sum of the frequen-
cies of the two old ones. Each time wejoin a list we increment the frequency of
each symbol in the list by one. We repeat the process until we have one list of
codes. In case of ties for the lowest frequency we aways select the list that is
nearest the end.

The lists with the period and the C have the lowest frequencies, so wejoin
them and increment the code length for the two symbols.

(A 0] 10

L@

[alllit =
e [~
o NN

This leaves four lists tied with 4 as the lowest frequency. We select the two
lists closest to the bottom andjoin them, giving:

A0]10
Lol 2
[Mo] 2
[Neo] 4
[Le] 6
[Pillczl 2] 4

Repeating the process results in the following steps.
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Table 6.5

Palindrome Symbols
Sorted by Code
Length

(v 1)[p 2][c 3] 3] 8]

(A 0]10
i dmae]
vVajlP2]c 3] 3] 8
[Ae]10

(23] 3N 2] 31[c 2][- 4] 18]
e 3IC M a]W3](P al[c 5[ 5] 28]

If we sort the symbols by code length, we get the code lengths shown in
Table 6.5. We can generate Huffman codes from the sorted list by using
Algorithm 6.1 (page 70). The input to this function is an array of Huffman code
lengths, such asthe one in Table 6.5 and the number of elements in the array. The
output is an array of Huffman codes generated for the code lengths. Figure 6.1
shows the process of generating the Huffman codes from the sorted list of
Huffman code lengths shown in Table 6.5.

You can see that the Huffman codes in Figure 6.1 are not identical to the
codes in Table 6.4, but this does not matter. It takes the same number of bits to
encode the palindrome using either Huffman table. The differences in the code
values are a result of arbitrary choices made during the encoding processes.

The number of Huffman values will be larger than the length of the longest
code. The code lengths can be represented in a more compact manner if, instead

Symbol Code Length
1
Space 3
N 3
L 4
M 4
P 4
C 5
(period) 5
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A Code Length

N Code Length

Code Length
L Code Length
m Code Length
p Code Length
c Code Length

Code Length

A Code Length
N Code Length

Code Length
L Code Length
M Code Length
P Code Length
C Code Length

Code Length

Code Length =
Code Length =
Code Length =
Code Length =

U AEROWRE

A
N
L
M Code Length
P Code Length
C Code Length
Code Length

A Code Length =
N Code Length =

Code Length =
L Code Length =

M Code Length
P Code Length
c Code Length

Code Length

A Code Length =
N Code Length =
Code Length =

L Code Length =
M Code Length =

P Code Length
C Code Length
Code Length

A Code Length
N Code Length
Code Length
L Code Length
M Code Length

P Code Length
c Code Length
Code Length

Figure 6.1
Generation of
Huffman Codes
from Code Lengths
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Code Length Counter = 4,
Huffman Code Counter = 1100

Code Length Counter = 4,
Huffman Code Counter = 1101

Code Length Counter = 4,
Huffman Code Counter = 1110

Code Length Counter = 4,
Huffman Code Counter = 1111

Code Length Counter =5,
Huffman Code Counter = 11110

Code Length Counter = 5,
Huffman Code Counter = 11111

Code Length Counter = 5,
Huffman Code Counter = 100000

www.vsofts.net

A Code Length = 1| Huffman Code = 0
N Code Length = 3 |Hiuffman Code = 100
Code Length = 3 | Huffman Code = 101
L Code Length = 4
M Code Length = 4
P Code Length = 4
C Code Length =5
Code Length = 5
A Code Length = 1| Hiffman Code = O
N Code Length = 3| Hiffman Code = 100
Code Length = 3 | Hiffman Code = 101
L Code Length = 4 |Huffman Code = 1100
M Code Length = 4
P Code Length = 4
C Code Length = 5
Code Length = 5
A Code Length = 1| Hiffman Code = 0
N Code Length = 3| Huff man Code = 100
Code Length = 3 | Hiffman Code = 101
L Code Length = 4| Huffman Code = 1100
M Code Length = 4 |Hiffman Code = 1101
P Code Length = 4
C Code Length = 5
Code Length = 5
A Code Length = 1| Huffman Code = 0
N Code Length = 3 |Huffman Code = 100
Code Length = 3 |Huffman Code = 101
L Code Length = 4 |Hiffman Code = 1100
M Code Length = 4 | Huffman Code = 1101
P Code Length = 4 | Hiffran Code = 1110
c Code Length = 5
Code Length = 5
A Code Length = 1| Huffman Code = 0
N Code Length = 3 | Hiffnan Code = 100
Code Length = 3 | Huffman Code = 101
L Code Length = 4 | Hiffman Code = 1100
M Code Length = 4 | Huffman Code = 1101
P Code Length = 4 | Hiffman Code = 1110
C Code Length =5
Code Length =5
A Code Length = 1| Huffman Code = 0
N Code Length = 3 |Huffman Code = 100
Code Length = 3| Huffman Code = 101
L Code Length = 4| Huffman Code = 1100
M Code Length = 4 | Hiffman Code = 1101
P Code Length = 4| Huffman Code = 1110
C Code Length = 5 | Hiffman Code = 11110
Index|—> Code Length =5
A Code Length = 1 |Hiffrman Code = 0
N Code Length = 3 |Huffman Code = 100
Code Length = 3 |Hiffman Code = 101
L Code Length = 4 |Huffman Code = 1100
M Code Length = 4 |Hiffman Code = 1101
P Code Length = 4 | Huiffman Code = 1110
C Code Length = 5 |Hiffman Code = 11110
Code Length = 5 |Huffman Code = 11111
oldroad
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of maintaining a code length for each value, we maintain the count of codes for
each code length. It is easy to convert alist of Huffman code lengths to a list con-
taining the count of codes of a given length, as shown in Algorithm 6.2.

The codes generated in Figure 6.1 create the code length counts shown in
Table 6.6.

Procedure Generat eHuf f manCodes ( NUMBEROFCCDES,

Algorithm 6.1 CODELENGTHS][ 0. . NUVBEROFCODES- 1],
Generation of CODES [0..255])

Huffman Codes Begin

from Code Lengths HUFEMANCODECOUNTER = 0

CODELENGTHCOUNTER = 1
For INDEX = 0 TO NUMBEROFCODES - 1 Do
Begin
[f CODELENGTHS [INDEX = CODELENCTHCOUNTER Then
Begin
QODES [INDE{] = HUFFMANCODECOUNTER
HUFFMANCODECOUNTER = HUFFMANCODECOUNTER + 1
End
El se
Begin
HUFFMANCODECOUNTER = HUFFMANCODECOUNTER  Left Shift 1
CODELENGTHCOUNTER = CODELENGTHCOUNTER + 1
End
End
End

Procedure LengthsToCounts (CODELENGTHS [1..CQCDECOUNT],

Algorithm 6.2 CODECQUNT,
Converting Code LENGTHCOUNTS [1..16])
Lengths to Length Begin
Counts For INDEX = 1 TO CODECOUNT Do
Begin

LENGTHCOUNTS [ OCDELENGTHS [ I NDEX]]
= LENGTHOOUNTS [ CODELENGTHS [INDEX|] + 1

End
End

Table 6.6 Code Length Count
Count of Code
Lengths for 1 L
Palindrome Symbols § g

4 3

5 2
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e
Algorithm 6.3
Converting Length
Counts to Code
Lengths

Converting backwards, from the code length counts to a list of code lengths,
isjust as easy, as shown in Algorithm 6.3.

In Chapter 5 we looked at how Huffman tables are stored in a JPEG file.
Each table in aDHT marker is stored with a 16-byte list of code counts followed
by avariable-length list of Huffman values sorted by increasing Huffman codes.
We can convert the information in the DHT marker to a Huffman code and code
length using Algorithms 6.1 and 6.3.

Procedure CountsTolLengths (LENGTHOOUNTS [1..NMAXI MM.ENGTH,
MAXI MUMLENGTH,
CODELENGTHS [0..255])

Begin
INDEX = 1
For Il = 1 To MAXI MUM.ENGTH Do
Begin
For JJ = 1 To LENGTHOOUNTS [II] Do
Begin
CODELENGTHS [INDEX] = Il
INDEX = INDEX + 1
End
End
End

Huffman Coding in JPEG

In the JPEG modes we will be using in this book, the possible Huffman values
are the integers 0 to 255. We have seen that, depending upon how the Huffman
coding algorithmisapplied, different codes can be generated from the same sym-
bol values and frequency data. The JPEG standard does not specify exactly how
Huffman codes are generated. The Huff man codesfor valuesin JPEG filesdo not
have to be optimal. In fact, as we shall see in a moment, there are times when
they cannot be. It is possible to define the Huffman tables so that the least fre-
guently used values have the shortest code. The result would be terrible com-
pression, but itisnot illegal.

The JPEG standard puts two restrictions on Huffman codes. A Huffman-
encoded bit-string consisting of all 1-bits must be a prefix to alonger code. This
means that no Huffman code can consist of all 1-bits. In Table 6.4 and Figure
6.1 you can see that the only code consisting of all 1-bits is the one generated
for the period. If we got rid of the period, the problem with all 1-bit codes would
go away.

Using Algorithm 6.1, the only code that will consist of all 1-bits is the one
for the last value when the values are sorted by code length. If we insert adummy
value with ausage frequency of 1 at the start of Huff man coding and sort the val-
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ues so that the dummy value winds up at the end of the list, the dummy value will
be the only one assigned a code consisting of al 1-bits. At the end of the coding
process we simply discard the dummy code. In the palindrome example, our
dummy code is the period.

Limiting Code Lengths

Figure 6.2

Shifting Tree Nodes
to Reduce Code
Length

Limiting code lengthsto 16 bitsisalittle more difficult, even though in practice
the Huffman code generation process does not often result in codes longer than
that. On those rare occasions when the Huffman algorithm generates longer
codes you must use aless than optimal coding.

The longest Huffman code length we generated for the palindrome was 5,
but suppose we wanted to limit the maximum code length to 4. We could easily
accomplish this by shifting nodes in the tree. Figure 6.2 is arepresentation of the
tree generated for the results in Figure 6.1, showing how nodes could be moved
to reduce the maximum code length to 4.

It is much simpler to do the transform shown in Figure 6.2 on an array of
length counts than on an actual tree structure. The basic method is to find a sym-
bol with a code length of at least 2 less than the code you want to reduce. You
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Algorithm 6.4
Limiting Code
Lengths to 16 Bits

Procedure LimtTol6Bits (LENGTHOONTS [1..32])

Begin
For Il = 32 DownTo 17
Begi n
Wil e LENGTHCOUNTS [II] <> 0 Do
Begin
JJ=11 -2
Whi | e LENGTHCOUNTS [JJ] = 0 Do
J=3 -1
/1 Replace a tree node with a val ue.
LENGTHCOUNTS [1I] = LENGTHOOUNTS [I1] - 2
LENGTHCOUNTS [l - 1] = LENGTHCOUNTS [11-1] + 1
/1 Replace a value with a tree node.
LENGTHCOUNTS [JJ + 1] = LENGTHCOUNTS [JJ + 1] + 2
LENGTHOONTS [JJ] = LENGTHOONTS [JJ] - 1
End
End
End

replace the symbol with abranch and then shift all the longer codes across. The
complete process is shown in Algorithm 6.4.

Decoding Huffman Codes

When we read a JPEG image file we get a et of counts for each Huffman code
and alist of symbol values sorted by Huffman code. From this information we
need to set up tables for converting the Huffman codes in the input stream to the
correct symbol. Since Huffman codes vary in length, we have to read them one
bit at a time. Our first problem is how to tell when we have read a complete
Huffmancode.

The obvious method for decoding Huff man values isto create abinary tree
containing the values arranged according to their codes. Start at the root of the
tree and, using the value of bits read from the input stream to determine the path,
search for the values in the tree.

A simpler method to implement isto usethe list of val ues sorted by Huff man
code in conjunction with an array of data structures with one element per
Huffman code length. Each structure contains the minimum and maximum
Huffman code for a given length and the index of the first value with a Huffman
code of that length in the sorted value array. Figure 6.3 shows how these struc-
tures would look for the Huffman table in Figure 6.1.

Algorithm 6.5 shows how to decode Huffman-encoded values using this data
structure. This algorithm relies on the Huffman codes for a given length being
consecutive.
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Sorted Values
A

N
<space>

Figure 6.3
Huffman Decoding
Data

O NSO WD
O™

Length Minimum Code  Maximum Code  First Value
0 0 1

100 101 2
1100 1110
11110 11111 7

O~ WN R
N

s . GLOBAL VALUES [256]
Algorithm 6.5 GLOBAL M NCCDE [1..16]
Decoding Huffman GLOBAL MAXCCDE [1.16]
Values GLOBAL FI RSTDATA [1.16]
FUNCTI ON Huf f manDecode
Begin
CDE = 0
CODELENGTH = 1
Whi | e CODELENGTH <= 16 Do
Begin
ODE = CODE LeftShift 1
ODE = CODE O NextBitFrom nput ()
CODELENGTH = CODELENGTH + 1
If OCDE <= MAXCODE [OCDELENGTH Then
Begin
INDEX = FIRSTCODE [OCDELENGTH + OCDE - M NOCDE [ OCDELENGTH|
Return VALUES [INDXEX
End
End
[l Error If W Get Here
End

Using the Huffman codes in Figure 6.3, suppose the next bits in the input
stream are 110100. During the next passes through the loop, the code value and
maximum code lengths will be:

Length  Code Maximum

1 1 0

2 11

3 110 101
4 1101 1110
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After we have read 4 bits the code value is less than or equal to the maxi-
mum value for length 4. This means we have read in the entire Huffman code.
Since the minimum code value of length 4 is 1100,, 1101, is the second Huff-
man code of length 4 (1101, - 1100, = 1). The first value with a Huffman code
of length 4 is the fourth value in the value array, so the value we are looking for
is the fifth, which is M. If you look back at Figure 6.1 you can see that this is
correct.

Conclusion

In this chapter we introduced Huffman coding and covered it'simplementation in
JPEG compression. Huffman coding is also used in PNG compression, and the
basic method is the same in both formats. In Chapter 14 we will cover the spe-
cific requirements for implementing Huffman coding in PNG. Nelson (1992) has
amoregenera description of Huffman coding. Huffman (1952) containsitsorig-
inal description. The JPEG standard JPEG (1994) is the source for the JPEG-spe-
cific requirements of Huffman coding.

The source code for this chapter on the accompanying CD-ROM contains
classes for JPEG Huffman encoding (JpegHuf f manEncoder and
JpegHuf f manDecoder ). Thereisalsoanapplicationcalled HUFFCOMPforcom-
pressing afile using Huffman coding, in which the command

HUFFCOMP  SCURCE- FI LE COMPRESSED- FI LE

creates a compressed output file. This application reduces the size of the King
James Bible by about 44 percent.

The CD contains a corresponding application for expanding files, in which
the command

HUFFDECO COMPRESSED- FI LE DESTI NATI ON-FI LE

expands a file compressed with HUFFCOMP to its original state.
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The Discrete
Cosine Transform

The Discrete Cosine Transform (DCT) is the heart of JPEG compression. This
chapter describes the forward and inverse DCTs as they are used in JPEG and
how to perform them using matrix operations.

A transform is an operation that maps members of one set to members of
another set.* A simple example isthe mapping of |ettersto integers using ASCI |
codes; a more complicated one is the rotation of geometric figures around the
Z-axis.

The input to the DCT is a set of numeric values and the output is a set of the
same size. The DCT is an invertible transform, which means that its output coef-
ficients can be used to recreate the original input values. The reverse of the DCT
is caled the Inverse Discrete Cosine Transform (IDCT). The DCT is often
referred to as the Forward DCT (FDCT).

The DCT transforms the set of input values into a set of coefficients to
cosine functions with increasing frequencies. Each of the original values is trans-
formed into the sum of cosines. In thisthe DCT is closely related to the Fourier
transform.

The DCT is commonly used to process data organized in either one or two
dimensions. The number of input values is usualy a power of two. In JPEG the
DCT and IDCT are always in two dimensions on data arranged in 8 x 8 blocks. To
show how the DCT and IDCT work we will first look at the 1-dimensional case.

"In mathematics a transform or mapping is indistinguishable from a function. In the computer world we
generally think of a function as an operation that returns a single numeric value.

77
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DCT in One Dimension

The 1-dimensional DCT of an array V of N numbers into an array T of N num-
bers is defined as

it R N-1 :
Equation 7.1 711 = (i) 3 Vln] cos 247
Thell-D Discrete where
Cosine Transform T I3

c(0) = \/ﬁ, ck) = Vi k=0

The 1-dimensional 1DCT is used to reverse the process. It is defined as

R R ) N-1 (21. + l)nﬂ'

Equation7.2 Vii] = Zc‘(n)T[n] cos =T

The 1-D Inverse 0

?;Zﬁ;?é?mcosme The following code examples show the definitions of the DCT and IDCT

converted into a form more familiar to programmers.
void DCT (unsigned int NN, double input [], double output [])

{
double cc = L0 / sgrt (NN ;
for (unsigned int ii =0 ; ii <NN; ++ii)
{
output [ii] =0 ;
for (unsigned int jj =0 ; jj < NN; + jj)

{
output[ii] += cc * (input [jj])
* cos ((2*jj+D)*ii * MPI/2.0/NN) ;

}
cc=sqrt (20NN ;

return ;

}

void IDCT (unsigned int NN, double input [], double output [])
for (unsigned int ii =0 ; ii <NN; ++ii)
{

double cc = 1/ sqrt (NN
output [ii] =00 ;
for (unsigned int jj =0 ; jj <NN; +jj)

output [ii] += cc * input [jj]

* cos((2¢11+1)*j ] *MPI/ 2.0/ NN) :
cc =sqart (20/NN ;
}

return ;

}
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[ oot e e S ]
Figure 7.1

The Cosine

Function

The value of the function

y = cos (x1)

is shown in Figure 7.1. The cosine function is cyclic so that as x increases the
function values start over each time x reaches a multiple of 2. We can change
the frequency with which the cosine function repeats itself by including a con-
stant value n in the function.

y=cos(xnY)

The larger the value of n, the more often the cosine function repeats. Thus, it
repeats twice as often when n is 2 than when n is 1.

By multiplying the cosine function by another value, the amplitude of the
cosine wave can be adjusted. Since the value of the function ranges from -1 to 1,
in the function

y=A cos (xn)

the constant value A is the amplitude of the cosine wave.
If you substitute

2i+1
2N

and
A=c(n)T[n]

intothe IDCT functionin Equation 7.2, you can clearly seethat the 1DCT issum-
ming cosine functions of increasing frequency where the DCT coefficient is the
amplitude of each cosine function in the summation. Figure 7.2 shows a con-
trived group of eight input values and the resulting DCT coefficients. This is fol-
lowed by the IDCT calculation for n = 1.

In the JPEG modes we will be using in this book, sample values are repre-
sented using 8-bits so they can range from 0 to 255. JPEG requires that 128 be
subtracted from each input value to bring it into the range -128 to 127 before per-

ANVANE S ANS

L
—4x —3n 21 -
-0.5

-1.0%
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ARSI R

Figure 7.2 n 0 1 2 3
Sample Values, Input 128 8 40 0
Their 1-D DCT DCT 1810 0.0 1366 0.0

Coefficients, and
the IDCT forn = 1

Table 7.1

DCT Values
Calculated from a
Set of Samples in
| RENE. JPG

181.0y/% cos (0) + 0.0y2 cos (37) + 13662 cos (2) + 0.02 cos (%7)

n 4 5 6 7
Input 0 40 88 128
DCT 00 00 46 00

+ 0.0\s’g cos (112:) + ().O\ﬁg cos (%“) + 4.6V’:2; cos (1:4:) + 0.0 \‘JE cos (37)

=640+00+26.1+00+00-21+00
=880

forming the DCT calculation. This has the effect of reducing the magnitude of
the first DCT coefficient, but it does not affect the value of any of the others.
After performing the IDCT we haveto add 128 to bring the results back into the
correct range.

Ifthe DCT and IDCT are performed in sequence using infinite precision, the
result will always be exactly the same as the input. Unfortunately, computers do
not work with infinite precision. In addition, during JPEG compression all DCT
values are rounded to integers, which means that the DCT process used in JPEG
introduces a rounding error when we compress and then decompress an image.
The error is small, but exists nonetheless.

Table 7.1 contains a set of eight sample values extracted from a row at the
middle of the image | RENE. JPG (Figure 7.3) and the DCT coefficients calcu-
lated from them. We can use the DCT coefficients to recreate the original sam-
ple values (with rounding errors), but they take up no less space than those val-
ues. Why then use the DCT in image compression at all?

The clue to the value of the DCT can be seen in the decreasing magnitude of
the coefficient values in Table 7.1. The magnitudes of the coefficients for the
lower values of n are much smaller than those for the higher values.

Graphing the IDCT should make the purpose of the DCT in JPEG much
clearer. Figure 7.4 on pages 82 and 83 shows eight graphs of the data from
Table 7.1 plotted with the IDCT value calculated using 1 to 8 DCT coefficients.

Input 190 184 186 182 167 123 63 38
n 0 1 2 3 4 5 6 7

DCT coefficients 38.5 14381 -67.76 -16.33 742 473 549 0.05
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Figure 7.3
| RENE. JPG

In the first graph only the first DCT coefficient is used. In the second, the first
two coefficients are used, and in the last all eight are used.

Notice that in the first graph in Figure 7.4 the IDCT function is a horizontal
line while in all the other graphs it is a curve. The first DCT coefficient is known
as the DC coefficient; all the others are called AC coefficients. (The names come
from electrical engineering. DC current has a constant voltage while AC voltage
varies according to asinusoidal curve.) In JPEG compression, DC and AC coef-
ficients are encoded differently. In Chapter 5 you saw references to DC and AC
Huffman tables in the DQT and SOS markers. This is where the DC and AC
come from.

Asyou move from the first graph to the last, the IDCT function gets closer
and closer to the original data. In the first graph the IDCT passes through the
middle of the general area containing the data points, hitting none of them. In the
last graph the IDCT function goes right through the middle of all the data points.
The interesting thing here is that on the third graph the IDCT is pretty close to
all of the data points. From the fourth graph onward, the subsequent improvement
is almost imperceptible.

This is the key to JPEG compression. Since the higher-order DCT coeffi-
cients tend to contribute less information to the image, they can be discarded
while still producing a very close approximation to the original. Using the data
in Table 7.1 we could get rid of halfthe DCT data and still achieve a good result.

Does this work all the time? For any data set, can we throw away high-order
coefficients and retain a close approximation of the original data? If only things
were that easy.
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Figure 7.4 250};
IDCT Values for the 200 0 o 5
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Table 7.2 on page 84 shows a st of input values and the DCT values calcu-
lated from them. Figure 7.5 on page 84 shows these values plotted against the
IDCT function using seven and eight DCT coefficients. You can seethat if we use
this input data we cannot throw out any DCT coefficients and get a good result.

Is the data in Table 7.1 or Table 7.2 more typical in rea images? That
depends upon the image. In a photographic image sharp changes in data, as in
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Table 7.2, are not normal. In a drawing sharp changes like this can occur fre-
quently. This is one of the reasons that JPEG compresses photographs better than
drawings. With drawings the tradeoff between compression and image quality is

a greater concern, so you are generally better off using another image format,
such as PNG.
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84 The Discrete Cosine Transform

Table 7.2 Input 0 0 255 255 255 0 0 0

DCT Values

Calculated from an " o 0 1 2 3 4 5 6 !
DCT coefficients -91.57 7084 -3844 -1251 90.1 2487 2021  106.0

Arbitrary Data Set

AR I R
Figure 7.5

Data from Table 7.2
Plotted against the
IDCT Function
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DCT in Two Dimensions

Equation 7.3
2-Dimensional DCT

Equation 7.4
2-Dimensional IDCT

Not surprisingly, it turns out that you can get better compression using the DCT
if you take into account the horizontal and vertical correlation between pixels
simultaneously. In Chapter 4 we described how JPEG breaks imagesto 8 8
square blocks called data units. The first step in compressing a data unit is to per-
form a 2-dimensiona DCT, which for a square matrix of size N is defined as

N TN T

Tl j] = c(i, /)2 EV[y x] cos

where

ci, j) =

clij) = %, iand j=0
1
N

yior j=0

The 2-dimensiona IDCT is

N | N1

Vivx] =

2 EC(!])T[I/]COS

2+1
2y )mco

(2‘ -+ ])Lﬂ’

2x + )j7
s 2N

Q2x+ )jm
S oW

In JPEG compression the value for N is always
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Equation 7.5
2-Dimensional DCT

Equation 7.6
2-Dimensional 1DCT

Equation 7.7
The Discrete Cosine
Transform Matrix

M= | Lcos 2o Leos 2o L cos B Lcos L Lcos o Lcos B leos Do Lcos £
3 €Oos m'?T 3 Cos lb7T 5 cos 1677 5 €Oo8 w7 2 COS I(‘7T 3 CcOsS ”‘77 ZCOS T Ccos o

Teos A cos 2o ! cos D Lcos B Lcos Pm Lcos B leos S L cos @

3 Cos m’ﬂ' 2 Ccos e 3 COos 1677 3 CcOS |()7T 3 cos I(‘7T 2 Ccos 1(‘77 2(,05 M’]T 3 cos 6

A more convenient method for expressing the 2-dimensional DCT is with
matrix products. The forward DCT is

T= MW’
and the inverse DCT is
V= MTM
where Vis an 8 x 8 data unit matrix and M is the matrix shown in Equation 7.7.
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Basic Matrix Operations

For those of you who are unfamiliar with matrices we provide a brief introduc-
tion. For more information you should find an introductory textbook on linear
algebra. A matrix is simply an array of numbers. Generally, when we refer to a
matrix we mean a two-dimensional array. In giving the dimensions of a matrix,
the number of rows is traditionally specified first. An N x M matrix is a matrix
with N rows and M columns. Elements within a matrix are specified using sub-
scripts. Thus, Ay refers to the element in row N and column M in matrix A.

A one-dimensional array of numbers is known as a vector, on which a fre-
quently used operation is the dot product. The dot product operation takes two
vectors with the same dimension as input and produces a number. To generate the
dot product from two vectors you multiply the corresponding entries in the two
vectors together and add all the products. This is an example of taking the dot
product of two vectors A and B:
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1

[2 2 4]
31 2]
=2x3+2x1+4x2=16

SRS N
Il

A -

Matrices can be multiplied only when they are compatible. Two matrices are
compatible if the number of columns in the first matrix is equal to the number of
rows in the second. All of the matrices we will be dealing with are square with
the dimensions 8 x 8, so compatibility is not an issue. Matrix multiplication is
performed by separating each matrix into a set of vectors. Each row in the first
matrix forms a vector; each column in the second does also. To create the ele-
ment in the Nth row and Mth column of the destination matrix we take the dot
product of the vectors in the Nth row of first matrix and the Mth column of the
second matrix. This is an example of multiplying the 2 x 2 matrices A and B:

| 4
A= [2 73}

-1 -2
B = [ 0 3]

[l 4]-[-1 0] [t 4]-[-2 3] 110
A5 = [[2 3]-[=1 0] [2-3]-[-2 3]] - [72 13]

Matrix multiplication is not commutative. If A and B are matrices, we can-
not say that AB = BA.

[-v-2]-01 2] [-1 =2]-[4 3] -5 2

B = [[ 0 3]-[12] [0 3]-[4 3]} - [ 6 4’]

Matrix multiplication is associative. If A, B, and C are matrices, then
(AB)C = A(BC)

The matrix transpose operation is denoted by A'. If B = A", then for every
element in B, Byy = Aun s in the following example.

123
4—-14560
789

147
A=1258
369

A matrix is multiplied by a number by multiplying each clement in the
matrix by the number.

N

10 30
10 x4 = [20 40}
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Using the 2-D Forward DCT 87

That is all the linear algebra we need to get through the rest of the chapter.
However, before we move on | would like to point out an interesting property
of the DCT matrix M shown previously. M is what is known as an orthogonal
matrix. If you take the dot product of any row or column with itself the result
is 1. If you take the dot product of any row with any other row or any column
and any other column the result is 0. If you multiply M by its transpose you get

cCoOCcoooOoo —
cCoocoooO—~O
coCcoo—oO
cCoOoOoOoO—OoOOoOO
SO~ OO
OO OoOoOoOCO
SO oo Oo O
—OoOOoooOoOCoo

Any square matrix with values of 1 on the diagonal running from the upper
left to the bottom right and values of O everywhere else is known as an identity
matrix. Multiplying any matrix A by the identity matrix resultsin A.

Using the 2-D Forward DCT

. |
Figure 7.6

Sample Data Unit
froml RENE. JPG
and Its DCT
Coefficients

Now wereturntotheimagel RENE. J PGto show what happensto animage using
the 2-dimensional DCT. Figure 7.6 containsan 8 8 block of Y component sam-
ples from the area around Irene's eye and the 2-dimensional DCT coefficients
generated from them.

In the figure the larger coefficient values are concentrated in the upper left
corner. The trend is that the farther you get from the DC coefficient in the upper
left corner, the smaller the values become. The DC coefficient is nearly three
times as large as any of the AC coefficients.

YComponentSamples 58 45 29 27 24 19 17 20
from| RENE. BMP 62 52 42 41 38 30 22 18

59 78 49 32 28 31 31 31
98 138 116 78 39 24 25 27
115 160 143 97 48 27 24 21
9 137 127 8 42 25 24 20
74 95 82 67 40 25 25 19

DCT Coefficients -603 203 11 45 -30 -14 -14 -7
108 -93 10 49 27 6 8 2

-42 -20 -6 16 17 9 3 3

56 69 7 -25 -10 5 -2 2

.33 -21 17 8 3 4 -5 -3

16 -14 8 2 -4 -2 1 1

0O -5 -6 -1 2 3 1 1

8 5 -6 -9 0 3 3 2
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Quantization

Figure 7.7

Sample
Quantization Tables
from the JPEG
Standard

We saw with the 1-dimensional DCT that you do not aways need to use al the
of the DCT coefficients with the Inverse DCT to reconstruct a close approxima-
tion of the original data We also saw that there are situations when we need to
use mogt, if not al, of the coefficients to reproduce something that is close. The
same is true with the 2-dimensional DCT. After calculating the DCT, the next
step is to find and discard the coefficients that contribute the least to the image.
The JPEG standard defines a simple mechanism for doing this known as
guantization, which is a fancy name for divison. To quantize the DCT coeffi-
cients we simply divide them by another value and round to the nearest integer.

Coefficient
Quantized Vulue = Round ( ocfficien )

Quantum Value
To reverse the process multiply
Coefficient = Quantized Value x Quantum value

Choosing a quantum value as small as 20 would convert over half the coef-
ficients in Figure 7.6 to zeros.

JPEG uses a 64-element array called a quantization table to define quantum
values for an image. Quantization tables are defined in the DQT marker
described in Chapter 5. It is possible to use multiple quantization tables so that
not all components need be quantized using the same values. Each value in a
guantization table is used to quantize the corresponding DCT coefficient.

The JPEG standard does not specify the quantization values to be used. This
is left up to the application. However, it does provide a pair of sample quantiza-
tion tables that it says have been tested empiricaly and found to generate good
results. These tables are shown in Figure 7.7.

Y Component 6 11 10 16 24 40 51 61
Quantization Table 2 12 14 19 26 58 60 55
14 13 16 24 40 57 69 56
14 17 22 29 51 87 80 62
18 22 37 56 68 109 103 77
24 35 55 64 81 104 113 92
49 64 78 87 103 121 120 101
72 92 95 98 112 100 103 9

Cband Cr Component 17 18 24 47 9 9 9 9
Quantization Table 18 21 26 66 99 9 9 99
24 26 56 9 9 9 9 P9
47 66 9 9 9 9 9 9
9 P9 99 9 9 9 9 9
9 99 99 9 9 9 9 9
9 9 9 9 9 9 9 9
9 9 9 9 9 9 9 9
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Zigzag Ordering 89

Figure 7.8
Quantized DCT

Coefficients from

Figure 7.6

1 3 -1 0 0 O

9 8 1 3 1 0 0 0
3 2 0 1 0 0 0 O
4 4 0 12 0 0 0 O
2 -1 0 0 0 0 0 O
1 0 0 0 0 0O 0 O
06 0o o 0 0 0O O O
6o 0 o 0 0 0O 0 O

The result from quantizing sample values from Figure 7.6 with the sampleY
guantization table in Figure 7.7 is shown in Figure 7.8. After quantization only
19 out of 64 DCT coefficients values are nonzero. Chapter 8 covers how JPEG
compresses runs of zero AC coefficient values.

Zigzag Ordering

In order to group as many of the quantized zero-value coefficients together to
produce the longest runs of zero values, AC coefficients in a data unit are
encoded using a zigzag path.

Figure 7.9 shows the zigzag order defined by the JPEG standard. This was
briefly mentioned in Chapter 5 in the section on the DQT marker. Quantization
values within quantization tables are stored in JPEG files using this zigzag order-
ing aso. Thisisthe ordering of the quantized AC coefficients in Figure 7.8:

8-9-381-31-24-2403-10110-1-1000-1 (39Zeros

L]
Figure 7.9 ;
Zigzag Order for AC 0 6 ¥4 0
Coefficients 4
4 O O 4
8 30 41 A4
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Conclusion

In this chapter we described the Discrete Cosine Transform (DCT) and quantiza-
tion. The DCT is used to represent an 8 x 8 block of sample values as a sum of
cosine functions. The DCT coefficient in the upper left corner represents a con-
stant value and is known as the DC coefficient. All other coefficients are AC
coefficients.

We used matrix operations to calculate the DCT and its inverse. In Chapter
10 we will take another look at the DCT and show how it is possible to make
it faster.

More information on the DCT can be found in Rao and Yip (1990), an entire
book devoted to the subject. Nelson (1992) presents a simplified, JPEG-like ver-
sion of DCT compression. The sample quantization tables in this chapter come
from JPEG (1994). Any introductory book on linear algebra, such as Anton
(1981), will contain more information on basic matrix operations.

The source code for this chapter consists of classes for representing quanti-
zation tables and data units during compression. These classes use matrix opera-
tions to implement the DCT.
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Chapter 8 G

Decoding Sequential-
Mode JPEG Images

We dealt with most of the JPEG preliminaries in previous chapters. This chapter
puts the pieces together and shows how to implement a sequential-mode JPEG
decoder.

We will cover SOF, (basdine DCT) frames and a subset of SOF; (extended
sequential DCT) frames. These are identical except that extended sequential
frames can use 12-bit or 8-bit samples and up to four DC or AC Huffman tables,
whereas baseline DCT JPEG supports only 8-bit samples and up to two DC and
AC Huffman tables. If we limit ourselves to 8-bit samples and permit up to four
DC or AC Huffman tables, these two frame types are decoded in exactly the same
manner.

MCU Dimensions

JPEG compressed data consists of a sequence of encoded MCUs arranged from
top to bottom, left to right. The first step in decoding scan data is to determine
the number of data units from each scan that make up each MCU and the num-
ber of MCUs required to encode the scan.

For any component, the number of pixels a data unit spans is

F

X max

£y

Pixely =8x 2=

I

Pixels,= 8x

where
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Decoding Sequential-Mode JPEG Images

F, = Component horizontal samplingfrequency
Femer = Maximum ofall component horizontal samplingfrequencies
F, = Component vertical samplingfrequency
Maximum of all component vertical samplingfrequencies

v

F

v max

If the scan is noninterleaved (i.e., it has only one component), each MCU
in the scan consists of 1 data unit. The number of MCUs in the scan is
MCUs, x MCUs, where

. ImageWidth + Pixels, — 1
MCUs, = =80~
A Pixels,

ImageHeight + Pixels, ]
MCUs, - et Ty 1

Pixels,

If the scan is interleaved, MCUs, and MCUs, are

ImageWidth + 8 X Fi e = 1
8 X Fe iax

MCUs, =

ImageHeight + 8 X F e = 1
8 X F

MCUs, =

Keep in mind that for an interleaved scan, Fymax and Fy ma are the maximum
sampling frequencies of all the components in the image rather than the maxi-
mum freguencies of the components in the scan.

In an interleaved scan the number of data units each component contributes
to an MCU isthe product of the component's sampling frequencies. Suppose you
have a color image with the Y component having vertical and horizontal sam-
pling frequencies of 2 and the Cb and Cr components having vertical and hori-
zontal freguencies of 1. If an interleaved scan contains all three components,
there are atotal of 6 data units in each MCU.

The JPEG standard imposes a rather low limit of 10 data units per MCU.
This places restrictions on the sampling frequencies and on the placement of
components within scans. Suppose the'Y component had horizontal and vertical
sampling frequencies of 4. In an interleaved scan it alone would contribute 16
data unitsto each MCU, thereby exceeding JPEG's limit. Using such a sampling,
the Y component would have to be in a noninterleaved scan.

Within a scan there are no partial MCUs or data units. If the image's dimen-
sions are not an exact multiple of the MCU size, the compressed data includes
padding to round up to the next complete MCU.

Figure 8.1 illustrates the positional relationship between the MCUs and an
image. It shows an image whose dimensions are 50 x 50 pixels, with theY com-
ponent sampled with a horizontal and vertical frequency of 2 and the other com-
ponents sampled with frequencies of 1. When the Y component is in a nonin-
terleaved scan, the scan is composed of 7 MCU rows and 7 MCU columns, each
MCU consisting of 1 data unit. The image area covered by each MCU is out-
lined in white.
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L]
Figure 8.1
Relationship of
MCU Size to Image
Size

Data Unit

ImageVHeight

—

Noninterleaved Height

Interleaved Height

AN ~— J
Image Width
. v J
Noninterleaved Width
“ v

interleaved Width

In an interleaved scan there are 4 rows and columns of MCUs. The area of
the image covered by each MCU is outlined with a thin black line. In this exam-
ple, the last MCU row and column represent mostly dead space.

Each MCU is encoded as a sequence of data units. Its components are
encoded in the order they are listed in the SOS marker and are not interleaved.
The data units from each component are ordered from top to bottom, left to right.

Algorithm 8.1 shows the procedure for decoding the MCUs within a scan.

mmmemussmesmenena®  For  Each MCU In The Scan
Algorithm 8. Begi n
MCU Decoding For Each Conmponent In the Scan
Begin
For I =1 To Conponent Vertical Sanpling Frequency
Begin
For J = 1 To Conponent Horizontal Sampling Frequency
Begin
Decode Data Unit
End
End
End
End
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Decoding Data Units

DC Difference
Magnitude Codes
and Ranges

After determining the number of MCUs and data units within each scan, the next
step isto decode the individual dataunits. What is actually encoded for each data
unit are quantized DCT coefficients. Thus, the first step is to create the DCT
coefficient values. The DC coefficient is encoded first using Huffman coding.
Then the AC coefficients are encoded as a group using Huffman and run-length
encoding. The DC and AC coefficients are encoded with different Huffman
tables, as specified on the SOS marker.

Decoding DC Coefficients

DC coefficients are stored in a JPEG file as the difference between the previous
DC vaue encoded for the component and the current DC coefficient value. The
advantage of using the difference is that it takes fewer bits to encode smaller val-
ues. Unless there are dramatic shifts in a component's DC coefficient value from
one data unit to the next, the magnitudes of the differences between adjacent DC
values will generally be smaller than the magnitude of the DC values themselves.

For each component the last DC value is initialized to zero at the start of a
scan and reset to zero whenever arestart marker isread. This means that the first
DC value in a scan and the first value following a restart marker are absolute
DC values.

DC coefficients are encoded in two parts. The first part is a 1-byte Huffman
encoded value that specifies the magnitude of the DC difference. Table 8.1 lists
the DC magnitude code values and the corresponding coefficient values.

To convert the magnitude value to an actual DC difference value the decoder
has to read a number of unencoded, literal bits from the input stream. The num-
ber of litera bits is the same as the magnitude value. When the magnitude value
is zero, there are no additional hits.

Encoded Value DC Value Range

0
-1,1
-3,-2,2,3
-1..-4,4..7
-15..-8,8..15
-31..-16,16..31
-63..-32,32..63

-127..-64,64..127
-255..-128,128..255
-511..-256,256..511

-1023..-512,512..1023
-2047 . .-1024, 1024 . . 2047

=
':O(Qm\loﬁ(fl-waHO
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I ——
Algorithm 8.2
Extend() Function

Algorithm 8.3
DC Coefficient
Decoding

The first bit following the magnitude specifies the sign of the difference
vaue. A sign bit of zero means anegative difference; a sign bit of one, apositive
difference. Algorithm 8.2 defines a function for converting a magnitude value
and additional bits to the difference vadue. This function is trandated directly
from the JPEG standard.

The overal procedure for decoding DC coefficients is shown in
Algorithm 83.

Function Extend (ADD TI ONAL, MAGNI TUDE)
Begin
vt = 1 LeftShift (MAMGNTUDE - 1)
If ADDITICNAL < vt Then
return ADDITIONAL + (-1 LeftShift MAGNITUDE) + 1
El se
returnADD TI ONAL
End

d obal LASTDC
Funct i onDecodeDC
Begi n
OCDE = Huf f manDecode ()
BITS = ReadBits (code)
Dl FFERENCE = Extend (BITS, OCDE)
DC = DI FFERENCE + LASTDC
LASTDC = DC
Return DC
End

Decoding AC Coefficients

Decoding AC coefficient values is a little more complicated than decoding DC
coefficients. The AC coefficients in each data unit are stored in the zigzag order
defined in Chapter 7. The decoder uses the AC Huffman table to decode a 1-byte
value. Unlikewith DC differences, thisvaue is divided into two 4-bit fields. The
4 low-order bits contain the magnitude value, and the 4 high-order bits contain
the number of zero-valued coefficientsto skip before writing this coefficient. For
example, the Huffman-encoded value 56,5 specifies that the next five AC coef-
ficients are zero and they are followed by a nonzero coefficient with amagnitude
of 6 hits.

Table 8.2 lists the possible AC magnitude values and their corresponding
coefficient ranges. Notice that for AC coefficientsthereisno entry for magnitude
0. This is because zero-valued AC coefficients are encoded using zero runs. AC
magnitude vaues are converted to coefficient values by reading raw bits and
using the Ext end() , just as DC coefficients are. The only difference is that for
AC coefficients the actual value, not adifference, is encoded.
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96 Decoding Sequential-Mode JPEG Images

Table 8.2 Magnitude Value
AC Magnitude
Codes and Ranges

AC Value Range
-1,1
3,-2,2,3
-7..-4,4..7
-15..-8,8..15
-31..-16,16..31
-63..-32,32..63
-127..-64,64..127
-255..-128,128..255
-511..-256,256..511
-1023..-512,512..1023

N

SQwoo N oW

=

Two specia codes are used for encoding AC coefficient values. The code
0016 is used when all remaining AC coefficients in the data unit are zero. The
code FOy6 represents arun of 16 zero AC coefficients. Neither of these codes is
followed by any raw hits.

For each data unit, the AC coefficient decoding process is repeated until all
AC coefficients have been decoded. A data unit is complete when either an end-
of-block code is decoded or the last AC coefficient is expanded. Algorithm 8.4
shows the process for decoding the AC coefficients of a data unit.

emmarerssnemmesmses  Cor || = 1 To 63 Do
Algorithm 8.4 CCEFFI CIENTS [I1] = 0
AC Coefficient
Decoding 11 =1
VWhile Il <=63 Do
Begin

VALUE = DecodeUsi ngACTabl e ()
LGBI TS = VALUE And OF
HBITS = (VALUE And F0;6) Ri ghtShift 4

If LOBITS <> 0 Then
Begin
EXTRABI TS = ReadRawBits (LABITY
I =11 + HGBITS
CCOEFFI A ENTS [I1] = Extend (EXTRABITS, LCBITS)
=11 +1
End
El se
Begin
If HEBITS = Fiz Then
Il =11 + 16 // Run of 16 Zeros
Else If HGBITS = 0 Then
Il =64 // Al'l Done
End
End
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- |
Decoding Example

R
Figure 8.2

Decoding a
Component's First
Data Unitin a Scan

Figure 8.2 and Figure 8.3 are examples of the decoding of the first two data units
for a component within a scan. In Figure 8.2, which shows the decoding of the
first dataunit, the last DC vaue for the scan is initialized with O. First we decode
the DC coefficient. Using the DC Huffman table for the component we find that
the next Huffman-encoded value is 0445. This magnitude value tells us that we
need to read 4 raw bits (1010,) from the input streeam. The DC coefficient value
is the sum of the result of the Ext end () function (10) and the last DC coefficient
value (0).

Now we decode the AC coefficients using the AC Huffman table for the
component. The next Huffman-encoded value is 035. The four high-order bits
specify the zero run (0); the low-order bits specify the magnitude vaue (3). We
then read the next three raw bits from the input stream (010,) and cal the
Extend () function, which gives -3 asthe value for the first AC coefficient.

The decoding of the second AC coefficient is nearly identicd to that of the
first. Thethird Huffman decoding returnsthe value E3,6, which means azero run
of 14 is followed by a coefficient with a magnitude of 3 bits. We read the next
3 raw bits from the input stream (100,) and call the Ext end () function, which
returns 8. We st the next 14 AC coefficients to zero followed by a coefficient
with the value 8.

The next two values decoded using the AC Huffman table are the special
code FO,. No additiond bits follow this code. Each time we read it we set the
next 16 AC coefficientsto O.

The next code in the input stream and the raw bits that follow tell usto set
the next 12 AC coefficients to zero, then set the next coefficient to 1. This is

DC Coefficients

Block DC Table Raw DC Last New
Decode  Bits Difference DC Value DC Value
A 044 1010, 10 0 10

AC Coefficients

Block AC Table Zero Raw Coefficient
Decode Run Bits  Value

B 035 0 010, -1
C 0446 0 100, 9
D B3 14 100, 8
E FOs 16 None None
F FOis 16 None None
G Cli 12 1, 1
H 0lyg 0 0, -1
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W DC Coefficients
Dgcodihg . Block DCTable Raw  DC Last New
Component's Decode  Bits Difference DC Value DC Value
Second Data Unitin A 0046 None 0 10 10
a Scan
L A B
AC Coefficients 16 00 00 00
Block ACTable Zero Raw Coefficient ROV SIe
Decode  Run Bits  Value c 0//0/0(/0 /0 ,D(,D;
iy g EY,C!/G oo
B 0216 O 102 2 O//O/ Q’ 9///0’/0/ o/p/
C 0115 0 02 -1 ,/ P4 //,/ 4 /D
D 00 Endof None None -0 /D’/O'/O oo
block g e 00 op 0 0]
0”0 0 5 0 0 0° 0
VP 77 PR
06 p.o g e oo

followed by a sequence that tells us to set the next AC coefficient to -1. Since
this is AC coefficient 63 the decoding of the data unit is complete.

Figure 8.3 shows the decoding of the next data unit for the component. If this
were an interleaved scan, then, depending upon the component sampling fre-
quencies, data units for other components would be decoded before this one. First
we decode the DC coefficient for the data unit. Using the DC Huffman table we
find that the next magnitude value is zero, which means that are no additional raw
bits. The DC difference value is simply zero. We add the difference vaue to the
last DC vaue (10), which gives 10 for the coefficient value. The last DC value
remains 10.

The first two AC coefficients are decoded as before. When we use the AC
table to decode the magnitude value for the next coefficient we read the special
code 004, Which tells us to set the remaining AC coefficients to zero. The data
unit is now complete.

Processing DCT Coefficients

www.vsofts.net

After all of the DCT coefficients for the data unit have been read, we have to per-
form dequantization and the IDCT on the data unit, as described in Chapter 7.
For dequantization we simply multiply each coefficient value by the correspond-
ing entry in the quantization table. After that we perform the IDCT on the coef-
ficients which gives the sample values.
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Up-Sampling

Restart Marker Processing

At this stage we have down-sampled Y CbCr values. From these we need to cre-
ate an RGB image. For a grayscale image we are finished, sincetheY value cor-
responds to an index into a color palette where red = green = blue. For a color
image the firgt thing we need to do is up-sampling.

If any component has been sampled, either vertically or horizontdly, at less
than 1:1 (in other words, either sampling frequency is less than the maximum
vaue of al the components in the image), the component needs to be up-sampled,
by which we mean increasing the resolution of the component data.

Suppose we have a JPEG compressed color image where the Y component
has a horizontal and vertical sampling frequency of 2 while the Cb and Cr com-
ponents have a frequency of 1 in both dimensions. When the image was com-
pressed one Y component sample was taken for each pixel, but for the Cb and
Cr components one sample was taken for every 4 pixels. After the image is
decompressed we need to spread the Cb and Cr component values across
multiple pixels.

There are severa ways to do this. The easiest method and the one we are
going to use in the sample code, is to smply duplicate the Cb and Cr component
values so that the sample gets stretched to anumber of adjacent pixels. The draw-
back with this method is that it produces blocking effects. An dternative is to
apply afiltering algorithm during the up-sampling process.

After up-sampling we have aY, Cb, and Cr sample value for each pixdl of a
color image. The last step isto convert the Y CbCr components to RGB using the
conversions shown in Chapter 1.

One small step we omitted in the preceding discussion is the handling of restart
markers. If the last DRI (Define Restart Interva) marker in the input stream
before the SOS defined a nonzero value for the restart interval, the scan data
should have restart markers (RST-RST7) embedded within it. The restart inter-
val specifies the number of MCUs between restart markers.

A JPEG decoder needs to maintain a counter of MCUs processed between
restart markers. Whenever the counter reaches the restart interval the decoder
needs to read arestart marker from the input stream.

Regtart markers are placed on byte boundaries. Any fractiona bits in the
input stream that have not been used are discarded before the restart marker is
read. The only processing that takes place after the reading of arestart marker is
resetting the DC difference values for each component in the scan to zero.
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If the decoder does not find a restart marker at the specified restart interval,
the stream is corrupt. The decoder should ensure that the restart markers are in
the order RSTy, RST; ... RST7, RST,, RST; ... RST,.

Overview of JPEG Decoding

We have covered the process for decoding individual data units from start to fin-
ish. Now we are going to take a step back and look at the overal process for
decoding a sequential-mode JPEG image. Keep in mind that since we are not
supporting JPEG hierarchical mode, we make no distinction between aframe and
an image. The overall decoding process for JPEG file is

1. Read the SOI and JFIF APP, markers to ensure that we have a valid JPEG
file.

2. Read the DRI, DQT, and DHT markers and use them to define the restart
interval, quantization tables, and Huff man tables.

3. Read a SOF marker and use it to define the image dimensions.
4. Read all the SOS markers and process the scan data following them.
5. Read the EOI marker.

This overal plan needs to be able to handle variations. The SOI and JFIF
APP, marker must be at the beginning of the file and the EOI marker must be at
the end. SOS markers must occur after the SOF marker, but DRI, DQT, and DHT
markers can occur anywhere in the file before the EOl marker.

Conclusion

In this chapter we covered the representation of compressed image data within
the SOS markers of a sequential-mode JPEG file. JPEG (1994), the JPEG stan-
dard, is the official source for the JPEG format. The JPEG source code contains
extensive references to this document, so you can match the section numbers in
the source code to the corresponding section in the standard.

The code example for this chapter is afunctional JPEG decoder that can read
baseline sequential and extended sequential JPEG files and convert them to
Windows BMP files. Some of the components of this decoder were presented in
previous chapters, so they will not be repeated here.

This application has two restrictions in the types of sequential JPEG files it
can process, but neither should present much of a problem. First of all, DNL
markers are not supported. Since they are not in common use, however this is a
minor limitation. Second, fractional data sampling is not supported. If a color
image is encoded with a component having a horizontal or vertical sampling fre-
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quency of 3 and any other component having a corresponding frequency other
than 1, thiswill cause fractions of bits to be sampled. Fractional sampling is not
used in the red world, so, again, thisis not amajor problem.

Component Class

The decoder usesJpegDecoder Conponent to represent asingle component.
This class maintains an array (dat a_uni t s) that contains the component's
decoded data units. It is possible to implement a sequential decoder without
buffering al the data units. However, this buffering is required for progressive
decodings. In order to have the maximum commonality between the progres-
sive decoder presented in Chapter 11 the sequential decoder buffers the data
units aswell.

DecodeSequential

TheDecodeSequent i al member function decodesthe next dataunit withinthe
input streeamand storesthevaueinthedat a_uni t s array. Thisfunctionfollows
the decoding process presented earlier in this chapter.

Upsample

The Upsanpl e function stretches the component's sampl e data by duplicating
values. The amount of stretching is based upon the component's sampling fre-
quencies relative to the maximum sampling frequencies for theimage. There are
two execution paths. One handles the simplest case where the horizontal and ver-
tical sampling frequencies are equa to the maximum vaues for the image. The
other path handles the stretching of components.

Color Conversion

The R@Convert function converts Y ChCr sample values from three compo-
nents to the equivalent RGB vaues and stores them in aBi t napl nage object.
Since RGB conversion requires three separate components, the RGBConver t

functionisgtatic. TheGr ayscal eConver t functiondoesthesameforgrayscae
converson. For consstency this function is datic as wel, even though it uses
only one component.

Decoder Class

The JpegDecoder class isthe JPEG decoder. It reads a JPEG image from an input
stream and then stores it in a Bitmapl mage object.

Readlmage
TheReadl nage function reads a JPEG image from an input stream. It calls the
ReadMar ker repeatedly to process markerswith the input stream until the EOI
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markerisread. ReadMar ker determinesthe marker type andthen callsfunctions
that decode specific markers.

ReadQuantization

The ReadQuanti zation function processes a DQT marker. The
JpegDecoder Quanti zat i onTabl e objectsreadtheactual quantizationtables
from the input stream. A DQT marker may define multiple quantization tables,
so this function determines how many tables the marker contains and the identity
of each one.

ReadHuffmanTable

Thisfunction isvery similar to ReadQuant i zat i on except that it reads DHT
markers. The actual Huffman table data is read by the JpegHuf f manDecoder
objects. This function reads Huffman tables until no more remain in the marker
data.

ReadStartOfFrame

The ReadSt ar t OF Fr ane function reads SOF, markers. All SOF, markers have
the same format, so the same function is used to read all types. The decoder relies
uponthe ReadMar ker function to determineifthe SOF, marker isone supported

by the decoder.

ReadStartOfScan

The ReadStart Of Scan reads an SOS marker from the input stream.
It determines the components that make up the scan and then stores a list of
pointers to the corresponding JpegDecoder Conponent objects within the
scan_conponent s array.

ReadSequentiallnterleavedScan and
ReadSequentialNonInterleavedScan

The ReadSequential I nterleavedScan and ReadSequenti al Nonl nter-
| eavedScan functions control the reading of data units from the input stream.
The former is used when the current scan contains more than one component; the
latter is used when there is only one component in the scan. The individual com-
ponent objects read the DCT coefficients into the data units. However, this func-
tion determines the ordering of the components and which data unit is read for
each component. They also keep track of the number of data units read and com-
pare this to the restart interval in order to determine when a restart marker must
be read.
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Using the Decoder Class

The JpegDecoder dassisusad inthe same manner as the other decoder classes
presented in this book. The following fragment illustrates how to useit to convert
a JPEG file to aWindows BMP file.

#include "jpgdecod. h"
#include "bnpencod. h"

ifstreaminput ("INPUT.JPG', io0s::binary)

of stream out put ("QUIPUT. BW', io0s::binary) ;
Bi t mapl mage i mage ;

JpegDecoder decoder ;

decoder. Readl mage (i nput, image) ;

BnpEncoder encoder ;

encoder. Witel mage (output, image) ;

Decoding Application

The DECCDER application converts aJJPEG image to BMP format. The command-
line format for this application is

DECCDER i nput . j pg out put . bnp

DECCDER cregtes a JpegDecoder object and then cdls itsReadl mage function
toreadtheinputfileintoaBi t mapl mage object. It createsthe BMPfileby call-
ing theW i t el nage function of a BpEncoder object.
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Creating Sequential
JPEG Files

In this chapter we cover the implementation of sequential-mode JPEG encoders.
In generd, the process for creating a JPEG file is the reverse of the decoding
process. A major difference between encoding and decoding is that encoding
requires several choices to be made while in decoding you take what you get. The
endcoding choices include compression parameters, Huff man code generation,
and block ordering.

[
Compression Parameters

In compressing an image using sequential-mode JPEG compression, we have
several choices. These include

The compostion and number of quantization tables and the assignment of
tables to components

The number of Huffman tables, their assignment to components, and the
method for their creation

The number of scans and the components in each
The frequency of restart markers

Component sampling frequencies

Whether to create a color or grayscale image
Whether to use baseline or extended frames

An encoder can make these choices either on a per-image basis or globdly.

105
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5

Two frame types can be used for sequential JPEG with Huffman encoding:
baseline sequential (SOF) or extended sequential (SOF,). The only difference
between the two is that baseline sequential supports only 8-bit samples and a
maximum of two DC and two AC Huffman tables; extended sequential supports
8-bit and 12-bit samples and up to four DC and four AC Huffman tables. Baseline
sequential is the JPEG mode implemented by most JPEG decoders; thus, for the
greatest compatibility, an encoder should use it when possible. The encoder at the
end of this chapter encodes only 8-bit sample data and, since there is no need to
for more than two of each type of Huffman table, it uses baseline sequential.

Extended sequential is upwardly compatible with baseline
sequential JPEG. If an encoder were to simply replace the SOF,
marker with an SOF; marker, it would create a perfectly valid
extended sequential file.

Huffman Tables

Since color images have three components and baseline mode allows only two
Huffman tables of each type, an encoder has to share its Huff man tables among
components or split the components among multiple scans. Our encoder aways
uses the Huffman tables with the identifier O to encode theY component and the
table with the identifier 1 to encode the Cb and Cr components. Ifthe Cb and Cr
components are encoded within the same scan, they share a Huffman table.

If an imageisdivided intotwo or more scansit is possiblefor the
encoder to assign a different Huffman table for each scan. Our
encoder only assigns the Cb and Cr components different
Huffman tableswhen they are encoded in different scans. If they
areencoded within the same scan, even if theY component is not
part of the scan, they share Huffman tables.

Quantization Tables

Both baseline and extended sequential modes allow up to four quantization tables
defined for an image. Our sample encoder is only going to use two. One table
(ID=0) is used for the Y component and the other (ID=1) is used for the Cb and
Cr components. These table assignments are an arbitrary choice.

The next problem is how to create the quantization tables. We could allow a
user to specify al the elements of the quantization table, but this would make
using the decoder alittle tedious, especially for people who do not know the inner
workings of JPEG. Having a fixed set of quantization val uesO Yc\j/%fal 9 not be a good
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Figure9.1
Possible
Component
Groupings for a
ColorImage

L/

ideg, either, since different types of images require different quantization values
in order to decompress without noticeable defects.

Our solution originates with the Independent JPEG Group's JPEG library.
We dtart with the sample quantization values from the JPEG standard (Figure
7.7), then scale these values down for higher quality and up for lower quality. The
caler sdects a quality value that ranges from 1 to 100. Quality level 50 uses the
unmodified quantization values from the JPEG standard. Quality values below
25 produce quantization values so large that the resulting compressed image will
be dl black. Using quantization values near 100 produces quantization values
close to 1, resulting in extremely poor compression.

The sample encoding uses this formulato calculate a scaling factor for quan-
tization values:

scalefactor = ¢'E2% =)

There is no derivation behind this formula. It is smply one that that gives a scae
factor of 1 when the quality value is 50 and gives a decent scaling across the
range 1-100. If you are implementing a JPEG encoder you can come up with
your own scaling or use any other method you want for generating quantization
values. For example, you may have quality values ranging from 1 to 4 and select
from among four sets of predefined quantization tables.

An important point to take from this discussion is that quality val-
ues are all relative. The concept of a quality value does not exist
within the JPEG standard but rather was developed with the
implementation of JPEG encoders. The same quality value will
more likely than not produce different results among different
encoders even when the quality value range is the same.

Scans

In sequential JPEG the data for each component is stored in a single scan. For a
color image one to three scans can be used. The five possible component group-
ings are shown in Figure 9.1. The individual scans can be encoded in any order,
which means that there are actually thirteen different ways to group and order the
components in a sequential image. A grayscale image will naturaly only have
one scan.

A B C D E
11 YCbCr Y Y Cb Y Cr Y
Scans< 2 Ch Cr Cr Cb Cb
3 Cr
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Figure 9.2

Baseline Marker
Ordering That Gives
Each Component
Different Huffman
Tables

There are few reasons why an encoder would divide the image into multiple
scans. If the image is being transmitted over a network and displayed on the fly,
encoding the Y component by itself in the first scan allows the user to view a
grayscale version of it before dl the datais received. This gives some of the bene-
fits of progressive JPEG without the implementation difficulties.

Separate scans can overcome the limitations in the number of Huffman
tables alowed. Baseline JPEG alows only two Huffman tables of each type. If
for some reason a separate table were needed for each component, multiple scans
could be used. Figure 9.2 shows a marker ordering that would allow a color base-
line JPEG image to use a different Huff man table for each component.

An encoder can alow the user to specify the component grouping into scans,
or it can use a predefined grouping. The decision on which to use depends on
whether flexibility or ease of use is desired. If the user is not allowed to specify
the component grouping, the encoder needs to automatically divide components
into multiple scans when this is required by the sampling frequencies.

DHT Defines Table 0

0S Y Component Uses Table 0

DHT Redefines Table 0

DHT Defines Table 1

SOS Cb Component Uses Table 0, Cr Component Uses Table 1

w

Sampling Frequencies

The sample encoder allows the user to assign horizontal and vertical sampling
frequencies (1-4) to each component, but this is not a requirement. A simpler
method that almost always produces good results is for an encoder to allow the
user to specify the sampling frequencies for theY component while always using
the value 1 for the Cb and Cr components.

If the user is permitted to specify any possible sampling frequency for any
component, the encoder must then deal with the problem of fractional sampling.
Ifall of the sampling frequencies are powers of 2 (1, 2, 4), during the down-sam-
pling process entire pixels (1, 2, 4, 8, or 16) will be mapped to a single sample
value. If, on the other hand, any component has a horizontal or vertical sampling
frequency of 3 and any other component has a corresponding sampling frequency
of 2 or 4, the down-sampling process will map fractional pixelsto sample values.
Whilethisislega inthe JPEG standard, it is not widely supported. If you create
imagesthat use fractional sampling, very likely they will not be readabl e by many
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other gpplications. The sample JPEG encoder generates an exception during the
compression process if the user has specified fractional sampling.

The JPEG standard (Section B.2.3) specifies that an MCU within a scan may
contain a maximum of 10 data units:

HF, x VH, + HFy x VHg + HFg x VHg < 10

Thisis an arbitrary limit, but it is easy to overlook. The encoder must therefore
ensure that this limit is not exceeded, or ese the files it produces will not be
readable by decoders that conform to the JPEG standard. Suppose that the
Y component has horizontal and vertical sampling frequencies of 4. Since theY
component would contribute 16 data units to an MCU in an interleaved scan,
with these sampling frequencies theY component would have to be encoded by
itself in a noninterleaved scan.

The sample encoder throws an exception if the user tries to create scans
with more than 10 data units per MCU. An alternative would be for the encoder
to limit the user's options to sampling frequencies that will not exceed this limit.
For instance, the encoder could give the user a choice of making all the sampling
frequencies 1 (3 data units per MCU) or allow the Y component to have sam-
pling frequencies of 2 and the other components to have sampling frequencies
of 1 (6 dataunits per MCU). Y et another possibility would be for the encoder to
automatically assign components to separate scans if the number of data units
in an MCU istoo large.

Restart Markers

Restart markers are used to create independently encoded blocks of MCUs. In a
sequential JPEG file the DC coefficient is encoded as a difference value rather
than as an absolute vaue. When an image contains no restart markers, every
MCU, except for the first, depends upon the previous MCU being decoded cor-
rectly.! If the encoded data for an MCU gets corrupted (e.g., while the file is
being transmitted over a telephone line), each subsequent MCU will be incor-
rectly decoded.

If an image contains restart markers, a decoder can use them to recover from
corrupt compressed data. Since restart markers are placed in the output stream in
sequence, decoders can compare the last one read before the corrupt data was
encountered to the current one and use the restart interval to determine where in
the image the decoding should resume. This works as long as the corruption in
the compressed stream does not span eight restart markers. If it does, the decoder
will not be able to match the remaining compressed data to its correct location
within the image.

!In progressive JPEG there can be dependencies among the data units from the AC coefficients aswell.
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Obvioudly, the smaller the restart interval, the sooner the decoder can recover
from an error. Having arestart interval so large that only one or two restart mark-
ers get written in the scan is usualy of little value. Having too small a restart
interval is not a good idea, either. Each restart marker adds two bytes of overhead
to the compressed stream and can reduce the amount of data compression, espe-
cially in progressive-mode JPEG. A tiny restart interval also makes it more likely
that corruption will extend past eight restart markers.

When creating JPEG files that are used on a single system or areliable net-
work, restart markers are rarely necessary. If you need them for error recovery, a
good restart interval is the number of MCUs that make up arow.

Color or Grayscale

The JFIF standard allows either three-component color images or one-compo-
nent (Y) grayscale images. A JPEG encoder can be written so that it always
uses three components, but the drawback is that the grayscale images will be a
bit larger and the processing required to decode them significantly more than
necessary. In the RGB colorspace, shades of gray are represented with compo-
nent values where R = G = B. If you look closely at the RGB-to-Y CbCr con-
version functions in Chapter 1 you will see that, with 8-bit samples, for any
grayscale color (R = X, G = X, B = X), the corresponding Y CbCr color repre-
sentation isY = X, Cb = 128, Cr = 128. Since 128 is subtracted from the com-
ponent values before the DCT is performed, the coefficients for the Cb and Cr
components in a grayscale image will all be zero. In a grayscale image the Cb
and Cr components obtain outstanding compression since each data unit
requires only 2-bits to encode, not counting the overhead from markers. While
the amount of compressed data from the Cb and Cr components is relatively
small, it is still completely useless.

An encoder can automatically determine if the incoming image is in
grayscale by checking to see if the RGB color value for each pixel is such that
R = G = B. This causes a problem if an image contains RGB values where the
component's values are very close but not exactly equal—an RGB value of (101,
100, 102), for example, would look gray on the screen. An encoder could use a
small deltavalue instead of equality to make the test:

absR - B) < A
absR - G) < A
abs(G - B) < A

However, this raises the question of how large to make the delta and, more impor-
tant, whether or not the user wants images with colors close to pure gray to be
converted to grayscale. Probably the safest way to deal with grayscale images is
to have the user specify to the encoder whether to compress the image using
grayscale or color.
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Output File Structure
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Encoder Block
Ordering

Doing the Encoding

The JPEG standard is fairly flexible when it comes to the ordering of markers
within an output stream. Three major marker ordering restrictions must be
followed:

¢ Thefile must start with an SOl marker, follow with a JFIF APP, marker, and
end with an EOl marker.

 For the JPEG modes we are using there can be only one SOF marker and it
must occur before any SOS markers.

* All Huffman and quantization tables used by a scan must be defined by DHT
and DQT markers that come before the SOS marker.

Figure 9.3 shows ablock ordering for a JPEG file that will work in most sit-
uations. The sample JPEG encoder follows this scheme. Encoders that need to
gtore application-specific information need to insert APPn blocks containing this
datainto the outpuit file.

Validations

The first step in creating a JPEG file is to validate the compression parameters.
The encoder should ensure that

» The sampling frequencies do not result in scans with MCUs containing more
than 10 data units.

» The sampling frequencies do not result in fractional sampling.

 All of the components in the image will be written in some scan.

Outputting the Blocks

With the exception of the compressed data that follows the SOS marker and the
generation of Huff man tables for the DHT markers, creating the markersisasim-
ple matter of filling in the values for the fields shown in Chapter 5. The only dif-
ficult part is creating the compressed data, which will be dealt with in the next
few sections.
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Down-Sampling

The first step in the compression process is down-sampling. That is, if a compo-
nent has either ahorizontal or avertical sampling frequency of less than the max-
imum value of all the components, it is shrunk. Suppose we have a color image
whose components have the following sampling frequencies:

Y Cb Cr
Horizontal 2 1 1
Vertical 2 1 1

This means that for every two samples taken for the Y component in each direc-
tion, one sample istaken for the Cb and Cr components. Another way to look at
thisisto convert the sampling frequencies to intervals where each interval isthe
maximum freguency value divided by a component's frequency value. For the
previous example the horizontal and vertical intervals are

Y Cb Cr
Horizontal 1 2 2
Vertical 1 2 2

Conceptually, the down-sampling process for a component would be

For 11 =0 To I MAGEHEIGHT - 1 Step VERTI CALI NTERVAL
Begin
For JJ = 0 To IMAGEWDTH - 1 Step HORI ZONTALI NTERVAL
Begin
COVPONENTDOMNSAMPLE [ |1/ VERTI CALI NTERVAL]
[JJ/ HORI ZONTALI NTERVAL] = COVPONENTPI XELDATA [I1][JJ]

End
End

This process divides the component's pixel data into blocks whose dimensions
are the sampling intervals, and takes one sample from each block. While this
method works, a better one is to take the average sample value for each block
rather than the value from one pixel.

The preceding example shows all of the component's data being down-sam-
pled into abuffer, which in reality need not be anything other than 8 x 8. If the
down-sampling process is organized to produce one data unit at atime, the DCT
and quantization processes shown in Chapter 7 can be performed immediately,
eliminating the need to buffer a component's down-sampled data.

At this point in the encoding process, an encoder can take one of two paths.
It can be structured so that as soon as it has performed the DCT and quantization
it immediately encodes the data unit. Or it can store in a buffer all of the DCT
coefficients for the components within a scan, then handle the interleaving and
data unit encoding in a separate pass.

www.vsofts.net oldroad



Interleaving 113

The first option has the advantage of requiring significantly less memory
than the second. The second option makes sense only if the encoder is going to
support progressve JPEG (Chapter 10). Then it has to maintain a buffer con-
taining al of the DCT coefficients for a component; otherwise, it must repeat-
edly down-sample and perform the DCT on the same data. If the encoder is to
share as much of the same code as possible for sequential and progressive JPEG,
buffering all of the component's DCT coefficients makes alot of sense. Buffering
the scan's DCT coefficients dso makes it possible to generate Huffman tables
from usage frequencies.

The rest of this discussion assumes that the encoder buffers the DCT coeffi-
cients. If it maintains atwo-dimensional array of 8 x 8 DCT coefficient buffers,
the size of the array will be

Image Width + 8 X Horizontal Sampling Interval — 1
Buffer Width = =~ ‘ S
8 x Horizontal Sampling Interval

. _ Image Height + 8 x Vertical Sampling Interval — I
Buffer Heght - 8 X Vertical Sampling Interval

Interleaving

At this point the encoder has created buffers containing the DCT coefficientsfor
the components in the scan. The next step is to determine the order in which the
data units within the buffers are encoded. If the scan is noninterleaved (i.e, it
contains one component), the ordering is simple as shown in Algorithm 9.1.

d obal RESTARTI NTERVAL
Procedure EncodeNonl nterl eaved

Begin
RESTARTOONTER = 0
For Il =0 To BUFFERHEIGHT - 1 Do
Begin
For JJ = 0 To BUFFERWDTH - 1 Do
Begi n
| f RESTARTINTERVAL <> 0 And RESTARTCOUNTER = RESTARTI NTERVAL Then
Begi n
Qut put Rest art Marker ()
RESTARTCOUNTER = 0
End
EncodeDataUnit (BUFFER [11][JJ])
RESTARTOOUNTER = RESTARTCONTER + 1
End
End
End

Algorithm 9. )
Noninterleaved
Scan Encoding
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If the scan is interleaved, the decoder needs to determine the number of
MCU rows and columns that make up the image. The process is almost the same
as that used for decoding JPEG images in Chapter 8. The only difference is that
in decoding the sampling frequencies are read from the JPEG file whereas in
encoding the sampling frequencies are input parameters. The number of MCU
rows and columns is determined using the sampling frequencies for all compo-
nents that make up the image, not just the components in the current scan.

The ordering of data units within an interleaved scan was illustrated in
Chapter 5. Algorithm 9.2 illustrates how the ordering is implemented within an
encoder. The order of components within the scan is the order in which they are
listed in the SOS marker.

G obal RESTARTI NTERVAL
Procedure Encodel nterl eaved (COVPONENTCOUNT, COVPONENTS [ 1.. COVPONENTCOUNT])

Begin
RESTARTCOUNT = 0
For 11 =0 To MCUROWS - 1 Do
Begin
For JJ = 0 To MCUCOLUMNS - 1 Do
Begin
/1 This bl ock processes a single MU
If RESTARTI NTERVAL <> 0
And RESTARTCOUNT = RESTARTI NTERVAL Then
Begin
Qut put Rest art Marker ()
RESTARTCOUNT = 0
End
For KK = 0 To COVPONENTCOUNT - 1 DO
Begin
For LL = 0 To COWPONENTS [KK].VERTI CALFREQENCY - 1 Do
Begin
For MM = 0 To COVPONENTS [ KK].HORI ZONTALFREQUENCY - 1 DO
Begin
RON= |l * COVPONENTS [KK].VERTI CALFREQUENCY + LL
COLUWN = JJ * COVPONENTS [KK].HCRI ZONTALFREQUEENCY + MM
EncodeDat aUnit ( COVPONENTS [ KK] . BUFFER [ RON[ COLUW)
End
End
End
RESTARTCOUNT = RESTARTCOUNT + 1
End
End
End

Algorithm 9.2
Noninterleaved
MCU Encoding
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Data Unit Encoding

The encoding of data units is essentialy the reverse of the decoding process
shown in Chapter 8. There the Ext end() function converted a magnitude vaue
and extra bits into a coefficient value.Rever seExt end() does the opposite,
converting a coefficient vaue into a magnitude and extra bits.

void ReverseExtend (int value,
unsi gned int &magnitude,
unsi gned i nt &its)

if (value >= 0)
bits = value ;
el se

value = -value ;
bits = ~val ue

magni tude = 0 ;
while (value !'= 0)

value >>=1 ;
++ magni tude

}

return ;

For each data unit, the DC coefficient is encoded first, followed by the AC
coefficients in zigzag order. The encoded DC value is actually the difference
between the DC coefficient value in the current data unit and the DC value from
the lagt data unit processed for the same component. The DC coefficient is
encoded as a Huffman-encoded magnitude value (Table 9.1) followed by a
dring of unencoded bits. The magnitude value specifies the number of litera
bitsto follow.

Only nonzero AC coefficients are encoded. They are stored as a Huffman-
encoded byte value followed by a number of literal bits. The encoded byte is
divided into two 4-bit fields, with the 4 low-order bits giving the coefficient
magnitude value (Table 9.2) and the 4 high-order bits giving the number of zero-
valued coefficients to skip. Both bit fields are set to zero when al the remaining
AC coefficients are zero. The code FOy is used to represent arun of 16 zero-
valued coefficients and is not followed by any literal bits.

Algorithm 9.3 shows how a data unit is encoded using sequential JPEG. The
input parameter is an array of quantized DCT coefficients arranged in the JPEG
Zigzag order.
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L] s ]
Table 9.1 Encoded Value DC Difference Range
DC Difference

Magnitude Codes 0 0

and Ranges 1 11
2 -3,-2,2,3
3 -7..-4,4..7
4 -15..-8,8..15
5 -31..-1616..31
6 -63..-32,32..63
7 127 .. 64,64 .. 127
8 255 . .-128 128 . . 255
9 512 .. -2, 256 . . 511
10 -1023 . . 512, 512 . . 1023
n -2047 . .-1024, 1024 . . 2047

———— G 0bal LAST_DC VALUE
Algorithm 9.3 Procedur e EncodeDataUnit (DATANT [0..63])
Sequential-Mode Begi n
Data Unit Encoding DI FFERENCE = DATAUNIT [0] - LAST_DC VALUE
LAST_DC VALUE = DATANT
ReverseExtend (DI FFERENCE, MAGNITUDE, BITS
Huf f mnEncodeUsi ngDCTabl e  ( MAGNI TUDE)
WiteRawBits (M\GN TUDE, BI TS

ZERORWIN = 0
=1
Vhile Il < 64 Do
Begin
[f DATAINT [II] <> 0 Then
Begin
Whil e ZERORUN >= 16 Do
Begin
Huf f manEncodeUsi ngACTabl e ( FOy)
ZERORUN = ZERORUN - 16
End
ReverseExtend (DATAINT [II], MAGNITUDE, BITSY
Huf f manEncodeUsi ngACTabl e ((ZERORWIN LeftShift 4) O MAGN TUDE)
WiteRawBits (MAGNITUDE, BITS
End
El se
Begin
ZERORUN = ZERORWN + 1
End
End
[f ZERORUN <> 0 Then
Begin
Huf f mnEncodeUsi ngACTabl e (0Oy)
End
End
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L
Table 9.2
ACMagnitude
Codes and Ranges

T
Encoded Value  AC Difference Value Range

1 -1,1

2 -3,-2,2,3

3 -7..-4,4..7

4 -15..-8,8..15

5 -31..-16,16..31

6 -63..-32,32..63

7 -127..-64,64..127

8 -255..-128,128..255
9 -511..-256,256..511
10 -1023..-512,512..1023

Huffman Table Generation

The code in the previous section makes use of Huffman coding, but where do
we get the Huffman tables used to encode the coefficients? The JPEG standard
does not specify how Huffman codes are generated. Any set of Huffman codes,
where no code is longer than 16-bits and no code consists of &l 1-bits, can be
used. There is no requirement that the codes be assigned to values based upon
usage frequencies. Thus, the ssimplest method for Huffman encoding is to use
a predefined Huffman table. The JPEG standard includes two sets of sample
Huffman codes for use with DC and AC coefficients,? and an encoder can be
implemented so that it uses these or any other set of predefined tables.
Nevertheless, while this method has the advantage of being fast and easy to
implement, it obvioudy does not compress as well as usng Huffman codes
based upon usage frequencies.

Unless compression speed is a major issue, it makes sense to create the
Huffman tables from usage frequencies, which requires the encoder to make two
passes over the DCT coefficients in a scan. The obvious implementation method
is to have separate functions for gathering statistics and outputting codes. The
problem with this method is that this requires two sets of nearly identical func-
tions that must be kept in strict synchronization. The dightest implementation
change made to one st of functions would have to be made to the other, creating
a maintenance nightmare.

A better solution isto use separate functions for processing individual codes.
An encoder could implement two pairs of procedures similar to those shown in
Algorithm 9.4.

2Section K3 in the JPEG standard.

www.vsofts.net oldroad



118 Creating Sequential JPEG Images

v Procedure CGatherDC (VALUE, EXTRABITS)
Algorithm 9.4 Begi n
ACar.‘d.DC Il EXTRABITS is not used
Coefficient | F VAL
Functions ncrement Frequency (VALUE)

End

Procedure PrintDC (VALUE, EXTRABITS)
Begin
Fi ndHuf f manEncode (VALUE, CODE, CODELENGTH)
WiteRawBits (CCDELENGTH OCDE)
[f VALUE <> 0 Then
WiteRawBits (VALUE, EXTRABITS)
End

Procedure GatherAC (VALUE, EXTRABITS)
Begin
Il EXTRABITS is not used
I ncrement Frequency (VALUE)
End

Procedure PrintAC (VALUE, EXTRABITS)
Begin
Fi ndHuf f manEncode (VALUE, CODE, CODELENGTH)
WiteRawBits (CCODELENGTH, — CODE)
[f (VALLE And OF; <> 0 Then
WiteRawBits (VALLE And OF;5, EXTRABI TS
End

Each procedure has an identical interface, so the encoding process code can
be modified to look the procedures in Algorithm 9.5, where DCPROCEDURE is a
pointer to either Gat her DC or Pri nt DC and ACPROCEDURE is a pointer to either
Gat her AC or Pri nt AC.

Using pointers to procedures allows the same function to be used both for
gathering Huffman usage statistics and for encoding the actual data.
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G obal LAST_DC VALUE
Procedure EncodeDatalhit (DATALNT [O..63], DCPROCEDURE, ACPROCEDURE)
Begin
DI FFERENCE = DATANT [0 - LAST_DC VALUE
LAST DC VALLE = DATAINT
Rever seExt end (DI FFERENCE, MAGNI TUDE, BI TS
DCPROCEDURE (MAGNI TUDE, BITS)

ZERORIN = 0
=1
Vhile Il < 64 Do
Begin
[f DATANT [II] <> 0 Then
Begin
Wil e ZERORIN >= 16 Do
Begin

ACPROCEDURE (FOy5, 0)
ZERORUN = ZEROGRUN - 16

End
ReverseExtend (DATANT [I1], MAGNITUDE, BITY
ACPROCEDURE ((ZERRIN LEFTSHFT 4) O MGNTUDE), BITS
End
El se
Begin
ZERORIN = ZERCRWN + 1
End
End
[f ZERORUN <> 0 Then
Begin
ACPROCEDURE ( 00yq)
End
End
R
Algorithm 9.5

Data Unit Encoding
Using Function
Pointers

Conclusion

This chapter covered the process for encoding sequential-mode JPEG images.
The process for encoding baseline sequential and extended sequentia files is
basicaly the same for 8-bit images, except for restrictions on the number of
tables that can be defined. The JPEG standard (JPEG 1994) contains sample
Huffman and quantization tables.
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Creating Sequential JPEG Images

The source code example for this chapter is an encoder for sequentia JPEG
images. The encoder application is a simple one for converting a Windows BMP
file to a sequentia JPEG file. The command format is

ENCODER i nput . bmp out put . j pg
to create a color JPEG file or
ENCODER -g input.bnp output.|pg

to create a grayscale file.

Component Class

TheJpegEncoder Conponent class represents a single component during the
encoding process. Its main functions are sampling and data unit encoding.

The EncodeSequent i al member function encodes data units. Two of its
parameters are pointers to member functions that process codes generated from
the image. This allows the same function to be used both for gathering value
usage statistics for Huffman code generation and for Huffman encoding the
data. These parameters will be pointers to either the Gat her DcDat a and
Gat her AcDat a functions or the PrintDcData and Print AcDat a functions.
The first pair gathers statistics; the second writes Huffman-encoded val ues to the
output stream.

Encoder Class

The encoder class is JpegEncoder . Two of its member functions control image
compression. The compression-versus-quality tradeoff is specified using
Set Qual i ty. The quality value can be in the range 1-100 and determines the
amounttoscalethesamplequantizationtablevalues. Set Sanpl i ngFr equency
sets the horizontal and vertical sampling frequency (1-4) for a component.

By default the encoder places all components in a single scan. The
Set ScanAt t ri but es member function can be used to place componentsin dif-
ferent scans. The last two parameters to this function are used only for progres-
sive JPEG (Chapter 10). For now they should aways be 0.

Thel nt er | eavedPass and Noni nt er | eavedPass functions are the heart
of the encoder. They control the order in which data units are encoded and when
restart markers are written. These functions use pointers to member functions;
thus, they can be used for both gathering Huffman usage statistics and Huffman
encoding.
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Optimizing the DCT

At the start of the book we stated that we would strive for clarity rather than pro-
gramming efficiency. This is the only chapter that deds with execution effi-
ciency. Caculating the IDCT is the most time-consuming part of decoding a
JPEG image file. Therefore, this isthe best place to optimize for speed. The tech-
niques for optimizing the IDCT work for the DCT as well. However, speed is
generally more of an issue when decoding JPEG files than when encoding them.

To optimize the IDCT and DCT calculations we are going to use mathemat-
ics, not programming tricks. A basic knowledge of linear algebra and trigonom-
etry will be very useful in getting through the derivations. Many people find it
frustrating when explanations of mathematical processes leave out just enough
steps to get you lost, so the explanations are rather detailed. If you have no inter-
est in the mathematics or find this tedious, you can ssmply skip to the end of the
chapter to find the end result.

.. ]
Factoring the DCT Matrix

|
Equation 10.1
Inverse DCT

In Chapter 6 we explained that two matrices are multiplied by taking the dot
product of the rows of the first matrix with the columns of the second matrix.
When we use a matrix to calculate the IDCT we use Equation 10.1, where Mis
the transform matrix and T is the input data to the transform.

V= MT™

Since matrix multiplication is associative, we can perform the two multi-
plication operations in either order. For consistency, in this chapter we are
going to perform the multiplication as V = M'(TM). In other words, we are

121
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g e AR

Equation 10.2

Equation 10.3

www.vsofts.net

going to multiply the rows of T by the columns of M to create a temporary
matrix. Then we are going to multiply the columns of the temporary matrix by
the rows of M".

When we multiply T x M each output row depends only on the correspond-
ing row in T so we can treat the calculation of each row separately. Similarly,
when we multiply M" and the temporary matrix, each column in the output
depends only on the corresponding column in the temporary matrix.

The DCT transform matrix as originally presented in Chapter 7 is repeated
with the substitution % = V% in Equation 10.2. Each row/column dot product
requires 8 multiplication operationsand 7 additions; therefore, transforming each
row requires 64 multiplication operations and 56 additions.

2 e Lo 2o 0 2 o1 2 i3 2 0 15
CcOoS l()7T V& COS 1677 Vs cos Ih7T Vg COS |(>7T \x cOoS ”‘TI'

(el
Q
w
R
3
-
B

2 et {2 3
VxCOb IhTr VXCOS 167T V

— = ;

2 o6 2o 2 cos L L2 cos 2o 2 cos L 2 cos B 2 cos B
\;XCOS 67 VXCOS 67 VXCOS T VSLOS T VxCOb 67 \g 08 1,7 v

. 5 2 2l 2 27 2 33
€OS [ |5 COS Ty \/§ COS 0T [ COS (77

2z 9
\'g COS 70T

2 3
g COS 77

2, 4 {2 L 2 20 2 28 2 36 fa o od4
VXCOS Ih7T \fxCOS IhTr VXLOS aa VxCOb 1()77 VXCOS ](777 \38005 Ih7T v

2

12 008 2 2 cos Bm eos B JEcos B 2 cos B 2 cos B2 2cos S 2 cos B
\stOS Tl VXCOS rxd VxCOs Txd \‘exCO\ 6T \‘,‘X(,Ok 6T Vs 08 77T Ve S 16T \;XLOS 67

12 cos L oo B 2o 2 ooe R 2o 266 2 T8
VXCOS 1677 \“XCOS I()’JT \,XCOS I("IT VXCOS ”‘77‘ VXCOS l(‘7T vy oS I67T \“XL 8 167T

2 o1 {2 a2 38 240 2 o6 2 o772 9, f2 ... 108
\38(’05 |67T VXCOS I67T VXCOS l()Tr \‘;XCOS ](,7T \,‘XCOb IﬁTr VXCOS 167T VxCOS ](‘77 VXLOS |07T

Noticethat there ismuch symmetry in the matrix. Wewill exploit these sym-
metries by factoring the DCT transform matrix into the product of several sparse

matrices.

The first transformation we are going to make is to factor out the constant
value %8 from each element in the matrix and redefine the IDCT using the equiv-
alent definition shown in Equation 10.3.

V=1 MM

8
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L
Equation 10.4

I —
Equation 10.5

|
Figure 10.1
Cosine Function

[ 1 1 1 1 1 1 1

For now we will ignore the % factor and simply work with the matrix shown
in Equation 104.

1 3 5 7 9 11 13
V2 €05 5 2 cos 7 V2 cos m 2 cos &7 V2 cos & 2 cos 157 |2 cos 2w V2 cos B
2 6 10 14 18 22 26
V2 cos T 2 cos g V2 cos {gm V2 cos {im 2 cos ¥ 2 cos 2 V2 cos 7 2 cos om
3 9 15 21 27 33 39 45
V2 cos 15 2 cos 5gm V2 cos 2 V2 cos e V2 cos L 2 cos 2 V2 cos 27 2 cos B
4 2[5 a0 20 2 3 u 52
V2 cos Em V2 cos {gmr V2 cos g 2 cos K |2 cos Jem 2 cos e 2 cos 2 cos o
A3
5 i5 25 35 65
V2 cos S 2 cos w2 cos 2 V2 cos fom V2 cos L 2 cos Em V2 cos Exr 2 cos B
42 54 i~ 66 7
V2 cos £ 2 cos i 2 cos 2 2 cos 2o |2 cos 2ar 2 cos Emr 2 cos B V2 cos

V2 cos L7 V2 cos &7 2 cos B V2 cos Tm V2 cos L7 2 cos D 2 cos Lo 2 cos L J

The next few simplifications take advantage of the symmetries in the values
of the cosine function to reduce the number of unique vaues in the transform
matrix. The properties of the cosine function can be found in any mathematical
handbook.

If you refer to Figure 10.1 you can see that the cosine function is cyclical
such that

cosx = cos(x + 21)

Using Equation 10.5 we can replace every occurrence of liv(; in Equation 10.4

Nmod 32
\ /\ |
—4n -3n . =2® - 4n
-0.5 -
-1.0%-

with , giving Equation 10.6.
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Lo B
Equation 10.6

‘Eion 10.8 -

Equation 10.9

uatlon 10.7

1 1 1 l 1 1 1 1

! x i 3 i Sl i 7 . L i 1 { 13 i < 15
v2 €08 767 2 €08 0T V2 €08 147 V2 €08 1o 2 €08 7pm v2 008 1 2 cos BT {2 cos o

9 o082 D o S 09 cos 0 B ane M g G B8 Iy 22 5 26 iy 30
V2 €08 [ 2 €08 1gm 2 cos 1T 2 cos x7 V2 cos (o 2 cos T V2 cos em V2 cos e

/ o 2m D cos Lo o 15 g U 27 LI z { , B
V2 €08 7o V2 €08 o 2 €OS 1o V2 €08 femm V2 €os T V2 C0s 7o y2 oS pm 2 o8 T

i 4 I i2 i 20 f 2 i 4 I 12 { 20 { 28
V2 €08 jom V2 cos 7 y2 cos [ 2 cos ]—277 V2 €O8 o V2 €o8 15 V2 €08 {2 Cos [T

; 5 A 5 25 3 ; 13 23 _ ] : i
V2 €os (o V2 cos 17m 2 cos T V2 €08 pm V2 cos o7 V2 cos T (2 cos o V2 cos

6 i 18 i 30 i 10 1By 22 2 2 i 14 B 26
16T V2 cos 1. {2 cos 16T v2 cos ;m V2 cos T {2 cos jom y2 cos pm 2 cos 1T

V2 cos ¢

7 cos L 02 coc 2 09 cog 2 4 coe ot Y 0o 3 9 oo B 9 cne 2 19
V2 €08 o7 v2 €08 7T 2 €08 o7 V2 o8 (g7 2 €os T V2 €oS 7 V2 cos jem {2 Cos T

Again referring to Figure 10.1, the cosine function is symmetric along the
x-axis such that

cos7T +t x =cosmwm — X

Using Equation 10.7 we can replace al the matrix elements in Equation 10.6
with arguments to the cosine function that are greater than ¥, giving Equation
108.

F ] 1 1 1 1 1 1 1

; 1 i 3 i < i A { 2 ik H 13 ! 15
v2 €0S {¢7 V2 €08 jom 2 €os 1o \2 €oS o7 \cz‘COS 5T V2 COS xm 2 Cos o 2 cos 5

9 ane 2o 49 e Lo Jo_ Ja_ 14 0 iy b 2
V2 €08 7,7 V2 €08 7 2 €08 1gm V2 €os o 2 008 1o V2 €08 1 T y2 COS o {2 COS o

9 cos 2 2 cos L 42 cos B 2 cos Lo 9 cos S 2 cos Lt P cog L 49 cos 13
V2 €08 177 V2 €08 g {2 €08 1T V2 €08 pT 2 COS 5o 2 €os 1o V2 c0s 5T N2 Cos T

/ 4 { 12 i 12 i 4 { 4 / 12 { 12 { 4
V2 08 7o {2 008 1gm 2 cos 1o W2 cos jem 2 008 (57 V2 €0s g V2 cos i 2 €os (o

9 aos S 09 an 15 0y ol T Sy e 3y o B0 s L gL
V2 €08 157 V2 €08 g V2 €08 75 V2 €08 o7 2 COS 15T V2 €08 747 {2 €08 o 2 cos

10 10

g o { 14 / - / 10 { o 10 i 2 { 14 i 6
V2 €08 157 V2 €08 [p7 V2 €08 {5 2 COS [T Y2 COS V2 COS [T 2 €08 o 2 cos o

i 7 i 1 B 3 ! | in 1 ! 13 i 5 B 19
V2 €08 {¢m V2 €08 1 {2 oS [T y2 cos %77 V2 cos 167 V2 cos 5T V2 oS som 2 cos 12

The cosine function is dso symmetric aong the y-axis such that

cos - t x=-cos - — X.
08 5 08 -
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Using Equation 10.9 we can replace al arguments to the cosine function in
Equation 10.8 that are greater than 7, giving Equation 10.10.

Equation 70.70 o 1 1 1 1 1 1 -
V2 cos £ 2 cos Zm 2 cos 2 |2 cos 4w —2 cos L2 cos 5gm—2 cos 22 cos fem

V2 cos Zm 2 cos £m —2 cos £m—y2 cos Zm—2 cos Zm—\2 cos 5 V2 cos £m 2 cos &

2 cos 2 —\2 cos T —2 cos fm—y2 cos tgm V2 cos jgm 2 cos Lo V2cosm —y2 cos 5

M= V2 cos Lo —\2 cos fm—2 cos {Em {f cos m |2 cos s —y2 cos 15w —y2 cos A J2cosxm

y2 cos S —2 cos {57 2 cos L V2 cos Zm -2 cos 22 cos 5 V2 cos L —J2cos

V2 cos &1 —\2 cos £ 2 cos B —2 cos {572 cos fgm V2 cos 27 —\2cos &m 2 cos

V2 cos & —\2 cos Em 2 cos 2 —\2 cos m 2 cos g —\2 cos & 2 cos S —2 cos g

The value of the cosine function at 5 iswell known.
Substituting Equation 10.11 in to Equation 10.10 gives Equation 10.12.

Equation 10.12 [ 1 1 1 1 1 1 o]
J2cosim (Zcosim V2cosEm V2 cos g —y2 cos fgm—y2 cos 2 7—\2 cos T2 cos fgm

V2 cos Zar |2 cos & —2 cos fm—2 cos 2 cos Fm—2 cos jgm V2 cos £ V2 cos B

" - V2 cos = —2 cos 5m—2 cos L2 cos 5 V2 cos L J2cos&m 2 cos pm —\2 cos i

1 -1 -1 1 1 -1 -1 1

V2 cos 2 —\2 cos £ 2 cos fm 2 cos 27 —J2 cos Tm—2 cos fm V2 cos =T —\2 cos 57

5 2 2 I s "n 20 2 6
V2 cos £ —\2 cos Zar 2 cos Em —\2 cos 5m—2 cos 1gm V2 cos g —y2 08 g7 V2 cos &m

7 3 3 L 1 3 S z
V2 cos Lo —2 cos S V2 cos 7 —\2 cos 57 V2 cos Lar —\2 cos Z V2 cos 5w —2 cos T
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Disregarding the sign, only seven distinct values remain in the transform
matrix. Now that the values within the transform matrix have been simplified we
will factor the matrix into the product of severa sparse matrices. The primary
goa in the factorization of the transform matrix is to create matrix factors with
as many zero values as possible. The secondary goal isto create matrices with the
values +/-1. Zeros are great, ones are so0-so, and everything else is bad.

The process used to factor the matrix is called Gaussian elimination.
Gaussian elimination is beyond the scope of this book. However we have
attempted to include enough steps for a reader with a basic knowledge of linear
algebrato clearly see how the factors are obtained.

?&g‘g«(
%a} The following examples of matrix multiplication operations illus-
trate the principles of row reduction used to factor the DCT matrix.
1 0][AB] _ [AB
01][cD] T |cD
_2 (1)] [é 5_ = _ﬁ B Row Interchange
[0 7] [é p| =" B*Dz"] Row Addition
[AB1[10] — [AB
icDjjo1] ~ |CcD
é 5] [(1) (1). = :g é] Column Interchange
[A B][12] _[A 24+8B ..
C D] [o 1 = |c 2C+D] Column Addition

Notice that if the matrix in Equation 10.12 is divided in haf verticaly, the
left half of each row is either a mirror image of the right or a negative mirror
image. We can factor the matrix to group the mirror image rows together and the
negative mirror image rows together (Equation 10.13). This first factorization is
not strictly necessary. Its only purpose is to make the remaining factorization
steps clearer.
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Equation 70.73

1 00 00000
00001000
0010000 0
000 0O0O0T1 0
01000000
00000100
00010000
Lo 00 000 0 1]
(1 1 1 1 i 1 1 1
1 -1 -1 1 1 -1 -1 1

e 2 1 6. 7 S 2.1 2.1 6 5 I 2
vl cosgm 1 cosjgm —y1 cos jpm—y1 cos sem—y1 cos jzm—y1 cos V1 cos 167 Vlcos{m
1 K ——) 2 2. -0 T 6 2 _N 2 1 5
V1 cos £ —\/1 cos Zm V1 cos 1 cos 3¢ /1 cos g V1 cos &m —1 cos &7 {1 cos Em
M ons Lo 1 enc 4 5 T eoe Lo — ST ooe Lo [T oo S T e 3 1T e L
V1cos {zm V1 cos gzm V1 cos Zm V1 cos {em —y1 cos jzm—1 cos szm—y1 cos TV 1 cos e

35 L " 2 K 3. _ 1 R z T Lo _J EN
V1 cos 5T —~V1cosjem y1cos zm 1 coszm —y1 cos jzm—+1 cos 1z V1 cos 16T —V1 cos

*
n 3 - _N1 A Lo_ S0 5 L ey - _01 3
vl cos jgm —1 cos (g7 J1 cos 167 —v1cos g7 V1 cos gm \ﬁ €08 17 v1cosgm —v1cos o

1T A 1 3 1 21 L L. _ /1 3 1 S 1 7
1 cos jgm ~V1 cossgm V1 cospm —y1 cos e V1 cos 167 —vV1cosgm V1 cos o7 V1 cos ,671]

N
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uation 10.14 10000000
g 00 0 0 1 0 0 0
001 0 0 0 0 0
M = 0 00 0 0 0 1 O
01 0 0 0 0 0 0
00 0 0 0 1 0 0
0O 0 01 0 0 00
0 0 0 0 0 0 0 1
( | 1 1 1 0 0 0 0
1 -1 -1 1 0 0 0 0
V2cos = 2 cos T —y2 cos £ (2 cos & 0 0 0 0
V2 cos %77 —y2 cos %77 V2 cos %Tr —y2 cos Lar 0 0 0 0
0 0 0 0 V2 cos Tm 2008 5m y2cosom 2 cos
X
0 0 0 0 J2cos = (2 cos L —y2 cos 7 2 cos L
0 0 0 0 2 cos =72 cos 1.2 cos L 2 cos %TI’
0 0 0 0 =2 cos fem 2 cos S —2 cos T (2 cos L
[1 0 0 00 0 0 1
010 0 0 0 1 0O
0O 0 1 0 01 00
« O 0 0 1 1 0 0 0
0O 0 01 -10 00
o0 10 0-100
01 0 0 0 0 —-120
L1 0 0 0 0 0 0 -1

In Equation 10.14, notice that the nonzero elements at the upper left corner
of the center matrix form the same mirror pattern as the rows of the matrix in
Equation 10.13. We factor again in a similar manner to attack that corner
(Equation 10.15).
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Take alook at the 4 x 4 submatrix at the lower right corner of the second
matrix in Equation 10.15 and in Equation 10.16.

Equation 10.15 [1 0000000
0 0 0 01 00 O
001 0 0 0 00
M = 0 06 6 0 0 010
01 0 0 0 0 0O
00 00 01 0O
0 0 01 0 0 0O
LO 0 0 0 0 0 O 1]
1 1 0 0 0 0 0 0 i
1 -1 0 0 ) 0 0 0 0
0 0 2cosgm \/Ecosli:w 0 0 0 0
0 0 —2ZcosZm 2cosZm 0 0 0 0
*lo o .0 0 V2cosZm  V2cossm  —y2cosm V2 cos m
+
0 0 0 0 V2cos £m  2cos Em  —y2cosm  y2cos
0 0 0 0 —V2cos = —2cos 5w —y2cos 5w V2 cos T
LO 0 0 0 —2cos tm  J2cosim —\2cos im ﬁcos{gwj
(1 001 0000] [10000001
011 00000 010 0 0 010
01-10 0000 0010 01 00
< 1 0 0-10 0 0O % 00 01 1 0 00
0 00 ¢ 1 0 0 0 00 0 1-10 00
00 0 0 01 00 0010 0-100
00 0 00 0 10 01 0 0 0 0-10
0 0000001] [100000O0-L
EEE—— - .
Equation 10.16 J2cos km  V2cosEm  2cos w2 cos
V2cos Em  V2cosLm —y2coszm \2cos Em
S =

3. L Z 3
—V2¢cos zm —y2 cos g —y2 CO8 1¢7 V2 cos T

—y2cos 5w V2cosgm —\2cosem 42 cos L
-
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This matrix can be factored out even more if we take advantage of these
relations, which can be found in any book of standard mathematical formulas.

cosa + cos B = 2cos %(a + B)cos %(a - B)

cos @ — cos B = 2sin %(a + B) sin %(a -B)

Using Equation 10.17 we find that

e 15 = oo
! (Cm T+ Cos 1 )

cos S = \g(g ,; )

= -\%(cos 12 77')

A derivation from Equation 10.18. The other values are derived in
a similar manner.

(2 cos %77 + Zsm ) = CO0$ 76-77 + sin %w
= COS %w + cos ngw Equation 7.11
= 2 cos 1(%77 + %77) cos %(%W - ngw) Equation 7.20
= 2 cos Y cos( 16)
= 2 cos  Cos 73
= 2ﬁ cos - 16
= 2 COs 11_67T
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Equation 10.19

Equation 10.20

Equation 10.21

Subgtituting Equation 1018 into Equation 1016 gives the results in

-

Equation 10.19.
72 cos L L(ﬁ Lo J7 cos )
V2 cos jgm 75\ V2 cos 1gm — 2 cos g7
S 1
V2 cos & 5
o .
—V2 cos o -5
2 cos L L(Q R 1)
—V2 ¢os 1¢m 2\ €os o+ y2 cos g

1
—(\/5 cos 157 + V2 cos 1—767r)
V2

(oo or- Teonin)  h{(2eos v (2o i)

(\/5 cos = + 2 cos 15—671-) —%((2 cos %n’-— V2 cos %77-)

1(3 cos - 1
4((\,2 COS 167 — V2 cos L

Equation 10.19 can be factored into Equation 10.20.
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\/Ecosl—767'r 0 0
0 V2cos Zm  \2cos Zm
S= .
0 —2cos =m V2cos o
—\@cos#ﬂ' 0 0
1 0 0 ¢
1
0500
1
0 0 72 0
0 0 0 1
F\Ecos%w 0 0
0 V2cos =m  V2cos S
S =
0 —2cosZm \2cos &m
—2 cos T 0 0
1 0 0 0
1000 0 =0 0
001 10|y | 2
01 1 0 0 0 _.1: 0
0 0 0 1 V2
00 0 1

V2 cos 157
0 1110
% 1 1 -10
0 -1-11
0 01 1 1
V2 cos =7
V2 cos =7
0 12100
% 1 1 0 O
0 0 0 -11
0 0 11
V2 cos T
oldroad

V3 cos Lar
V2 cos 1—5677

3
V2 cos T3
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Putting Equation 10.21 into Equation 10.15 gives the matrix shown in

Equation 10.22.

Equation 1022

S
e 7W c o c o c o o -
s o o = 2 o o 2 oo o o —|Sc
Q [
~ ~ o o o o oY e o
i T
o c o c — o o <o
S [ S o o - o o < o
] o[
. . c o —~ o = <
o o o =} = g g o < = <
o ¥
~ ~ c — o o c o <o o
= T
— o c o o c o <
]
k =
wle X
w) -4 r 1
< o =]
< < e 8 S < cocococcoc—
o o
s ﬂ cocooco T~
cCoooO ——o
& & cocmeoa
) -2 ocococ—ocoC
»
o o o = 3 = o S cco—~occoo
(]
™ o co—~ocococ
>
|
oc—coocooc
Wn 4“, —oocoocooo
o= o= i ]
_ ., = o m 4 =) =) =) =) X
o
cocoooo — ~ ~ -—
e e cCocooCOO — —
cooc—coco
& coco—oo T~
cocococ—co & e
ol . cococT—oco
.
c—oooCc oo = 2 < =
= ISI— S S = e < = ccoo——oo0
I
co oo —c I
ceoes = 7 cco—~cocoo
cComooeooe coc—ococooo
cooo—ococ ~ = = = < < c—~oocoooS
—cocoocoe —~ —~ o < < < = = —oocococo
L J J

1"
=

X

-1

c—cocoTo
cCo—ocoToo
cco—Tooo
SCco—~—o0C
co—~co—o0
oc—oocoS—o

— oo oc oo —

L. ]

X

f

-1
SO SCoOO —~

cocococo—o
occocco—oo
ccoc—~—occo
—coToocco
c—Toococoo
S—~—CcCcooo

—o o —ooC o

X
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L
Table 10.1

Operations

Required After
Factorization

L]
Equation 10.23

Equation 10.22 appears to be much more complicated than the origina in
Equation 102, but it actualy requires fewer steps to caculate. Multiplying a row
vector and M requires 64 multiplication and 56 addition operations. In the fac-
tored matrices any nonzero value that is not equal to +/-1 represents a multipli-
cation and al but one nonzero value in each column represents an addition.
A zero in afactor represents no operation and almost dl of the array elements are
zeros. Table 10.1 shows the operations required for each matrix multiplication
with the factored matrices.

O
Matrix Addition Multiplication

1 0 0
2 8 12
3 4 0
4 2 0
5 0 2
6 4 0
7 8 0
Total 26 14

Most processors take longer to execute multiplication instructions than addi-
tions. For example, on my system the speed advantage is about 4:1 in favor of
addition. Therefore, it is usualy advantageous to replace multiplication opera
tions with addition. In the factored matrix most of the multiplication operations
are in groups of the form

X=Acosa + Bsna
Y =Asina - Bcosa

Thisform iswell known in computer graphics because it represents the rota-
tion of the point (A, B) by an angle. A rotation uses four multiplication operations
and two additions, but if it is calculated as shown in Equation 10.23, it requires
3 multiplications and 3 additions. If this method is used for multiplying the
matrix, the total number of operations required to multiply a row by the DCT
matrix becomes 11 multiplications and 29 additions.
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Equation 10.24

T=cosa(A + B)
X=T-(cos « - sih gB
Y = -T +(cosa + sina)A

The following code example is an implementation of an IDCT function that

slavishly follows the factorization in Equation 10.22 so that you can clearly see
how the factored matrix multiplications are implemented in code.

typedef double MATRIX [8][§] ;
const doubl e
const doubl e
const doubl e
const doubl e
const doubl e
const doubl e
const double SQRT2 = (L0 / sqrt(2.0)) ;
unsigned int Limt (double input)

(sqrt (20) * cos (MP/16.0)) ;
(sgqrt (20) * cos (2.0*MPI/16.0)) ;
(sgrt (20) * cos (3.0*MPI/16.0)) ;
(sgrt (20) * sin (MP/16.0)) ;
(sgrt (20) * sin (20*MP/16.0)) ;
(sgrt (20) * sin (3.0*MP/16.0)) ;

BRERQZR]A

double value = input + 1285 ;
if (value < 0)
return 0 ;
else if (value > 255)
return 255 ;
el se
return (unsigned int) value ;

void InverseDCT (MATRX input, MATRIX output)

{
doubl e tnp[Sanmpl eW dt h] [ Sanpl eW dth] ;
for (int row=0; row< 8 ; ++ row

{double a0 = input[row[0]
double al = input{row[4]
double a2 = input[row][2]
double a3 = input{row[6]
double a4 = input{row[1]
double a5 = input[row5]
double a6 = input[row[3]
double a7 = input[row[7]
double b0 = (a0 + al) ;
double bl = (a0 - al) ;

/1 b2 =S2*2 - Q@ * a3 ;

/1 b3 = @ * a2 + 2 * a3 ;
double r0 = 2 * (&2 + a3) ;
double b2 = r0 - (2+Q) * a3 ;
double b3 = r0 - (S2-Q) * a2 ;

1 b4 =Sl * a4 - ClL* a7 ;
1 b7 = CL * a4 + S1 * a7 ;
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double rl =Sl * (a4+ayr) ;
double b4 =rl1 - (SI+C) * a7
double b7 =r1 - (S-A) * a4

b5 = C3 * a5 - S3 * a6 ;
b6 = S3 *a5 + C3 * a6 ;

double r2 = G * (& + ab)

double b5 =r2 - (CG3+S3) *

double b6 =r2 - (3

double ¢c0 = b0 ;

double ¢1 = bl ;

double ¢2 = b2 ;

double ¢3 = b3 ;

double c4 = b4 + b5 ;
double ¢5 = b5 - b4 ;
double ¢6 = b7 - b6 ;
double ¢7 = b7 + b6 ;
double d0 = ¢0 ;

double d1 = c1 ;

double d2 = ¢2 ;

double d3 = ¢3 ;

double d4 = ¢4 ;

double d5 = ¢c6 + ¢5 ;
double d6 = ¢c6 - ¢5 ;
double d7 = c7

double e0 = d0

double el = di

double e2 = d2

doubl e e3 = d3

double e4 = d4

double e5 = SQRT2 * d5 ;
double €6 = SQRT2 * d6 ;
double e7 = d7 ;

double fO0 = e0 + €3
double f1 = el + €2
double f2 = el - €2
double f3 = e0 - €3
double f4 = e4

double f5 = €5

double f6 = eb

double f7 = &7

tnmp [row[0] = (fO + f7)
tmp [row[1] = (f1 + f6)
tp [row[2] = (f2 + f5)
tnp [row[3] = (f3 + f4)
tnp [ron[4 = (f3 - f4)

i
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¥

tmp [row[9]
tmp [row[6]
tnp [row[7]

for(int col =

{

doubl e a0 =
doubl e al =
doubl e a2
doubl e a3
doubl e a4
doubl e a5
doubl e a6
doubl e a7

doubl e b0
doubl e bl

= (f2 - f5)
= (f1 - f6)
= (f0 - 7)

0 ; col <8; ++ col)

tmp [0][col]
tmp [4][col]
tmp [2][col]
tmp [6][col]
tnp [1][col]
tmp [5][col]
tmp [3][col]
tmp [7][col]
(0 + al) ;
(0 - al) ;

b2 =2 * a2 - @ * a3 ;
b3 =C * a2 + 2 * a3 ;

double r0 =
doubl e b2 =
doubl e b3 =

Q¢ (2 + ad)
o - (S+Q) *
0 - (S20) *

b4 =Sl * a4 - CL * a7 ;
b7 = ClL * a4 + S1 * a7 ;

doublerl =
doubl e b4 =
doubl e b7 =

S1* (ad+al) ;
ri- (SL+C1) *
ri- (S-Q) *

b5 =C * a5 - S3 * a6 ;
b6 = S3 * a5 + C3 * a6 ;

double r2 =
doubl e b5
doubl e b6

double c0
double cl
double c2
double ¢3
doubl e c4
doubl e ¢5
doubl e c6
double c¢7

doubl e d0
doubl e d1
double d2
doubl e d3
doubl e d4
doubl e d5
doubl e d6
doubl e d7

@3
r2 -

-
N
'
—_—

b5 - b4
b7 - b6

c6 ; c5 ;
c6 - ¢5 ;

a3 ;
a2

ar ;
ad ;

ab ;
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double e0 = d0 + (128*8) ;
doubl e el = dl + (128*8) ;

double e2 = d2

double e3 = d3

double e4 = d4

double e5 = SQRT2 * d5 ;

double e6 = SRI2 * d6 ;

double e7 = d7 ;

double fO = e0 + €3 ;

double f1 = el + e2 ;

double f2 = el - e2 ;

double f3 = e0 - €3 ;

double f4 = e4 ;

double f5 = €5 ;

double f6 = eb ;

double f7 = €7 ;

double g0 = f0 + f7

double gl = f1 + {6

double g2 = f2 + f5

double g3 = f3 + f4

double g4 = f3 - f4

double g5 = f2 - f5

double g6 = f1 - f6

double g7 = f0 - f7

output [O][col] = Limt (g0/8.0)
output [2][col] = Limt (gl/8.0)
output [2][col] = Limt (g28.0)

output [3][col] = Limt (g38.0)
output [4][col] = Limt (g480)
output [5][col] = Limt (g5/8.0)
output [6][col] = Limt (g6/8.0)
output [7][col] = Limt (g7/8.0)
}
}

T R R e
Scaled Integer Arithmetic

On most processors, floating-point operations take much longer than integer
operations. Another method for speeding up the IDCT and DCT calculations is
to use only integer operations. To simulate real numbers we scae the integer va-
ues by multiplying them by a power of 2.

If we were to scde al vaues by the 2, then we could represent the vaues
e s2,-15,1,-5 0, .5 1, 15, 2 ... using integers. If we scale them by 4, we
canrepresent ... -1.25, -1, -.75, -5, -.25, 0, .25, .5, .75, 1, 1.25. The more we
scale the integers, the more precison we get in the caculation. Unfortunately,
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if we scale the integers so much that an integer overflow occurs, we get incor-
rect results.

The sample code below illustrates how to use scaled integers. In this exam-
ple the integer values are scaled by a factor of 2°, which is implemented using a
left shift. To convert from a scaled integer to a regular integer you would use
aright shift operation with the scale factor. Here we used division to convert to
a floating-point value in order to preserve fractions.

const int scale =5 ;

long vl = 2 << scale ;

long v2 = 3 << scale ;

/1 Addition

long v3 = vl + v2 ;

/1 Multiplication

long v4 = (vl * v2) >> scale ;

/1 Division

longvb = (vl << scale) / v2 ;

cout << (double) v3 / (1 << scale) << endl ;
cout << (double) v4 / (1 << scale) << endl ;
cout << (double) v5 / (1 << scale) << endl ;

The problem with using scaled integers rather than floating-point values is
that unless you have a system with 64-bit integers you can never get the same pre-
cision you can with floating-point numbers. Generally the difference between the
two methods is very small, but a difference does exist that can produce greater
rounding errors.

If you are implementing a JPEG application, you may wish to use floating-
point values when you are compressing images and scaled integers when you are
decompressing them. Generally speed is more important when you want to view
a compressed image than when you are compressing one. This would give you
more accuracy when you create an image and more speed when you are view-
ing one.
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]
Equation 10.25

IR
Equation 10.26

Merging Quantization and the DCT

Something we did not account for in the operation totals in Table 10.1 is that we
factored out the value é from the IDCT equation. As you can see in Equation
10.3, this means that we have another 64 multiplication operations to add in at
the end. Ifthe IDCT isimplemented using scaled integers, then dividing by 8 can
be done as a hit shift that can be combined with descaling the final result.
Unfortunately, this does not work with floating-point numbers.

Another way to get rid of the term % is to merge this value with the quan-
tization values. In fact, if we factor the DCT matrix alittle differently, it is pos-
sible to save even more than the 64 operations resulting from this term. For this
factorization of the DCT matrix we are going to follow the same steps as in the
previous one until we get to Equation 10.15. From there we will branch off on

another path.
A formula that will play a key role in the factorization is the product of

cosines formula shown in Equation 10.25.
cos acos B = %(cos (a + B) + cos(a — B)

In the factored matrix in Equation 10.15 the cosine terms in each row or
column can be grouped into pairs

(6 %) (5 )3 ™ 16 7)
66T \16™ 16" N16™ 167,

whose sum is 7, where the value of the cosine function is zero.

If we extract this submatrix from Equation 10.15 (Equation 10.26) it can be
factored as in Equation 10.27 using the cosine sum formula in Equation 10.25.

V cos &7 2 cos AW}

—V2 cos Zm 2 cos 5w
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Equation 10.27 V2 cos jgm 2 cos o

/ 2 2 cos &
—V2cos T V2 cos 1om

V2
cos 2o 0 2 cos 2arcos Lo 2 cos 2 cos L
S T COS 75T COS 15T COS {57 COS (¢ T
= i X
; 2
0 v2 2 cos =7 cos 5 2 €08 LT cos =T
3
o8 o
[ 2
2 0 4 4
COS 14T COS 17T cos 7 + cos (0)
= , X
i 4 4
0 V2 —cos ;7 —c0s 1o + cos (0)
6
oS 1r
V2
cos =7 0 4 dr+1
S 1% COS g COS {47
= N x
i 4 4
0 V2 ~coS 1o —cOS (gt |
3
€08 3, |
J2
2 0 4 4
COS 16T [ 1o } COS {cT  COS [T
= } X x
0 V2 - 0 1
6
cos e
V2
3 0 .
€08 1™ [1 1} cos gm0 [1 ]}
= . x x X
0 2 -1 0 1 01
6
cos “’WJ
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The trick in this factorization is to choose the cosine row scaling values in

such a way that the cos (0) terms end up in the same column.

If we create another submatrix for the remaining cosine terms in Equation

10.15, we can follow a similar factorization process (Equation 10.28).

]
Equation 10.28 \/f cos 1_75’” \/i cos %77 2 cos 1—3671- \/5 cos 1%’”'
V2 cos %w V2 cos %‘n’ —2 cos %77' V2 cos %77
—2005%77 —ZCOS%'JT—ZCOST%?T \/20051—36-77
—J2 ¢cos %77 V2 cos 13—67r —v2 cos %‘n’ \/5 cos %77
E—ﬁi— 0 0 0
COS ¢
0 ___\/5__
2 cos T5677
0 0 -—ﬂs— 0
2 cos j¢7
0 0 0 ~_£7._
2 cos 157

B i 7
2 €08 147 COS 1T
5 3
2 €08 ;57 COS 1T
3 35
~2 €08 [T COS ¢ 7

Z L
~2 COS {g7T COS g7

2 cos - cos 2
7
2 cos £ cos L
3 1
—2 €08 57 COS 17

z 3
2 COS 767 COS 167

1 3
2 COS 17 COS 12T
—2 cos 2T cos =T
16 16
3 Z
—2 coS {57 €08 167

7 5
—2 €08 {57 €08 15T

2 cos Lar cos L7 |
COS 7477 COS ¢

5 5
2 cos g7 COS T

3 3
2 cos {7 COS 157

A Z
2 cos 1¢7 cos [67TJ

o
Table 10.2 Matrix Addition Multiplication
Operations
Required for the 1 0 6
New Factorization 2 0 0

3 6 0

4 2 2

5 2 0

6 2 3

7 1 0

8 4 0

9 4 0

10 8 0

Total 29 n
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Once again, the cosine scaling terms have been chosen so that all of the
cos (0) terms end up in the same column. Equation 10.29 is the remainder of the

factorization.
T ane L il S il 3 S L 1]
|72¢os 167 €OS 1,7 2 ¢S (o7 COS 1577 2 COS ¢ COS 357 2 COS 77 COS Jp 7
2 Co8 21T CO$ = 2 cos s L ~2 COS =77 COS & 2 COS T COS >
08 147 COS 1,7 167 CO8 ¢ €08 ¢ 167 16T COS (77
—2 €08 17 CO$ = —2 cos 2 cos = —2 COS ST COS T 2 cos =77 cos =
CO8 5,7 COS 17 $ 76 16 €0S 3¢ 16 167 COS J¢T
—2cos = § - 2 cos - 3o -2 Larcos 2 cos L cos &
COS 17T COS o7 COS 7577 €OS 14 COS 1¢ T cOS ¢ T
[ e & 5 4 2 4 2]
COS 1,7 COS 1,71 T €08 1,7 COS 7,7+ COS 1o COS 1,
o5 2 cos L A Ccos L cos tm —cos &
COS 147 €OS {57 — COS 75T 08 =7 — €08 ¢ 08 16T
- 2 2 4 _y 4 5
—COS T2 —COS 1T — COS 1,7 COS 77T — COS (7 COS 777
.5 Ceoe & 4 “ 2 4 _ 2
L\cos T COS 757 + CO8 7 COS {77+ COS 1¢ 7T Cos =7
o £ g & 2 2.
COS (¢ €O g7 COS 7T €OS T
4
001 0 —cos tm  —cos Lar 1
01 10 e e
“lo1 a0l "
- 2 2 . O _coc &
NI COS 5 COS {;T  —COS (7T —COS 1z
4 .4
0 COS 14T COS 1, 1
[ .6 o 2 2
COS {¢  COS 14T COS 15T CO8 5T
1 0 1 1 0 0 0 4 4
_ 0 1 1 0 % 0 -1 0 1 « 0 COSEW COSEW 0
0 1 -10 0 0 1 0 5 ) o p
10 0 1 01 0 1 COS{G7  COS{;W  —COS{cW  —COS -7
0 0 0 1
cos %77 0 cos %77 0
1 0 0 1 1 0 0 0 0 cos Lo 0 0 I 1 00
= |0 1 1V 0| x]0-10 1] % 16 x|0 1 10
0 1t -1 0 0 0 1 0 2 0 S0 0 0 1 1
-10 0 1 01 0 1 €08 367 TCOS 5T 00 0 1
0 0 0 [
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We can repeat the factorization process with the matrix with the cosine terms
to give Equation 10.30.

cos %n’ 0 cos %77 0
0 cos %77 0 0
cos %ﬂ' 0 —Cos %W 0
0 0 0 1
1 0 0—
2 cos = 2 cos £ cos £ 0 2cos meos w0
0 1 0 0 0 ca8 e 0 0
= X
0 1 0 2cos EwcosEmr 0 ~2cos gweos emw 0
2 cos 3%77 0 0 0 1
0 0 0 1
2 6 2 2 8 4 4
2 €08 1277 COS {7 0 2coszmwceos im0 cos zmtceosjem 0 cos jem+cos(0) 0
0 cos = 0 0 0 cos 0 0
2 2 6 5 5 8 4 4
0S8 15T COS 157 0 —2 cos jemcos om0 cosemtcoszm O cos jem~cos(0) 0
0 0 0 1 0 0 0 1
[cos i 0 cosEm+1 0
4
_ 0 COS 1¢ 0 0
cosmr 0 cos=m—1 0
. 0 0 1
- cosr 0 0 0
1 010 1 01 0
=10 100 0 coskmr 0 0 01 00
1o-10f" © 1o o1 o
L0 0 0 1 0 o0 10 00 0 1
0 0 01
E——

Equation 10.30

Putting it al together by substituting Equation 10.27, Equation 10.28, and
Equation 10.30 into Equation 10.15 gives Equation 10.31.
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10 0 0 0 0 0 0
0 1 0 0 0 0 0 0
0 (22 0 0 0 0 0
2. cos =
(1000000 0] 0 0 ﬁﬁ 0 0 0 0
00001000 2 cos =
00100000 7
0000001 0,100 0 0 - 0 0 0
01000000 2 cos g
00000100 3
00010O0O0OQ0 0 0 0 0 0 —= 0 0
L0 OO0 O0O0O0 1] 2cos 7w
0 0 0 0 0 —@3— 0
2 ¢os 147
00 0 0 0 0 o 2
2 ¢os 14
1 o0 0 0 0 o 0 0 ]
0421— 0 0 o 0 0 0
2 cos o7
0 0 2ﬁl 0 0 0 0 0 )
0% 167 (10000000
2 00001000
° 0 0 Foszm 0 O 0 0 00100000
X 16 x |00000010
0 0 0 0 1 0 0 0 01 00600CO00
7 000600100
00010000
—= 0 0
0 0 0 0 2cos =7 LO O OO OO0 O 1]
0 0 0 0 0 0 —\/——2'3— 0
2 €08 147
0 0 0 0 0 0 0 ——[2—7—
2 cos g
]

Equation 10.32

Since Equation 10.32 holds true, the matrix multiplication operation can be
reordered so that the scaling is the first step when calculating the IDCT and the
last step when calculating the FDCT.

Substituting Equation 10.32 into Equation 10.31 gives Equation 10.33.

The number of operations needed to calculate each row or column using the
factorization in Equation 10.33 is shown in Table 102 (page 141).
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The effect of this expression is to multiply each element in the matrix V by
the constant value §;, where
SRR TR .= L F | F i
Equation 10.36 5= s FOFO)
FO) =1
Fi) = 72— .n=12,3,4,5,6,7

2 cos ¢

In JPEG decoding, the IDCT is immediately preceded by dequantization
which multiplies each of the elements in Tby a constant value. If we merge the
IDCT and dequantization processes by scaling each quantization value by §;,
then the steps in Equation 10.35 can be eliminated. In the FDCT the operations
in Equation 10.35 become the final step before quantization. If each element in
the quantization table used for encoding is divided by S;, then these operations
can be eliminated from the DCT as well. This leaves 29 addition operations and
5 multiplication operations per data unit.

Conclusion

In this chapter you have seen how matrix factorization can be used to dramati-
cally reduce the number of operations required to implement the DCT and IDCT.
Efficiency isaproduct of design; not aresult of coding. Before cluttering up your
code with performance enhancements, be sure to do measurements to ensure that
the performance benefit, if any, is worth the lack of clarity.

The code examples for this chapter are new implementations of the
JpegEncoder Dat aUni t, JpegDecoder DataUnit, JpegEncoder Quanti za-
tionTabl e, and JpegDecoder Quant i zat i onTabl e classesthat were origi-
nally presented in Chapter 7. The new classes merge the DCT and IDCT with
guantization using the process described in this chapter.

These new classes are structured so that they can replace the previous ver-
sons in the JpegDecoder (Chapter 8) and JpegEncoder (Chapter 9) classes
with few modifications. JpegDecoder needs no modifications to use the new
classes.JpegEncoder needstoaddacall totheBui 1dScal edTabl es member
function of the quantization table class before performing the DCT.
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The additional benefit in this factorization is that we can eiminate the six
multiplication operations in the first matrix by merging them with the quantiza-
tion or dequantization processes. Matrix multiplication is associative and matrix
multiplication by a scalar is commutative. Therefore, if M is factored as shown in
Equation 9.31, the matrix operations in the IDCT calculation (Equation 10.34)
can be ordered o that these three operations take place first (Equation 10.35).

D ———— _ T
Equation 10.34 V=M™ IDCT
T=1iMW'  FDCT
[ S - B
Equation 10.35 1 ([)V 0 0 0 0 0 0
—\21_ 0 0 0 0 0 0
2 cos 1M
0 0 \/52 0 0 0 0 0
2 cos {em
o0 0 -La 0 0 0 0
2 cos o7
é X xT
0 0 0 0 1 0 0 0
2
0 0 0 0 N - 0 0
2 cos 35m
.
0o 0 0 o 0 0 V2 0
2 cos 1
0 0 0 0 0 0 0 \57
2 cos 1o
[ 1 0 0 0 0 0 0 0 |
\/51 0 0 0 0 0 0
2 cos 51
0 0 V2 0o 0 0 0 0
2 cos 1
2 cos iz
X
0 0 0 0 i 0 0 0
2
0 0 0 0 ki 3 0 0
2 cos 1o
0 0 0 0 0 0 V2 . 0
2 COS 147
0 0 0 0 0 0 0 V2 -
2 cos ij
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Chapter 11 «

A

Progressive JPEG

This chapter covers the encoding and decoding of progressve JPEG images,
which, while infrequently used, are becoming more common. One driving force
behind the use of progressive JPEG is the World Wide Web, an ided use for pro-
gressive JPEG images. Using progressive images in Web pages makes it possible
for users to get a good idea of the contents of a Web page before the images are
completely downloaded. The other major force behind progressive JPEG is the
increasing availability of software and libraries (notably the 1JG's library) that

support it.

|
Component Division in Progressive JPEG

A sequential JPEG file may contain a single scan, or the data may be organized
into multiple scans, each containing one or more components. However, in
sequential JPEG, each component is completely encoded within one scan. In pro-
gressive JPEG, components are encoded across multiple scans. Each component
is contained in at least two scans and possibly in as many as 896

Components are divided across scans in two digtinct ways. One of these is
known as spectra selection. Spectral selection refers to the division of the com-
ponent into bands of DCT coefficients. Each band is a continuous range of DCT
coefficients using the zigzag order. The only restriction on the coefficients in a
band, other than that the band must contain a continuous range, is that the DC
component must be in a band by itself. At a minimum, a component will be
divided into two scans one containing the DC coefficient and the other the AC

!in practice the number of scans is never anywhere near the high end of this range.

149
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Figure 11.1
Example of a Data
Unit Divided into
Spectral Selection
Bands

coefficients. At the most extreme the component can be divided into 64 bands
with one coefficient in each.

The first scan for a component must contain the DC coefficients. The bands
containing the AC coefficients may be encoded in any order. Progressive scans
containing the DC coefficient may be interleaved while scans containing AC
coefficients must be noninterleaved. Figure 11.1 shows an example of a data
unit divided into four bands.

The other component division in progressive scans is known as successive
approximation, which is used in conjunction with spectral selection to divide
individual bands into a number of scans. Unlike spectral selection, successive
approximation in aprogressive image is completely optional. When it is used, the
precision of the initial band is reduced by a number of bits. Subsequent scans for
the band increase the precision one bit at atime.

The conversion function used with successive approximation is called the
point transform in the JPEG standard. For DC coefficients the point transform is
simply aright shift by the number of bits specified by the successive approxima-
tion value. For AC coefficients the point transform is

Input

o Successive Approvimition

Output =

At first glance it may appear that the AC and DC point transforms are the
same, but this is not the case. Table 11.1 shows the AC and DC point transforms
with a successive approximation value of 1. Notice that the AC and DC point

1415
16]  |27|28
26|29 |42
25|30 (41|43
24 (31[40 |44 (53
32|30 45|52 54|
|38 |46 |51 55|60
4750 |56 |59 61
35|36 |48(49|57 |58 62|63
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|
Table 11.1

DC and AC Values
with a Successive
Approximation

Value of 1

L
Figurel1.2

Sample Scan
Division by Spectral
Selection and
Successive
Approximation

Input DC AC
5 2 2
4 2 2
3 1 1
2 1 1
1 0 0
0 0 0
-1 -1 0
-2 -1 -1
3 2 -1
-4 -2 -2
-5 -3 -2
0 Coefficients 63
S
e
g3
o QL un
3Ea

transform values may be different for negative values and, for the AC point trans-
form, F(X) = -F(-X).

Figure 11.2 is an example of acomponent divided into 12 scans using acom-
bination of spectrad salection and successive approximation. The spectra sdlec-
tion division isthe same asthat shownin Figure 11.1. The first scan in this exam-
ple contains the DC coefficient with a successive approximation of 3. The
remaining three spectral selection bands can be output in any order. However,
within each band, the scans that refine coefficients using successive approxima
tion must be in strict order.

Processing Progressive JPEG Files

www.vsofts.net

The overal processing of Progressve JPEG files can be implemented in the
same manner that is commonly used for sequentia files. The major differenceis
in the processing of the scans. Figure 11.3 illustrates the difference between the
processing of sequentid files and progressive files.

It should be apparent that displaying progressive JPEG files on the fly
requires significantly more processing than displaying sequentia files or even
displaying progressive files only after they have been completely decoded. This
iswhy displaying progressive JPEG files on the fly only makes sense if the data
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Figure 11.3 Sequential Process Progr essivePr ocess
Sequential and (While MORESCANS Do (" While MORESCANS Do
Progressive JPEG Begin Begin
Processing ReadScanData ReadScanData

End PerformiDCT

ColorConvert
Displaylmage
End

PerformIDCT
ColorConvert
Displaylmage

is being received over a network at a relatively dow rate compared to the speed
of the processor.

Figure 11.3 shows progressive JPEG images being updated after every scan
but this is not necessary. It is possible for a decoder to be implemented so that
it updates and displays the image only when the decoder determines that it has
received enough new data for updating. When displaying the image on the fly,
the process for updating is the same as for a sequential file. If a progressive
image is not displayed on the fly, the overall decoding process is basically the
same as for sequential JPEG and there is little difference in the amount of pro-
cessing required.

Processing Progressive Scans

The first step in decoding a progressive scan isto determine which of these types
the scan is. There are four types of progressive scans and each is processed in a
different manner.

DC AC
First scan for a band 1. First DC scan 3. First AC scan
Refining scan for a band 2. Refining DC scan 4. Refining AC scan

All of the information needed to determine the scan typeis stored in the SOS
marker,? where the spectral selection start and end fields specify the coefficients
in the band. If both of these values are zero, the scan is a DC scan. If both values
are nonzero, then it is an AC scan.

The successive approximation value is stored in two 4-bit fields packed into
1 byte. If the 4 high-order bits are zero, the scan is the first scan for the band.
Otherwise, when this field is nonzero it is a refining scan. If both of these bit
fields are zero, then successive approximation is not used for the band.

“See Chapter 5.
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* ERREE

The validations on these fields that decoders should perform include the
following:

 Ifthe spectra selection start is zero, the spectral selection end must be zero.
« Ifthe spectral sdlection end is zero, the spectra sdlection start must be zero.

» The spectral selection start must not be greater than the spectral selection
end.

 |If the spectral selection start is not zero, the scan may contain only one
component.

» The spectral selection end may not be greater than 63.

» The low-order and high-order successive approximation bit fields may not
be greater than 13.

» The high-order successive approximation bits must be ether zero or one
greater than the low-order bits.

L
MCUs in Progressive Scans

Data in progressive scans is organized into MCUs in exactly the same manner as
in sequential scans. DC progressive scans can be interleaved or noninterleaved.
AC scans are always noninterleaved so there will always be one data unit per
MCU. For progressive scans containing AC data, the number and position of the
data units are the same as for a noninterleaved sequential scan.

Progressve scans may include restart markers. The restart interval specifies
the number of MCUs between restart markersjust as in sequential scans. In DC
scans, restart marker processing isthe same as in sequential scans. For AC scans,
the end-of-band runs may not cross restart markers. End-of-band runs will be
explained shortly.

L
Huffman Table Usage In Progressive Scans

The SOS marker specifies the numeric identifier of the Huff man tables used by
each component in the scan. The JPEG standard requires that all of the Huffman
tables required by a scan be defined before the SOS marker. When a decoder is
handling progressive scans it must validate the existence of the Huff man tables
used by the scan differently from the way it does with a sequential scan.
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Each component in a sequential scan requires two Huffman tables (DC and
AC). In progressive JPEG a scan will use either DC tables or AC tables, but not
both. In fact, arefining progressive DC scan does not use Huffman tables at all.
It is entirely possible for a progressive DC scan to occur in a JPEG file before
any AC Huffman tables have been defined, something that is illegd in sequential
JPEG.

Data Unit Decoding

R SRR R
Algorithm 11.1
Decoding
Progressive DC
Coefficients

Arihm 1.2
Refining DC
Coefficients

First DC Scans

The process for decoding the first scan for DC coefficientsis nearly identical to
that for DC coefficients in a sequential scan (see Chapter 8). The only difference
is that the point transform is applied to the decoded DC value (left-shifted by the
successive approximation value) before being stored as a coefficient value.
Algorithm 11.1 illustrates the decoding of a data unit.

GLOBAL SUCCESS! VEAPPROXI MATI ON
GLOBAL LAST_DC_VALUE

Procedure FirstDCDataunit (OCEFFICENTS [0..63])
Begin
BI TOOUNT = DecodeUsi ngDCHuf f manTabl e ()
BITS = ReadLiteral Bits (B TOONT)
DCDI FFERENCE = Extent (BITS, BI TCOUNT)
DCVALUE = DCDI FFERENCE + LAST_DC VALUE
LAST_DC VALUE = DCVALUE
COEFFI CIENTS [I1] = DCVALUE Left Shift SUCCESSI VEAPPROXI MATI ON
End

Refining DC Scans

Refining DC scans are the simplest of all JPEG scans to handle. The scan's com-
pressed data consists entirely of raw data bits, one bit per data unit. Algorithm
11.2 shows dl the processing required to process a data unit in this type of scan.

GLOBAL SUCCESSI VEAPPROXI MATI ON

Procedure RefineDCDataUnit (CCEFFIQENTS [0..63])
Begin
BT = ReadLiteralBits (J)
DCCCEFFI G ENTS [0] = DCCCEFFI G ENTS [(]
O (BT LeftShift SUCCESSI VEAPPROXI MATI ON)
End
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R
Table 11.2

AC Codes and
Corresponding EOB
RunLength

First AC Scans

The smplicity of decoding DC coefficients is more than compensated for by the
complexity of decoding AC coefficients. For the first scan of an AC band the
encoding is dmilar to sequentia with some additions.

Progressive JPEG adds the concept of an end-of-band (EOB) run. Thisis a
run of data units where the AC coefficients within the band are al zero. In
squentid JPEG each data unit is encoded independently from every other.
Because of EOB runs, data units are not independent in AC scans.

In sequentid JPEG the Huffman-encoded value 0046 is used to set the
remaining coefficients in a data unit to zero. This is equivalent to an EOB run
of 1. Progressive scans can contain much longer EOB runs. Table 11.2 lists the
EOB codes and the possible EOB run lengths associated with them.

Raw bits following the Huff man-encoded byte are used to specify EOB runs
just as they are with literal values. The 4 high-order bits specify the number of
additiona bits when used as part of an EOB code. Since EOB runs are dways
positive, the Ext end() functionisnot used. Instead, the conversionfromraw bits
to the EOB run length is

EOBRUN = (1 LeftShift HGBITS) + ReadRawBits (HGBI TS

If an EOB code occurs in the compressed stream when a band has been par-
tially processed, the current band becomes the first data unit in the EOB run and
the remaining coefficients are set to zero. Be sure to count the current band when
processing an EOB run.

— T N B N S 2 S R SN R A R R
CodeValue  EOBRun Length

005 1

105 2-3

205 4-7

3055 815
4046 1631

5045 32-63
6045 64-127
705 128-127
8055 256511
%04 512-1023
Alys 1,024-2047
B0y 2,048-4095
ss 4,096-8191
D6 8,192-16,333
2 16,384-32,767
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Algorithm 11.3 shows how the first scan for an AC band is decoded. The
main differences between sequential and progressive processing are:

« Only coefficients within the spectral sdlection band are updated.
» Coefficient values are |eft-shifted by the successive approximation value.
* EOB run processing

Refining AC Scans

Refining AC scans is the nightmare of progressive JPEG decoding. The imple-
mentation problem is that these scans contain data to refine all previously
nonzero coefficients that are skipped as aresult of a zero run or EOB run.

In arefining AC scan, the 4 low-order bits of the Huff man-encoded values
can be only 1 or zero. This should make sense since a refining scan only adds
1 hit per coefficient. If a coefficient needed more than 1 bit it would have been
encoded in earlier scans.

The processing of refining AC scansis nearly identical to that of initial scans.
Whenever the value of the 4 low-order bits of the Huffman-encoded value is 1, a
coefficient isbeing made nonzero for the first time. Thisvaueisimmediately fol-
lowed in the input stream by 1 raw sign bit. The new coefficient value is

[f SignBit = 1 Then

CoefficientValue = 1 LeftShift ScanSuccessiveApproximation
Else If SignBit = 0 Then

CoefficientValue = -1 LeftShift ScanSuccessiveApproximation

This is essentially the same as using the Extend function.

The major difference in refining scans is the processing of zero and EOB
runs. Zero runs in a refining scan only count zero-valued coefficients. This
sequence of coefficients would be skipped by a zero run of 4 (not 6):

004020

Whenever a nonzero coefficient is skipped, as aresult of azero or EOB run, the
input stream contains 1 raw bit to refine that coefficient.

In our previous example, suppose that the Huffman-encoded value were
4146 Three raw bits would follow this code: The first bit would be the sign bit
for the coefficient being made nonzero; the next bit would refine the coefficient
with the value 4, and the last would refine the coefficient with the value 2.

Algorithm 11.4 shows the process for refining a previously nonzero
coefficient.

Once the correct number of zero-vaued coefficients has been skipped, the
next coefficient is assigned the value found at the start of the procedure. Notice
that the data for coefficients is not stored strictly in order. The data for the last
coefficient comes first in the input stream.
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G obal EOBRUN

Gobal SSS// Spectral Selection Start
Qobal SSE // Spectral Selection End
G obal  SUCCESSI VEAPPROXI MATI ON

G obal ECBRUN

Procedure ACFirstDatalnit (QOEF A BNTS [0..63])
Begin

For Il = SSS To SSE Do
CCEFFIAENTS [II] =0

[f EOBRUN > 0 Then
Begin
EOBRUN = EOBRUN - 1
Return
End

Il = SSS
Vhile Il <= SSE Do
Begin
VALUE = DecodeUsi ngACTabl e
LCBITS = VALUE And OF16
HBITS = (VALUE And F016) RightShift 4

If LABITS <> 0 Then
Begin
EXTRABI TS = ReadRawBits (LI TY
[l =11 + HGBITS
CCEFFI A ENTS  [I1]
= Extend (EXTRABITS, LCABITS) LeftShift SUCCESSI VEAPPROXI MATI CN
=1 +1
End
El se
Begin
If HGBITS = F16 Then
Il =11 + 16 // Run of 16 Zeros
Else If HGBITS = 0 Then
Il =SSE+1
El se
/1 W& subtract one to account for ending the current block.
EOBRUN = (1 LeftShift HGBITS) + ReadRawBits (HGBITS - 1
Return
End
End
End

R
Algorithm 11.3
Decoding

Progressive AC
Coefficients
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RS

Algorithm 11.4
Refining AC
Coefficient Values

Procedure RefineAC ( CCEFFI O ENT)

Begin
I f COEFFICIENT > 0 Then
Begin
If ReadRawBits (1) <> 0 Then
Begin
CCOEFFI G ENT = CCEFFI O ENT
+ (1 LeftShift SUCCESSI VEAPPROXI MATI ON)
End
End
El se if COEFFICIENT < 0 Then
Begin
If ReadRawBits (1) <> 0 Then
Begin
COEFFI CI ENT = CCEFFI O ENT
+ (-1 LeftShift SUCCESSI VEAPPROXI MATI ON)
End
End

If the 4 low-order bits of the Huff man-encoded byte are zero, the code does
not create any new nonzero coefficients. However, the process of updating
existing nonzero coefficients still takes place. When the value of the Huffman-
encoded byte is FOis the next 16 zero-valued coefficients are skipped but
al intervening nonzero-valued coefficients are updated using the previous
procedure.

Aswith initial scans, the code values 00,6, 104, ... EOy6 instruct the decoder
to skip to the end of a number of bands. The 4 high-order bits specify the num-
ber of additional bits to read and the EOB count is calculated in the same way as
before. All nonzero-valued coefficients that are skipped as a result of an EOB
skip are refined using raw bits.

An important thing to remember when skipping zero-valued coefficients is
that the decoder should end up either at the end of a band or on a zero valued
coefficient.

Suppose a band contained 20 coefficients with these values

00000800080800000088

at the start of a scan. If the first byte decoded for this band were the value 814,
this would instruct the decoder to skip 8 zero-values. After skipping 5 coefficients
the decoder would read 1 raw bit to refine the first value of 8.

Refined

!

00000800080800000088

f
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The decoder would skip the next 3 zero-valued coefficients (for atotal of 8), at
which point it would be positioned here.

00000800080800000088

f

Since this coefficient is already nonzero, all we can do isrefine it. The decoder
should advance to the next zero-valued coefficient while refining the nonzero
coefficientsit skips.

Refined  New Coefficient

00000800084800000088

!

Algorithm 115 illustrates the process for refining AC coefficients in apro-
gressive scan.

mem———— (] obal SSS // Spectral Selection Start

Algorithm 11.5 Qobal SSE // Spectral Selection End
Refining AC d obal  SUCCESSI VEAPPROXI MATI CN
Progressive AC d obal ECBRUN
Coefficients
Procedur e ACRef i neDat alnit (GCEFFI Q BENTS [0..63])
Begin
Il = SSS
Wile Il <= SSE Do
Begin
[f EOBRUN > 0 Then
Begin
VWhile Il <= SE Do
Begin
If COEFFICIENT [II] <> O Then
RefineAC (CCEFFIQENT (1)
=1 +1
End
EOBRUN = EOBRUN - 1
Return
End

VALUE = DecodeUsi ngACTabl e
LABTS = VALUE AND OF
HBITS = (VALLE AND FO;5) RightShift 4

[f LGBITS = 1 Then
Begin
EXTRABI T = ReadRawBits (J)
Wiile HGBITS > 0 (R CCEFFIAENTS [lI] <> 0 Do

Begin
[f QEFFIAENTS [II]] < 0 Then
RefineAC (CCEFFIQENTS [l1]) (continued)
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El se

Algorithm 11.5 HGBITS = HGBITS - 1

=1 +1
End
If EXTRABIT <> 0
CCEFFI G ENTS 1]
El se
CCEFFI CI ENTS [I1]
=1 +1
End
Else If LOBITS = 0 Then
Begin
If HGBITS = F16 Then // Run of 16 Zeros
Begin
While HGBITS >= 0 Do
Begin
If COEFFICIENTS [II] <> 0 Then
RefineAC (CCEFFI CENTS [11])
El se
HGBITS = HGBITS - 1
End
End
Else If HGBITS = 0 Then
EOBRUN = 1
El se
EOBRUN = (1 LeftShift HGBITS) + ReadRawBits (HGHBITY
End
End
End

1 LeftShift SUCCESSI VEAPPROXI MATI ON

-1 LeftShift SUCCESSI VEAPPROXI MATI ON

Preparing to Create Progressive JPEG Files

The biggest issue in implementing a progressive JPEG encoder is figuring out
how to specify what goes into each scan. For each scan, the encoder needs to
identify:

» The components to include (multiple components in DC bands only)
» The spectral range
» The successive approximation

Requiring the user to specify al the parameters for each scan would be
tedious and error prone. A possible approach would be to predefine a set of scan
sequences that the user could select from. A method that we have found works
well isto define adefault scan sequence for progressive scans and allow the user
to make modifications if desired. For each scan, the user can assign the compo-
nents, the last value in the spectral range, and the initial successive approxima-
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tion value. At the start of the encoding process, the spectral range of the earlier
scans is used to determine the initial spectral range of later scans. If the user has
defined the scans for a component with the last values in the spectral range set to

05 20 63
then the encoder automatically assgns these ranges

0-0 1-5 6-20 21-63
as the spectral bands for the scan.

The encoder processes the scans in the order defined by the user. If spectra
sdection is specified for any of the scans, the decoder repesats the scan lig and
reduces the spectral sdection by 1. It then outputs al the scans that contain spec-
tral bands that till have to be refined. This process is intermediate in complex-
ity. It gives the user many options for outputting progressive scans, but it does not
dlow the user to have complete control over scan content and ordering.

An encoder should not be overzea ous when it comesto breaking image data
into scans. Each scan in a progressive image should contribute meaningful data
to it. Sincethe last AC coefficient is dmost always zero, creating scans with a
spectral range of 63 to 63 or even 61 to 63 is not very useful. The deeper into the
Zigzag order you go, the more coefficients should be included in a scan. As agen-
ed guiddine, the larger the quantization vaues, the larger the number of coef-
ficients per band.

Successive approximation has even greater potential for abuse. Using spec-
tral selection, aband can be divided into up to 14 bands, where the last 13 scans
contribute 1 bit to each coefficient in the band. With 8-bit sample data, DC coef-
ficients require no more than 11 bits to encode (for 12-bit samples this number
is 15). Using a successive gpproximation value of 13 to encode 8-bit data makes
no sense since many scans will contribute no data to the image.

Because the magnitude of AC coefficients is generdly much smaler than
that of DC coefficients, using successive gpproximation to divide AC coefficients
into a large number of scans makes even less sense. Reasonable successive
approximation values are determined by the magnitude of the quantization val-
ues and how far the band is into the zigzag order.

If the encoder dlows the user to specify the contents of the scans, it needs to
perform several validations to ensure that the output file will contain a valid
JPEG image. In addition to the sequentia validations, a progressive encoder
should ensure that:

« The scans contain the entire spectral range for each component.
The spectrd bands for a component do not overlap.

Spectral bands containing the DC coefficient do not contain any AC
coefficients.

The sucessive gpproximation vaue is in the range 0-13.
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Encoding Progressive Scans

Encoding a progressive JPEG image is very similar to encoding a sequentia
image using multiple scans. Aswith progressive decoding, the significant differ-
ences are in the encoding of data units.

As you saw earlier in this chapter, there are four distinct types of scans
within a progressive JPEG file. The JPEG encoder in Chapter 9 used
I nterl eavedPass() andNoni nt er | eaved() to drive the creation of scans.
These functions handled division of the image into MCUs and the processing of
restart markers. They were implemented so that they took pointers to member
functions to do the actual data unit encoding. This may have looked odd with
seguential images, but this same function is used to control progressive DC scans
once integrated with progressive JPEG code, thus allowing the same code to
drive atotal of three types of scans.

Huffman Coding

Progressive images may have up to four DC and four AC Huff man tables defined
at any time. The progressive JPEG source code at the end of this chapter only
uses a maximum of two of each type, just like the baseline sequential code pre-
sented earlier. As before, two passes are made to encode each scan: the first is
used to gather Huff man frequency statistics, and the second is used to encode and
output the data. The same driver code is used for each pass, with pointersto func-
tions controlling which of these two operations is performed for a given pass.

Data Unit Encoding

DC First Scans

With the exception of applying the point transform to the coefficient value, the
encoding of DC coefficients in the first scan of a band is identical to the encod-
ing of DC coefficients in a sequential scan. DC coefficients are encoded as the
difference between the current coefficient and the val ue of the last encoded value
for the same component. The difference is encoded as a Huff man-encoded mag-
nitude value followed by a number of literal bits.

For simplicity, the example below shows only one last-DC-vaue variable.
An actual implementation requires a separate variable for each component. Just
as with sequential JPEG, the last DC coefficient value for each component
should be set to zero at the start of the scan and whenever a restart marker is
processed.

Algorithm 11.6 illustrates the process for encoding adata unit in afirst DC
scan.
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Algorithm 11.6
Encoding DC
Coefficients in
Initial Scans

Algorithm 11.7
Encoding DC
Coefficients in
Refining Scans

QG obal  SUCCESSI VEAPPROXI MATI ON
Q@ obal LAST DC VALUE

Function CountBits (VALUE)

Begin

CONT = 0

While VALUE <> 0 Do
Begin
CONT = QONT + 1
VALUE = VALUE Right Shift 1
End

End

Procedure EncodeDCFirst (QOCEFFIQENTS [0..63])
Begin
/I Point Transform
VALLE = COEFFIQENTS [0 RightShift SUCCESS VEAPPROXI MATI CN
DI FFERENCE = VALUE - LAST DC VALUE
LAST _DC VALUE = DI FFERENCE
[f DI FFERENCE >= 0 Then
Begin
BI TOONNT = CountBits (D FFERENCE)
Huf f manEncode (Bl TOOUNT)
QuputLiteral Bits (BI TOOUNT, DI FFERENCE)
End
B se
Begin
BI TOOUNT = CountBits (- Dl FFERENCE)
Huf f manEncodeDC (Bl TGQUNT)
QuputLiteral Bits (BITGONI, DI FFERENCE Xor FFFFFFFFy)
End
End

Refining DC Scans

Encoding refining DC coefficients for adataunit istrivia as shown in Algorithm
11.7. A scan contains asingle bit for refining aDC coefficient. No Huffman cod-
ing is required.

d obal SUCCESS! VEAPPROX MATI ON

Procedur e EncodeDCRef i ne (QCEFH O ENTS [0..63])
Begin
VALUE = (CEFHABNTS [0 Right Shift SUGCESS VEAPPROX MATION And 1
QutputLiteral Bits (1, VALUE)
End
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R SRR AR
Algorithm 11.8
Encoding AC Initial
AC Scans

AC First Scans

AC coefficients are encoded using a sequence of Huffman-encoded bytes fol-
lowed by a string of literal bits. The Huffman-encoded byte is divided into two 4-
bit fields. If the 4 low-order bits are not zero, the code represents a nonzero lit-
eral coefficient. The low-order bits are the magnitude of the code and specify the
number of literal bits that follow. The 4 high-order bits specify the number of
zero-valued coefficients to skip before writing the nonzero coefficient.

The byte code FO;¢ means that the next 16 coefficient values are zero. Any
other value with the 4 low-order bits set to zero represents the magnitude of arun
of bands that are all zero (see Table 11.2). The 4 high-order bits specify the num-
ber of raw bits written to the output stream used to specify the exact EOB run
length.

An encoder processes a data unit by starting at the first coefficient in the
band and working to the last coefficient, proceeding in zigzag order. Only
nonzero coefficients are processed in AC encoding. The encoder needs to main-
tain a count of the number of consecutive zero-valued coefficients within the data
unit and a count of blocks where al the coefficients are zero.

Algorithm 11.8 illustrates how to encode a data unit in aprogressive AC first
scan. TheEncodeACRef i ne procedurecallsthePr i nt EOBRun proceduretoout-
put any outstanding EOB runsright before encoding aliteral coefficient. What is
not shown in this example is that Pri nt EOBRun must be called whenever a
restart marker is output. EOB runsmay not cross restart markers. Pr i nt EOBRun
must also be called at the end of the data unit encoding to ensure that all EOB
runs have been flushed to the output stream.

G obal  SUCCESS| VEAPPROXI MATI ON

G obal SSS
@ obal SSE
G obal EOBRUN
Procedure Print EOBRun
Begin
[f EOBRUN = 0 Then
Return

BITOOUNT = CountBits (EOBRUN RightShift 1)
Huf f manEncodeAC (Bl TOOUNT Left Shift 4)
QutputLiteral Bits (BITOOUNT, EOBRUN)

End

Procedure EncodeACFi rst (OCEFFI A ENTS [0..63])
Begin
ZERORUN = 0 // Number of sequential zero coefficients
(continued)
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For |l

= S&S To SSE

Begi n

1

Point Transform

VALUE = CCEFFIQENTS [II] / (1 LeftShift SUGCESSI VEAPPROXI MATI QN
If Value = 0 Then

ZERCRUN = ZERORWIN + 1

El se

End

Begin
/1 W have literal value so any ECB run started with a
/1 previous block is over as well as a zero run within
/I this block.
Print ECBRun
/1 The longest zero run we can put out with a literal
/I is 15. If we have a longer run then we need to
/] output the code for 16 zeros before we wite
Il the literal
Vhi |l e ZERORUN >= 16 Do
Begin
Huf f manEncodeAC (FO16)
ZERORUN = ZERORWN - 16
End
[f VALUE > 0 Then
Begin
Bl TGONT = CountBits (VALUE)
Huf f manEncodeAC ((ZERCRIN Left Shift 4) G B TGOUNI)
QutputLiteral Bits (B TOOUNNT, VALUE)
End
E se
Begi n
BITOONT = CountBits (-VALUE)
Huf f manEncodeAC ((ZERRIN LeftShift 4) O Bl TOOUNI)
QutputLiteral Bits (BITOONT, VALUE Xor FFFFFFFF)
End
ZERRIN = 0
End

[l 1f the band ended in a run of zero then convert them
[l into an ECB run.
[f ZERORUN <> 0 Then

Begi n

EOBRUN = ECBRUN + 1

/1 Make sure we do not exceed the maximum ECB run.

[ f

End
End

ECBRIN = T7FFF Then

Pri nt EOBRun

L}
Algorithm 11.8

Continued
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G obal  DATAUN TS
G obal CURRENTDATAUNIT // Index of the current data unit in DATAUINTS

3 obal EOBRUN

Refining AC Scans

Refining AC scans is one of the most complex processes in JPEG encoding. The
encoding process for refining AC scans follows the basic pattern used by the first
scan for aband. Animportant issue with refining scansisthat Huffman-encoded
value/literal bits sequences are used only to encode coefficients that the current
scan will make nonzero for the first time. Coefficients that were made nonzero
in aprevious scan are not included in zero runs. Instead, any code that causes zero
values to be skipped is followed by a refining bit for each of the intervening
nonzero values.

Algorithm 11.9 illustrates the process for encoding refining AC scans. The
Ref i neBand procedure contains most of the logic specific to refining scans. It
outputs a refining bit for each nonzero code that is skipped.

The codes used to encode the scans are identical to those used with the first
AC scan for a band. The only difference in the encoded data is that Huffman-
encoded valuel/literal bits pairs are followed by a series of bits that refine each
coefficient value skipped. If a zero or EOB run causes the coefficients from M
toNtobeskipped, Ref i neBand (M N) outputstherefiningbits.

The Ref i neEOBRun procedure for refining scans is slightly different than
that for first scans because it has to refine all of the nonzero coefficients that are
skipped. The skipping of coefficients because of EOB runs requires additional
global data. The example uses the variables RUNSTARTDATAUNI T and
RUNSTARTCOEFFI Cl ENT to mark the data unit and coefficient where the EOB
run began. (An EOB run can start in the middle of a data unit)

The encoding of data units is also more complicated. Since the zero run is
the count of zero-valued coefficients, not the number of coefficients skipped in
the zero run, the code for processing zero runs of greater than 16 is a bit more
complicated as well.

[0..*][0.. 63]

G obal RUNSTARTDATAUNI T
G obal RUNSTARTCOEFFI CI ENT

G obal SSS
G obal SSE

I

Spectral Selection Start

Il Spectral Selection End

G obal SUCCESSI VEAPPROXI MATI ON

Aigbrithm 11.9
Encoding Refining
AC &cans

(continued)
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Procedure RefineBand (CCEFFIQENTS [0..63], START, END)
Begi rt
For Il = START To END
Begin
VALUE = CCEFFIGENTS [lI] / (1 LeftShift SUCCESSI VEAPPROXI MATIQN)
[f VALUE <> 0 Then
Begin
If VALUE < 0 Then
VALUE = - VALUE
QutputLiteral Bits (1, VALUE And 1)
End
End
End

Procedur e Print EOBRun
Begin
[f ECBRUN = 0 Then
Return
BITOONT = CountBits (EOBRUN RightShift 1)
Huf f manEncodeAC (B TOQJT Left Shift 4)
QutputLiteral Bits (B TOONT, EOBRUN)

For 11 = 1 To EOBRUN DO
Begin
RefineBand (DATAINTS [RUNSTARTDATAINT + Il - 1],
RUNSTARTCCEFFI G ENT,  SSE)
RUNSTARTCCEFFI O ENT = SSS
End
EOBRUIN = 0
End

Procedure EncodeACRefine (CCEFFIQENTS [0..63])
Begin
ZERORWN = 0
For Il = SSS To SSE DO
Begin
VALUE = COEFFIQENTS [lI] / (1 LeftShift SUOCCESSI VEAPPROXI MATION)
[f VALUE = 0 Then
Begin
[f ZERORUN = 0 Then
ZERQSTART = ||
ZERORUIN = ZERORWN + 1
End
Else If Value = 1 O Value = -1 Then
Begin
Print EOBRun
(continued

. |
Algorithm 11.9
Continued
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Whi | e ZERORUN >= 16 Do

Begin

ZERCLIM T = ZEROSTART

ZEROCOUNT = 0

Whil e ZEROOOUNT < 16 Do
Begin

OLDVALUE = CCOEFFI CIENTS [ZERQLIMT]
[ (1 LeftShift SUCCESSI VEAPPROXI MATI ON)
[ f OLDVALUE = 0 Then
ZEROCOUNT = ZEROCOUNT + 1
ZERQLIMT = ZERALIMT + 1
End
Huf f manEncodeAC ( FOy)
Ref i neBand ( COEFFI Gl ENTS, ZEROSTART, ZEROQLIMT - 1)
ZERCSTART = ZERQLIMT
ZERORUN = ZERORWN - 16
End
If VALUE > 0 Then
Begin
BI TOOUNT = CountBits (VALUE)
Huf f manEncodeAC ((ZERCRUN LEFTSH FT 4) O BI TOQUNT)
Qut put Li teral Bits (Bl TOOUNT, VALUE)
End
El se
Begin
BI TCOUNT = CountBits (-VALUE)
Huf f manEncodeAC ((ZERCRUN LEFTSH FT 4) O Bl TOOUNT)
Qut put Li teral Bits (Bl TOOUNT, VALUE Xor FFFFFFFFy)
End
RefineBand (CCEFFI G ENTS, ZEROSTART, Il - 1)
ZERORWIN = 0
End
End

| f ZERORUN <> 0 Then
Begin
[f EOBRUN = 0 Then
Begin
RUNSTARTDATAUNI T = CURRENTDATAUNI T
RUNSTARTCOEFFI CI ENT = ZERCSTART
End
EOBRUN = EOBRUN + 1
| f EOBRUN = 7FFFis Then
Pri nt EOBRun
End
End

Algorithm 11.9
Continued
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i ]
Conclusion

This chapter on progressive mode brings to a close our coverage of JPEG. In this
and preceding chapters, we have discussed all of the JPEG features that are in
common use. The material presented covers al of the JPEG modes that you are
likely to encounter in JPEG files on the Internet.

The source code for this chapter is not a complete example, but rather the
additional code required to expand the sample applications from Chapters 8 and
9 to include progressive encoding and decoding.
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This chapter describes the CompuServe GIF format and the LZW compression
method used to compress image data in this format. Until recently, CompuServe
GIF (Graphics Interchange Format) was the most widely used format for image
storage.

In 1987 CompuServe published the first GIF specification called GIF87a
This specification was freely distributed, and the format was adopted by practi-
cally every image processng application. CompuServe later released an
enhanced, upwardly compatible version of the standard known as GIF89
However, most GIF images use only the features in GIF87a

The main features of GIF are;

» Upto 256 colors using 1 to 8 hits per pixd
* Multiple imeges per file

Because of its better compression and greater color depth, JPEG has gen-
erdly replaced GIF for photographic images. GIF continues to be used for
other applications, but lega entanglements have certainly condemned it to
obsol escence.

171
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GIF

The GIF format stores multi-byte integers with the least significant byte first (lit-
tle-endian). Bit strings are read from the least significant bit to the most signifi-
cant bit. In bit strings that cross byte boundaries, the bits in the second byte are
more significant than the bits in the first byte.

Header

Global Screen
Descriptor

Global Color
Table

Image 1
Image 2

Image 3

Image n

Trailer

FigUre 12.1

I
)
2]
=
c
(2]
—
c
=
@

GIF File Structure

®

A GIF file consists of a fixed area at the start of the file, followed by avariable
number of blocks and ending with an image trailer. In the GIF87a format the
variable area consists solely of image definitions. Inthe GIF89aformat these can
be either images or extension blocks. The general format of a GIF file is shown
inFigure 12.1.

GIF Header

The GIF header is required and must occur at the very start of the file. The header
allows an application to identify the format as GIF and determine the version.
Table 12.1 shows the structure of the GIF header. It is still common for applica
tions that do not use the features added in GIF89a to create GIF87a headers in
order to insure the image is compatible with older decoders.

Logical Screen Descriptor

The global screen description defines the logical screen area in which the indi-
vidual images in the GIF file are displayed. It specifies the dimensions of the area
as well as the background color (selected from the global color table). The indi-
vidual image descriptors specify where the image isto be placed within the log-
ical screen. The screen descriptor structure is 7 bytes and is shown in Table 12.2.

Figure 12.2 illustrates the relationship between the logical screen and the
individual images in a GIF file.

Global Color Table

The individual images within the file can either use the global color table or
define a color table of their own. Having the images in a file share the global

G T e

it s

Field Name Size Description

Signature 3 bytes Must be the ASCII string GIF.
Version 3 bytes Must be the ASCII string 87a or 89b.
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Table 122 Field Name Size Description
Logical Screen - -
Descriptor Format Logi cal Screen W dth 2 bytes

Logi cal Screen Hei ght 2 bytes

Bit Fields 1 byte

Qobal Color Table Size  Bis 02 2™ gives the number of entries in
the global color table.

Color Table Sort Flag Bit 3 Set when the colors in the global color
table are sorted in order of importance.

Bits Per Pixel Bits 4-6 Bits per pixel minus 1.

G obal Color Table Flag Bit 7 Set when there is a global color table.

Background Col or 1 byte Index into the global color table.

Pi xel Aspect Ratio 1 byte If this value is nonzero, the pixel width
and height are not equal. (N+15)/64 is
the pixel width divided by the pixel
height.

IR

Figure 12.2 Images
Logical

Screen/Image

Relationship
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Table 12.3 Field Name Size Description
Color Table Entry
Format Red 1 byte Red component value
Green 1 byte Green component value
Blue 1 byte Blue component value
Table 124 Code Type
Block Codes .
2146 Extension
2C Image block
3Byg GIFterminator

Image Header

Local Color Table

Minimum Code Size

Data Block 1

Data Block 2

Data Block 3

Data Block n

Terminator

Figure 12.3 o
Image Definition
Structure

color table reduces the file size and makes it easier for systems that can display
a limited number of colors. In addition, the global color table specifies the back-
ground color for the logical screen.

If the global color table bit is set in the screen descriptor, the global color
table immediately follows the screen descriptor. The global color table is an
array of structures whose format is shown in Table 12.3. The number of entries
in the array is determined from the G obal Col or Tabl e Size field in the
screen descriptor.

Block Types

After the global color table, the variable part of the GIF file begins. The file con-
tains a sequence of blocks that are identified by a 1-byte code at the start of the
block. Table 12.4 lists the block types and the associated block code.

Terminator

The terminator block marks the end of the GIF file. Thisblock is 1 byte long and
consists solely of the block code.

Image Block

An image block defines an image within the GIF file. The image starts with an
image header structure that defines its size and placement. The format of this
structure is given in Table 12.5. If the Local Col or Tabl e flag in the image
header is set, the image uses a local color table rather than the global color table.
Just like the global color table, the local color table is an array of color entries
(Table 12.3). The number of elements in the array is determined from the Local
Col or Tabl e Si ze field in the header.

Figure 12.3 shows the general layout of an image definition within a
GIF file.
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Table 125
Image Header
Structure

Extension
Introducer (21)

Extension Code

Extension Header

Data Block 1

Data Block 2

Data Block 3

Data Block n

Terminator

m I

=

L

(28

S s

34; . e
o)

o

o

3

Format

www.vsofts.net

Field Name Size Description

Left Position 2bytes Left offset of the image within the
logical screen.

Ri ght Position 2 bytes Top offset of the image within the
logicalscreen.

I mage W dth 2 bytes

| mage Hei ght 2 bytes

Bit Field 1 byte

Local Color Table Size Bits 0-2 (N+1)% is the number of entries in the
local color table.

Reserved Bits 3-4 Unused.

Sort Flag Bit5 If set, the colors in the local color table
are sorted in order of importance.

Interlace Hag Bit6 If set, the image data is interlaced.

Local Color Table Flag Bit 7 If set the image uses a local color table.

The colortable (or the image header if there is no color table) is followed by
one byte that containstheinitial code size used in the compressed data. The value
inthisfield is usudly 8.

Data Blocks

The code sze byte is immediately followed by an uninterrupted series of data
blocks that contain the compressed image data. A data block consists of a 1-byte
count field, followed by 1 to 255 databytes.

The chain of data blocks for an image is aways terminated by a data block
with zero data bytes—in other words, a sngle zero-valued byte. We will postpone
the discussion of the compressed block format until later in the chapter.

Extension Blocks

Extension blocks were added to GIF in the GIF89a specification. The layout of
an extension block is shown in Figure 12.4. The first byte in the extension block
contains the code 21 This is followed by a second byte that contains a code that
specifies the extension type. The extension type codes are listed in Table 12.6.

The format of the extension header is specific to the extension type. Thefirst
byte in the header gives the size of the header not including the size byte. The
heeder is followed by a ligt of data blocks. Each block condsts of a count byte
followed by 1 to 255 data bytes. The list of data blocks is terminated by a zero
byte (data block with zero data bytes).

The structure of the extension blocks is such that an application can skip over
them without having to understand the structure of each individua extension
type. Algorithm 121 illustrates how to skip over an extension.
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Type Codes

ST TR TN
Graphic Extention

Code ypé B

1 Plain text extension

F9 Graphic control extension
FE Comment extension

FF Application extension

Algorithm 12.1

DATA = ReadByte () // Extension Type
DATA = ReadByte () // Count

Skipping GIF Vihi e DATA <>0
Extension Blocks Begin
For Il =1 To DATA
ReadByte ()
End

RN R R R

Table 12.7

Plain Text Extension

Format

Plain Text Extension

Theplain text extension block is used to draw a grid of fixed-spaced text on the
logical screen. This extension consists of a header followed by a series of data
blocks containing the text to draw. The data blocks following the header contain
the text to display. The format of the plain text extension header is shown in
Table 12.7.

Graphic Control Extension

The graphic control extension affects how the next image in the GIF file is to
be drawn. Graphic control extensions are commonly used to specify how the

Field Name Size Description

Bl ock Si ze 1 byte The value 12

Text Grid Left 2bytes  Text position in the logical screen
Text Grid Right 2 bytes  Text position in the logical screen
Text Grid Wdth 2bytes  Size of the text block in pixels
Text Grid Height 2 bytes Size of the text block in pixels

Character Cell Wdth 1 byte Width in pixels of each character
Character Cell Height 1 byte Height in pixels of each character

Text Foreground Col or 1 byte Index into the global color table for the
text color
Text Backgr ound Col or 1 byte Index into the global color table for the

background color
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Field Name Size Description

Block Size 1 byte Must be 4.

Bit Fields 1 byte

Transparent Color Flag Bit0 Set when the Transparent Color Index is used.

User Input Flag Bit 1 When set, the application should wait for user input before

D sposal Met hod

displaying the next image.

Bits 2-4 Specifies what the decoder is to do after the image is displayed.
0—No action.
1—Leavethe image In place.

2—Restore the background color.
3—Restore what was in place before the image was drawn.

Reserved Bits 5-7

Delay Tine 2 bytes The amount of time the decoder should wait before continuing
to process the stream in 1/100ths of a second.

Transparent Col or |ndex 1 byte If Transparent Color Flag is set, pixels with this color value
are not written to the display.

R —

Table 128

Graphic Control
Extension Header

individual frames in a GIF animation are drawn. There can only be one graphic
control extension per image. This GIF extension block has no data, so atermi-
nating data byte with a value of zero immediately follows the header. The
graphic control extension header is shown in Table 12.8.

Comment Extension

The comment extension allows an encoder to store information of any type within
a GIF file. An gpplication should not use a comment extenson to store data that
it uses to control how the GIF stream is to be processed. The comment extension
has no header, not even a count byte. The data blocks containing the comment
text immediately follow the extension type code.

Application Extension

An encoder can use an application extension block to store data within a GIF
stream that is specific to the application. Its purpose is similar to that of a com-
ment extendon except that it may be used to hold data that affects the decoding
processes. The application-specific data is stored within the data blocks that fol-
low the header. The format of the gpplication header is shown in Table 129.
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GIF

Application
Extension Header

Field Name Size Description
Bl ock Size 1 byte n
Application ID 8bytes  An ASCII string that identifies the application

that created the block

Authentication Code  3bytes  Three bytes an application may use to
authenticate the block

Interlacing

Table 12.10
Interlacing Row
Interlacing

In general, GIF images are stored from top to bottom, left to right. However, if
the interlace flag in the image header is set, the rows of pixel data are not trans-
mitted in strict top-to-bottom order. Instead, the image is transmitted in four
passes. The first pass contains the pixel deta for every eighth row starting with
the topmost row (row zero). The remaining passes fill in the rows omitted in the
previous passes. Table 12.10 shows the rows included in each pass.

The interlacing process serves the same function as progressive JPEG.
When an image is transmitted across a network it allows the user to get an idea
of what it contains before all the image data is downloaded. Applications that
display interlaced GIFs on the fly will usualy fill in the missing rows in a pass
with copies of the rows aready received. On the first pass it will copy each row
eight times, four times on the second pass, and once on the third pass. This gives
the effect of having the image fading in rather than having disconnected rows on
the screen.

B e e e e
Pass Starting Row Interval

1 0(Toprow) 8
2 4 8
3 2 4
4 1 2

Compressed Data Format

The pixel data within a GIF image is compressed using a process known as
LZW. LZW is what is known as a dictionary-based compression scheme. By
that, we mean a compression method that maintains a list or dictionary of
sequences within the uncompressed data. During compression, when these
sequences occur in the uncompressed data they are replaced by a code that ref-
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erences the sequence in the dictionary. The longer the dictionary sequences are
and the more frequently they are repeated in the uncompressed data, the greater
the compression.

The trick in dictionary-based compression is how to transmit the dictio-
nary in the compressed data. The most common dictionary-based compression
schemes in use are based upon those described by Abraham Lempel and Jacob
Ziv (1977 and 1978), and known as LZ77 and LZ78, respectively. LZ77 uses a
dliding window into the uncompressed data to implement the dictionary.* LZ78
builds a dictionary dynamically from the uncompressed data.

Gl F Compression

LZW is a variant of the LZ78 process that was described in a paper by Terry
Welsh of Sperry (now Unisys) in 1984. CompuServe adopted it for use in the
GIF format shortly afterwards. In the LZW method, the compressed data
stream consists entirely of codes that identify strings in a dictionary. The dic-
tionary is initialized so that it contains each possible data value as a predefined
gring. For example, if 8-bit data is being encoded, the dictionary initidly con-
tains 256 1-byte strings containing the values 0-255.

The compression reads characters from the input stream and appends them
to the current string until the current string no longer has a match in the dictio-
nary. At that point it outputs the code for the longest matching string, adds the
nonmatching string to the dictionary (the matching string plus one character),
and finadly starts a new string that contains the first nonmatching character. Each
time a code is written to the output stream, an entry is added to the dictionary.

Algorithm 12.2 illustrates how the dictionary is created in the LZW process.
Here we are assuming that 8-bit data is being used and that the function Output
writes 9-bit codes to the output stream.

Figure 12.5 shows how a sample string would be compressed using the LZW
process. The first column shows the string at each stage in the compression
process; the second column shows the value written to the output stream at each
gage; and the third column shows the new code that is created.

This input gtring in Figure 12,5 conddts of 27 characters. Using 8 hits per
character, the string requires 216 bits. The LZW process uses 20 literal values
and dictionary codesto represent the string, so 9 bits are required to encode each
LZW value, giving atotal of 180 bits—a reduction of 17% in the compressed
version. It takes only 33 codes to encode the same string repeated twice (a 31%
reduction) and 42 codes to encode it repeated three times (a41% reduction). The
more repetition in the input stream, the greater the compression the LZW
process gives.

The LZ77 method will be described in greater detail in the chapters on PNG.
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Ssss—— (| obal String D CTICNARY [0..511]

Algorithm 12.2 @obal NEXTOODE = 256
Simplified LZW
Compression Procedure Initialize
Begin
For I = 0 To NEXTCCDE - 1 Do
DICTIONARY [I] = CHARACTER (1)
End
Function SearchDictionary (String SEARCH)
Begin
For | =0 To NEXTCCDE - 1 Do
Begin
[f DICTICNARY [I] = SEARCH Then
Return |
End
Return -1
End
Procedure Compress (String DATA)
Begin
Initialize
LASTSTRING = NULL
For | =1 To Length (DATA Do
Begin

CurrentString = LASTSTRING + DATA [I]
OCCE = SearchDictionary (CURRENTSTR NG
If OODE < 0 Then
Begin
/1 Me now have a string with no match in the
[l dictionary. Qutput the code for the |ongest
[l string with a match.
CODE = SearchDictionary (LASTSTRNG
Qut put (G
/1 Add the nonmatching string to the dictionary.
DI CTI CNARY [ NEXTOCDE] = CURRENTSTRI NG
NEXTOODE = NEXTCODE + 1
[l Start a new string, beginning at the point
/1 where we no |onger had a match.
LASTSTRING = DATA [I]
End
El se
Begin
[l The current string has a match in the dictionary.
/1 Keep adding to it until there is no match.
LASTSTRING = CURRENTSTRI NG
End
End
[l Qutput what is left over.
Qutput  (SearchDictionary (LASTSTRNG)
End

www.vsofts.net oldroad



Compressed Data Format 181

L]
Figure 125

LZW Compression
Example

A MAN A PLAN A CANAL PANAMA

Input Output New Code

A MAN A PLAN A CANAL PANAMA A

MAN A PLAN A CANAL PANAMA <SPACE> 256='A<SPACE>'
MAN A PLAN A CANAL PANAMA M 257='<SPACE>M'
AN A PLAN A CANAL PANAMA A 258=MA'

N A PLAN A CANAL PANAMA N 259="AN'

A PLAN A CANAL PANAMA <SPACE> 260="N<SPACE>'
A PLAN A CANAL PANAMA 256 261=A'

PLAN A CANAL PANAMA P 262='A<SPACE>P'
LAN A CANAL PANAMA L 263=PL'

AN A CANAL PANAMA 259 264="LA'

A CANAL PANAMA 261 265="AN<SPACE>'
CANAL PANAMA <SPACE> 266='<SPACE>A<SPACE>'
CANAL PANAMA C 267='<SPACE>C'
ANAL PANAMA 259 268="CA'

AL PANAMA A 269='ANA'

L PANAMA L 270=AL'
PANAMA <SPACE> 271="L<SPACE>'
PANAMA P 272='<SPACE>P'
ANAMA 269 273=PA

MA 258 274='ANAM'

GIF Decompression

An LZW decompressor reads one code a a time from the compressed stream
while maintaining the dictionary in the same way the compressor does. Each
code smply gets trandated from the dictionary.

The only subtlety in decompression isthat it is possible for the compressed
stream to contain codes that have not been defined in the dictionary. Figure 12.6
contains a compression example that illustrates how this situation can occur.
Notice that the code 259 is output at the same timethe code is defined. A decoder
processing this sequence would read 259 before code 259 is defined.

This situation can only occur when the new dictionary string congists of the
gdring for the last code processed with the last character of the last code defined
added. In Figure 12.6, the last code output before 259 is 256, whose value is
'‘AB'. The last character of the previous code (258) is 'A', so the dictionary string
for259is'AB'+'A'="ABA".

Algorithm 12.3 illustrates the LZW expansion process.
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. ABYABABAX

Figure 12.6

LZW Example witha  Input Output New Code

Code Used Before it

is Defined ABYABABAX A
BYABABAX B 256="'AB'
YABABAX Y 257=BY"'
ABABAX 256 258="YA'
ABAX 259 259="ABA'
X X 260="ABAX'

/’\mi'éorithm 12.3
Simplified LZW
Expansion

Procedure Expand
Begin
LASTODE = |nputCode ()
Qut put  (LASTCDE)
VWil e NOT EndCf Stream DO
Begin
CODE = I nput Code ()
I f OODE < NEXTOCDE Then
Begin
Qutput (Dictionary [QXH)
Dictionary [NEXTODE] = Dictionary [LASTODE|
+ Dictionary [ NEXTCCDE -1][]]

NEXTOCDE = NEXTCODE + 1
LASTCCDE = CCDE
End
El se
Begin

/1 Special Case where the code is used before it is defined.
Dictionary [NEXTQDE] = Dictionary [LASTODE
+ Dictionary [LASTQCDH[1]]
NEXTCODE = NEXTCCDE + 1
Qut put (DI CTIONARY [QDH)
LASTCODE = OCDE
End
End
End

Code Sizes
Up to now we have assumed that we are using 9 bits to represent dictionary codes
and literal values inthe compressed data stream. If we have an input stream larger
than 256 bytes we need to use 10 bits to represent each value. Larger input
streams can require even larger code sizes. Since choosing a code size that is too
large gives poor compression, how would you select a code size that is suitable
for most situations?

The solution to this problem in LZW compression is to use varying code
sizes. At the start of the compression process, each value is stored using the
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256 = AB
257 = BA
258 = ABC
259=CA
260 = ABD

A B C

| | |

B A A

256 257 259
C D

258 260
R
Figure 12.7
Tree Represenation
ofan LZW
Dictionary
.|
Table 12.11

GIFCodeUsage

smallest possible number of bits (almost aways 9). When the number of codes
becomes too large to be represented by the current code sze, the code size is
increased by 1 bit. If the initial code sizeis 9, codes are output using 9 bits until
code 512 is created. Then the code size is automatically bumped up to 10 bits.
Likewise, after reaching 1024 it is increased to 11 bits. Twelve bits is the maxi-
mum code size allowed by GIF. When the code values reach 2'>-1, GIF encoders
and decoders stop adding to the dictionary.

A GIF encoder can output a specia clear code to ingtruct the decoder to resat
the dictionary to its initial state. An encoder may wish to output a clear code
whenever it detects a Situation where compression would be improved by using
anew dictionary. An obvious situation where this might be desirable is after the
maximum code sized is reached. Repeated clear codes are legal, but wasteful.

The value for the clear code is not fixed, but rather depends upon the mini-
mum code size that followed the image header. The minimum code size gives the
number of bits used to encode the pixel data. Usually thisvalueis 8 hits per pixel,
but pixel vaues for images that do not use 256 colors can be compressed using
fewer bits.

Table 12.11 shows the relationship of the minimum code size to the code
usage within a GIF image. The end code is used to mark the end of a compressed
stream.

Dictionary Structure

In the GIF compression and decompression examples we used an array of strings
to represent the dictionary. Normally the dictionary is represented as atree struc-
ture. Figure 12.7 shows how the strings generated from compressing the string
ABABCABD can be arranged in atree structure. A code can be trandated to a
string by starting at the tree node for the code and working to the tree root.

Trandating the code by walking the tree from a leaf to the root produces the
string in reverse order. In Figure 12.7, following the code 260 gives "DBA". A
stack is used to put the string in the correct order. While walking the tree, each
time a ledaf node is reached, the corresponding character is pushed on the stack.
When you reach the root of the tree, you pop characters off in the correct order.

The tree can be represented as an array of structures. Since the maximum
code length is 12 bits, the maximum number of tree nodes is 2'2. The size of the
stack is aso 2'2 characters.

s _____________________________
Encoded Value Range Usage

Minimum Code Size
0-2 -1

Literal codes
Clearcode
Endcode
String codes

2Minimum Code Size
Minimum Code Size
2 +1

2Minimum Code Size + 2_212 -1
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Algorithm 12.4

GIF Expansion

Algorithm 12.4 illustrates how LZW decompression can be implemented
using atree structure for adictionary and using variable length codes.

G obal Structure Di CTIONARYTREE Array [0..2%1]
Begin
Byte OHARACTER
I nteger PARENT
End

Gobal STAXK Array [L. 2% O Byte
G obal STACKPQO NTER

G obal M N MJUMCODESI ZE = 8

G obal CCDESI ZE

G obal ENDCODE

d obal CLEARCODE

G obal NEXTODE

A obal FI RSTCHARACTER

Procedure InitializeDictionary

Begin

For Il = 0 TO2®deSize_ 1 pO
Begin
DI CTI ONARYTREE [11]. CHARACTER = ||
DI CTI ONARYTREE [11].PARENT = 0
End

STACKPA NTER = 0

OCDESI ZE = M NI MUMCCDESI ZE
CLEARCODE = 2M NI MUMCODESI ZE
ENDCODE = CLEARCODE + 1
NEXTCODE = ENDCODE + 1

End

Procedure Qut put Code (CXE)
Begin
/1 Push the characters of the dictionary entry
/1 on the stack in reverse order.
Do
Begin
STACK [ STACKPO NTER] = DI CTI ONARYTREE [ CODE] . CHARACTER
STACKPO NTER = STACKPO NTER + 1
CODE = DI CTI ONARYTREE [ CCDE] . PARENT
End
Vhi | e DI CTI ONARYTREE [ CODE] . PARENT <> 0

/] The tree structure makes it more difficult to
[/ find the first character in the |ast code processed.
[l W remenmber it here.

FI RSTCHARACTER = STACK [ STACKPA NTER
(continued)
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Algorithm 12.4

Continued

/1 Pop the value off the stack in reverse order.
Whi | e STACKPA NTER > 0 Do

End

Begin

Qutput (STAK [ STACKPONTER))
STAKPANTER = STAGKPAONTER - 1
End

Procedure Expand (QJIPUT : String)
Begin
InitializeDictionary ()

OCE = ReadBits (CGXDES ZE)
\Whi | e CCDE = O ear Code Do

www.vsofts.net

OOCE = ReadBits (QIES ZE)

Qut put Code (GIE)
Whi l e TRUE Do

End

Begi n
LASTODE = ODE
If NEXTOODE >= 2°PS% And OCDESIZE < 12 Then
OCDESI ZE = QDESIZE + 1
OCE = ReadBits (ODES ZE)
[f CODE = ENDCODE Then
Return
Else |f CXDE = CLEARCODE Then
Begin
InitializeDictionary ()
OE = ReadBits (OXESZE)
Whi | e CODE = CLEAROCODE Do
OCE = ReadBits (QCDES ZE)
If OODE = ENDCCDE Then
Return
Qut put Code (QXE)
End
El se If CODE < NEXTCCDE Then
Begin
Qut put Code (CXIE)
DI CTI ONARYTREE [ NEXTQCDE] . PARENT = LASTOCDE
DI CTI ONARYTREE [ NEXTCCDE] . CHARACTER = FI RSTCHARACTER
NEXTCODE = NEXTODE + 1
End
E se
Begin
/1 Special Case of an Undefined Code
DI CTI ONARYTREE [ NEXTOCDE] . PARENT = LASTCODE
DI CTI ONARYTREE [ NEXTOCDE] . CHARACTER = FI RSTCHARACTER
NEXTCODE = NEXTCCDE + 1
Qut put Code (QXE)
End
End

oldroad



GIF

Animated GIF

Figure 12.8
Sample GIF
Animation

Table 12.12
Loop Application
Extension Format

Unlike all of the other formats discussed in this book, GIF alows multiple
images to be stored in a single file. Web browsers have taken advantage of this
capability to store simple animations. There is no official standard that describes
how multi-image GIF files should be displayed. Many image viewers will just
display the first image in a GIF file. However, among the major Web browsers,
there is some consistency in how GIF animations are displayed.

Figure 12.8 shows a series of four frames that compose a simple animation
sequence. To store this as a GIF animation, the four images are encoded one after
another in separate image blocks. Typically a Web browser will display each
image in seguence as rapidly as it can. You can use a graphic control extension
(Table 12.8) to control the amount of time between the individual frames. A
graphic control extension only affects the image that immediately follows it, so
you will probably need one for each image in the animation sequence.

Most applications will only play an animation once. To create an animation
that repeats in a loop you have to include a specia application extension (Table
12.9), whose format is shown in Table 12.12. Although the application ID is
"NETSCAPE," this only reflects the creator of the block. Other Web browsers
recognize this block format as well.

The Repeat Count field in the application extension gives the number of
times the animation is played. A value of zero specifies that the animation is
repeated indefinitely. Since displaying images can take up a significant amount

Field Name Size Description

Bl ock Size 1 byte n

Application ID 8 bytes  "NETSCAPE"

AuthenticationCode  3bytes "2.0"

Bl ock Size 1 byte 3

Ext ensi on Type 1 byte 1

Repeat Count 2 bytes  Number of times the animation should repeat
Term nat or 1 byte 0
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Figure 12.9

An Animation That
Partially Updates
the Logical Screen

of CPU time on home computers, especiadly those with no delays, it is generdly
not a good ideato have animations loop forever.

The logical screen descriptor (Table 12.2) specifies the dimensions of the
animation. Each image does not have to update the entire logical screen. The
dimensions and postion fields in the image header (Table 12.5) can specify a
region within the logical screen for an image to update. Not updating the screen
in every image can reduce the size of the GIF file significantly.

Figure 12.9 shows how the previous animation can be set up so that it only
updates part of the logical screen.

Legal Problems

Welsh did not mention in his 1984 paper, "IEEE Computer,” that he had filed for
a patent in 1983 on the process he described. The patent was subsequently
granted (4,558,302) in 1985 and assigned to Sperry (now Unisys). For whatever
reason (software patents were new and untested legal territory at the time),
CompuServe never checked to see if LZW was patented when it issued the GIF
specification.

Over time the use of GIF grew and the patent issues remained theoretical
until 1994, when Unisys started to demand licensing fees for LZW from GIF
users. This made the use of GIF impossible in freely distributed applications.

Solving the GIF patent issue is not smply an issue of getting a license from
Unisys. There are numerous other patents related to LZ compresson that an
implementation could infringe upon. A notable GlF-related patent was awarded
to Victor Miller and Mark Wegman of IBM in 1989 (4,814,726). Their patent
describes a process that is almost identical to the LZW process. As aresult of the
patent situation, anyone using GIF in any type of application needs the advice of
an atorney.

The fundamental problem is that the LZW process itself is a derivative of
earlier work. With the patent database full of LZ derivations, it is impossible to
determine what patents an innovative GIF implementation might infringe upon.
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Worse than simply their numbers, these patents are written in legalese, making
them difficult to understand. With the legal mess surrounding GIF, the best solu-
tion for developers isto use other formats. Unlike JPEG, the patent situation with
GIF is unlikely to be satisfactorily resolved.

Uncompressed GIF

It is the LZW process, not GIF, that is covered by patents, and it is entirely pos-
sible to create GIF files that do not use LZW compression. The easiest way to
implement a GIF encoder without using LZW is to simply encode each data byte
using 9 bits and output a clear code after every 254 codes. While this gives neg-
ative compression, a conforming GIF decoder will correctly interpret the data.

Other GIF-compatible compression schemes have been implemented. It is
possible to count runs of the same pixel value or alternating pixel values and
compress them in the GIF format. What is unknown is when these methods cross
the bounds of any of the various patents.

Conclusion

The GIF format was the first image format to be universally accepted.
Unfortunately, legal problems have ended GIF development. Unlike other major
graphics formats, no enhancements to GIF are under way. This, coupled with
inherent limitations compared to other formats, has made it essentially dead.

Nelson (1992) gives a excellent introduction to the LZ compression methods
and their general implementation. The LZ77, LZ78, and LZW algorithms were
originally described in Ziv (1977, 1978) and Welsh (1984).

We can tell you how GIF works. Unfortunately, we cannot show you as well.
Because of the patent issue, there is no GIF source code on the accompanying
CD. Simply writing about GIF in a book requires involving lawyers in the
process. Shakespeare was right.
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PNG

Portable Network Graphics (PNG) is the newest graphics format in this book. It
isjust now starting to receive widespread use by the Internet community, and is
dready supported by any image viewing application worth using.

The PNG format uses a losdess compression process and supports the fol -
lowing:

» Up to 48 bits per pixe in color images

e 1., 2-, 4-, 8, and 16-bit sample precision
 Alphachannel for full control of transparency
Sophisticated color matching

Because of the legal issues surrounding the use of GIF, PNG should now be
used instead of GIF in those applications where JPEG is not a suitable alterna-
tive. In situations where you need losdess compression for 24-bit images, such
as the intermediate format for images that are repeatedly edited, PNG is much
better suited than JPEG.

189
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In this chapter we are going to cover the structure of PNG files and the for-
mat of the individual chunks that are defined by the PNG standard. In the two
following chapters we will cover the format of the compressed data and how to
read and write PNG files.
History

When Unisys began demanding license fees from users of GIF it became impos-
sible to use GIF in many situations, notably in free software. After Unisys's
action, the JPEG format quickly replaced GIF for photographic images.
However, JPEG does not compress certain types of images well, so it could not
replace GIF for all applications.

Thomas Boutell organized what was to be called the PNG Development
Group, started within days of Unisys's announcement that they would demand
licenses for GIF usage. Development of the PNG standard proceeded at a rapid
pace, with severd drafts issued to the public. The final version was released on
October 1, 1996, just over a year and half after the project began.

Byte Ordering

The PNG format stores multi-byte integers with the most significant byte first
(big-endian). Bit strings are read from the least to the most significant bit.
When a bit string crosses a byte boundary the bits in the second byte are the
most significant.

Huffman codes within compressed data are stored with the code bits in
reverse order. The most significant bits of the Huffman code are stored in the
least significant bits of the data bytes.

File Format

A PNG file is organized into a sequence of blocks referred to as chunks in the
PNG standard. Chunk types are defined by three sources. Some are defined by
the PNG standard; these are the most important chunks a decoder has to deal
with. The PNG Development Group also maintains a list of registered public
chunk types. If someone creates a chunk type that may be of use to the general
public, the creator can submit it to be considered for addition. Finally, there are
private chunks defined by applications.

Chunks follow the format shown in Table 13.1. This format allows a decoder
to skip over those chunks that it does not know how to process and those that the
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. ]
Table 13.1
PNG Chunk Format

Field Size Description

Length 4 bytes Nglmber of b¥tes in the Data field 0-2,147,483,647
(2*-1) bytes.

Type 4 bytes Chunk name.

Data Length bytes Chunk data. The format depends upon the chunk type.

CRC 4 bytes CRC-32 value calculated from the data.

implementers feel are not important enough to implement. Being able to ignore
unknown chunks is essential because decoders need to be able to process files
containing private chunks created by other applications and new public chunks.

Chunk Naming

PNG chunks are given unique names that consist of four ASCI| letters. The first,
second, and last characters in a chunk type can be either upper or lower case. The
case used for these characters follows the convention described below, which
allows a decoder to determine information about the chunk from the name alone.

The third character in the chunk name must be in upper case. If an appli-
cation encounters a chunk type containing any values other than ASCII letters,
it should consider it invaid. Figure 131 shows some sample chunk names and
their meanings.

Critical Chunks

If the first character of the chunk type is in upper case (bit 5 clear), the chunk is
referred to as critical. A critical chunk is one that the decoder absolutely must
process in order to decode the image. If adecoder encounters a critical chunk that
it does not recognize, it should report an error. The PNG standard only defines
four critical chunks: IHDR, PLTE, IDAT, and IEND.

Public and Private Chunks
The second character in the chunk type is upper case for chunks that are publicly
defined. Public chunks types include all those defined by the PNG standard as
well as additional chunk types that are registered with the PNG Development
Group.

Applications can create private chunks of their own to store data that is spe-
cific to the application. These should have the second character in lower case to
ensure that they do not conflict with publicly defined chunks.

"The size limitations in the PNG specification take into account programming languages that cannot han-
dle unsigned integers.
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Figure

Sample PNG Chunk

Names

Public  Reserved

Critical\\ / /Safe to Copy

I HDR Critical, public, unsafe to copy
gAMA  Noncritical, public, unsafe to copy
pHYs Noncritical, public, safe to copy
apPx Noncritical, private, safe to copy
ALPX Invalid

ApPx  Critical, private, safe to copy
apPX Noncritical, private, unsafe to copy
aaaX Invalid

While it is legal for an application to create private critical chunks,
using such chunks will most likely make the images unreadable by
other applications.

Safe-to-Copy Chunks

The last character in the chunk type should be in lower case if the chunk is safe
to copy and in upper case if it is not. An application should not copy chunks that
it does not recognize if the fourth character in the chunk type is in upper case.

Suppose you are developing a PNG editor application that automatically puts
aborder and logo on an image and then saves the image to anew file. Ifthe appli-
cation encounters an unknown chunk it has two choices: it could pass that chunk
on to the output file without making any modifications to it or discard it.

If the editing application encountered a private chunk created by an archiv-
ing program that stored indexing information within the image (e.g., subject,
date, and photographer), it would not know how to interpret the information with
it. However, copying the chunk to the output file would produce perfectly valid
results. Such a private chunk would probably be made a safe-to-copy chunk.

On the other hand, suppose editor encountered a private chunk that contained
information on the usage of colors with the image. After the border was added,
the information in the chunk would no longer be valid. Such a private chunk
should be unsafe to copy.

Cyclic Redundancy Check

Each PNG chunk contains a 32-bit CRC (Cyclic Redundancy Check) value that
has been calculated from the chunk type code and chunk data. The CRC is a
mathematical function that is commonly used in networking software to ensure
that data in a network packet has been received correctly. Before sending a data
packet the transmitter applies the CRC function to the data and then appends the
CRC value to the packet. The receiver of the packet applies the CRC function to
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the data and then compares the calculated CRC value to the value in the packet.
If the two values are not the same, the receiver can send a negative acknowledg-
ment to the transmitter to request that the packet be resent.

The PNG file format applies the CRC function to each chunk so that
decoders can verify that the data in the chunk has not been corrupted since the
file was crested. A decoder should caculate the CRC vaue for every chunk in
a PNG file and ensure that the calculated value matches the CRC value stored
in the chunk. A chunk where these two vaues do not match should be consid-
ered invdid.

The CRC function is based upon performing modulo 2 polynomial division
on the input data, where each bit in the input stream is treated as a coefficient in
a giant polynomia. The CRC function vadue is the remainder from the division
operation. The choice of the polynomia determines the type of bit errors that can
be detected. Both 16-bit and 32-bit CRC functions are in common use. A 32-hit
CRC can detect more errors in larger packet sizes. PNG uses the 32-bit version,
which is known as CRC-32. The polynomial used by PNG is

PSR G Gl G S G I Gl D G D (R G G G
which is essentialy the value
100000100 1100 0001 0001 110110110111,

Software implementations of the CRC function invariably use atable lookup
to calculate the CRC function. As each byte in the input stream is processed, a
value known as the CRC regigter is updated using avadue in the table. Inthe CRC
function used by PNG, the CRC register isinitialized with all bits set to 1. After
the last byte has been processed the final CRC vaue is the 1s-complement of the
vaue in the CRC register.

The CRC process used by PNG, when implemented using a lookup table,
looks like this.

unsi gned | ong CrcRegi ster ;
void OrcByte (unsigned char data)

unsigned int index = (OrcRegister » data) & OxFF ;
CrcRegister = OrcTable [index] » ((OcRegister >> 8) & OXOOFFFFFF)
return ;

}

unsi gned long Oc (unsigned char buffer [], unsigned int |ength)

CrcRegi ster = OxFFFFFFFFL ;

for (unsigned int ii =0 ; ii <length ; ++ii)
OrcByte (buffer [ii]) ;

return ~CrcRegister ;

}
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Before making any CRC calculations, the lookup table containing precal cu-

lated values for each possible byte integer value needs to be initialized using a
function like this.

unsigned long CrcTable [256] ;
voi d MakeCrcTable ()
for (unsigned int ii =0 ; ii <256 ; ++ii)
CrcTable [ii] =ii ;
for (unsigned int jj =0 ; jj <8 ; +*jj)
{
if ((OcTable [ii] & O0x1) == 0)
CrcTable [ii] >»>= 1 ;
el se
CrcTable [ii] = OxEDBB8320L " (CrcTable [ii] >> 1) ;
}
return;

}
D

The mathematics of the CRC process is outside the scope of this
book. However, to give you some idea of how it is done, compare

the constant
EDB88320,s = 1110 1101 1011 1000 1000 0011 0010 0000,
usad in generating the CRC lookup table to the value that we said

was equivalent to the CRC. If you take this value, reverse the order
of the bits, then prepend a 1-bit, you have the CRC-32 polynomial

value
1 0000 0100 1100 0001 0001 1101 1011 0111,.

Chunk Processing
Most PNG decoders will probably be implemented with a common function
for reading the chunk data into memory. This common process would follow

these steps:

UM WwN R

6.

. Read the chunk data size.

Read and save the chunk type.

If the chunk data size is larger than the data buffer, allocate alarger buffer.
Read the chunk data.

Calculate the CRC value of the chunk data.

Read the chunk CRC from the file.
oldroad
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7. Compare the calculated CRC to the CRC read from the file. If they are not
the same, the chunk isinvaid.

After the last step the decoder can call a function to handle the specific
chunk type.

PNG Signature

{HDR Chunk

PLTE Chunk

IDAT Chunk 1

IDAT Chunk 2

IDAT Chunk 3

IDAT Chunk n

IEND Chunk

File Organization
R ——
Figure 13.2

PNG File

Organization

www.vsofts.

Color Representation in PNG

Figure 132 shows the generd organization of a PNG file. A PNG file must start
with aPNG signature followed by an IHDR chunk and end with an IEND chunk.
The ordering of the other chunks within afileis somewhat flexible. The ordering
redrictions are covered in the discussons of chunk formats.

The PNG signature consists of 8 bytes that must have the values 137, 80, 78,
71, 13, 10, 26, and 10. These are the ASCII values 137, P, N, G, <RETURN>,
<LINEFEED>, <CTRL/Z>, and <RETURN>. There is abit of hidden logic in using
these values in the signature. Other than the obvious device of including the
string "PNG" to identify the format, most of the reasoning is rather subtle.

On Unix, a<LINEFEED> character is used to separate records in atext file.
In MS-DOS, records are separated by a <RETURN><LINEFEED> pair. Many file
transfer programs can operate in either binary or text mode. In binary mode these
applications make a byte-to-byte copy, but in text mode they replace <LINE-
FEED> characters with <RETURN><LINEFEED> pairs when going from Unix to
DOS and replace <RETURN><LINEFEED> pairs with <LINEFEED> characters
when going from DOS to Unix. If a PNG file is transferred employing text mode
using one of these programs, either <RETURN><LINEFEED> or <LINEFEED> will
be corrupted, so a decoder will have to go no further than the signature to know
it has a bad file.

The first byte in the signature is not a displayable ASCII value, making it less
likely that adecoder will confuse atext file with aPNG file. If you accidentally
type a PNG file at the DOS command line, the <CTRL/Z> in the header Sopsiit
from printing beyond the signature.

4

The PNG format supports five different color types or methods for representing
the color of pixels within an image. The method for representing color is speci-
fied in the file's IHDR chunk.
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Grayscale Palette
Creation

RGBTriple

Like BMP, PNG can represent colors as an RGB triple. Each pixel is represented
by three component values of either 8 or 16 bits. The components are stored in
red, green, blue order (the opposite of BMP). RGB triples may only be used when
the bit depth is 8 or 16 hits.

Palette

PNG images can aso use a color palette in the same way BMP and GIF do. The
size of the palette depends upon the sample precision. Images that use a palette
must contain a PLTE chunk that defines the palette. Palettes may only be used
when the bit depth is 1, 2, 4, or 8 hits.

Grayscale

In the grayscale color type there is one component per image, and it represents
the relative intensity of the pixel. The grayscale color type can be used for all
PNG bit depths. On most systems a decoder will need to create a palette to dis-
play grayscale images using a process like the one shown in Algorithm 13.1.

MAXPI XELVALUE = 2D SPLAYBITDERTH, g

For 11 =0 To MAXPI XEVALUE Do
Begin
PALETTE [II].RED = II
PALETTE [I1].GREEN = ||
PALETTE [I1].BLUE = II
End

RGB with Alpha Channel

PNG images support the use of an Alpha channel to control the transparency of
the image. The Alpha channel allows an image to be combined with its back-
ground. Each pixel value has an additional Alphavalue whose size in hits is the
same as the image bit depth. The RGB with Alpha color type can only be used
with bit depths of 8 and 16.

An Alpha value of zero means that the pixel is fully transparent, in which
case the background shows completely through. A value of 2™ BitDepth_3 jg
fully opague, which means that the background is completely covered by the
image. When the Alpha channel has an intermediate value, the pixel is merged
with the background using the process in Algorithm 13.2.

www.vsofts.net oldroad



Device-Independent Color

197

MAXPI XELVALUE = (1 LeftShift BITDEPTH - 1
QUTPUT. RED = (ALPHA * | MAGEVALUE. RED

+ (MAXPI XELVALUE - ALPHA) * BACKGROUND. RED) / MAXPI XELVALUE
QUTPUT. GREEN = (ALPHA * | MAGEVALUE GREEN

+ (MAXPI XELVALUE - ALPHA) * BACKGROUND. GREEN) / MAXPI XELVALUE
QUTPUT. BLUE = (ALPHA * | MAGEVALUE. BLUE

+ (MAXPI XELVALUE - ALPHA) * BACKGROUND. BLUE) / MAXPI XELVALUE

A ——
Algorithm 13.2
Alpha Channel

Merging

Grayscale with Alpha Channel

An Alpha channd can dso be used with grayscde images, but the image bit
depth is restricted to 8 or 16. Each pixel using this color type is represented using
two vaues containing the same number of bits, with the Alpha vaue following
the pixel intensity value. The merging process for this color type is the same as
for RGB with Alpha except that there is only one image color component.

Device-Independent Color

All of the colorspaces we have dedt with until now have been relative color
spaces where color components have values from 0to 2V, where Nis the num-
ber of bits used to represent a component. Zero represents the minimum compo-
nent vaue for the device, and 2V is the maximum vaue. Suppose that you
worked for Coca-Cola and needed labels printed for bottles with the background
color the same bright red used on al Coke bottles. If you told the printer you
wanted the color to be (230,0,0) using the RGB colorspace with a sample preci-
sion of 8 hits, the color of the labels would depend upon the printing equipment.
What you redlly need is a method to specify the absolute color.

The CIE 1931 dandard (CIE dands for Committee Internationale de
L'Eclarage, Internationa Lighting Committee) has served exactly that purpose
in photography, printing, and film since 1931. It uses three components that are
usualy designated XYZ. TheY component represents luminance, as it doesin
the Y CbCr colorgpace; the X and Z components represent chrominance. These
are analogous to the Cb and Cr components, but the implementation is different.

If an application knows the XYZ color values for red, blue, green, and
white for the device where the image was originally created, it is possible to
convert the RGB vaues in the image to XY Z vaues giving absolute color. If
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these color values are known for the display image as well, it is possible to con-
vert them to the corresponding RGB values for the display device so that the
image will be displayed using the original colors. This assumes that the display
device can actually display all of the XY Z colors in the image—something that
is not always the case.

.{j Vendors of monitors for personal computers rarely include the
monitors' XYZ values with the documentation. They generally have
thisinformation available if you ask them directly.

To make things even more confusing, the makers of monitors list the colors
using a colorspace related to XYZ, known as xyY, which is a projection of the
XYZ colorspace into two dimensions. The relationship between the xyY and
XYZ colorspace is

R

Equation 13.1 YT NTvYz
xyYIXYZ Colorspace o v
Conversion Y= Xxiyiz
y=1v
2 4
X =
7 = y a v »

Projecting the XY Z colorspace into two dimensions allows all possible col-
ors to be represented on a piece of paper, although with the loss of luminance or
brightnesspossibhilities.

Figure 13.3 illustrates the xyY colorspace. The black triangle in the center
represents the gamut, or range, of colors that can be displayed by a typical com-
puter monitor. This triangular range is only a small subset of the visible colors.
The gamut available to a particular device can vary substantially. For example,
the gamut that can be displayed by the typical desktop color printer is a bit dif-
ferent than that for a computer monitor.

One of the reasons colors are not generally encoded within image files using
XY Z colorspace is that it requires much more precision in the data. Using RGB,
the data precision is only such that the possible colors for the device can be rep-
resented. Since XY Z covers all possible visible colors rather than the small sub-
set a device can show, it requires more data bits to encode. The solution used by
PNG isto encode values using RGB and create chunks that allow a decoder to
determine the colors that were actually used at the source.

When | contacted the manufacturer of my monitors, the information they
gave me was.
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R
Figure 133
xyY Colorspace

0.8 —

0.7

0.6

0.5 —

0.4 —

0.3 —

0.2

0.1 —

Monitor 1

X y
Red 612 353
Green 293 595
Blue 149 .068

White Point: 9300K

Monitor 2

X y
Red 625 340
Green 280 595

Blue 155 070
White Point: 9300K

Display devices are normally built so that the white point falls on or close to
a s&t of data points known as the black body curve. 9300K is a standard white
point value for a computer monitor that has an xy value of (0.285, 0.293). The
Yvaue is implicitly 1.0. The white point in the XY Z colorspace is, then,

X = 0973
Y=1
Z= 1440

for both monitors.
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Equation 13.2
RGB to XYZ
Conversion

Equation 13.3

Equation 13.4

Equation 735

Equation 73.6

Equation 13.7

The conversion from RGB to XY Z is amatrix multiplication of the form

X CRXR
Y| = Cryr
Z CR(I —Xp—Vgr)

C, GXG CBX B R
Cove Cpyp G
Gl —xg-ye) Gl —xg—wp) || B

where Cg, Cg, and Cp are constants and the RGB values have been scaled to the
range 0-1.0. The trick now is to find the values of these three constants.
If we substitute the xy values for the first monitor into Equation 13.2 we get

X Cp x 0.612 Cg x 0293 Gy x 0.1497[ g
v = | Cr x 0353 x 0595 ¢y x 0068 ||
7 Cp X 0.035 ¢ x 0212 ¢, x 0.783 || g

We aready calculated the white point XY Z coordinate and we know that the
RGB value of the white point is (1.0, 1.0, 1.0). If we substitute that into the pre-

vious equation we get

0.973 Cr x 0.612
{1‘000} = I:CR x 0.353

1.440 Cy X 0.035

which can be factored into

0.973 0.612 0.293
1.000 | = [0.353 0.595

1.440 0.035 0.212

Co x 0293 Gy x 0.1497[,
Ci % 0.595 Gy x 0,068 || |
Co x 0212 ¢, x 0.783 || |

0.149 | | Cr
0.068 || Cs
0.7834 | Cy

Thisis aset of three linear equations with three unknown variables. We can
now solve for Cg, Cg, and Cg, which gives (0.698, 1.094, 1.512). This makesthe
transform from RGB to XY Z for this monitor

X 0.427 0.321
Y| =10246 0.651
z 0.024 0.232

0225|| R
0.103 || G
1.184 L B

To convert from XY Z back to RGB you have to invert the transform matrix.
The easiest method is to use a Gaussian elimination. Row reduction and matrix
inversions are beyond the scope of this book, but you will find an explanation of
these techniques in any book on linear algebra, such asAnton (1981). Thisisthe
inverse function for the first monitor.

R 3.170 —-1.389
G| = -1227 2123
B 0.175 -0.387
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]
Equation 13.8
Gamma
Combination

The color models used with image files assume that there is a linear relationship
between a component value and the color that appears on the screen. In redlity,
the display devices in use do not tend to respond in a linear manner to the input
supplied to them. Gamma approximates the nonlinear behavior of these devices.
Itis simply a power function:

F(X):X“’
where
O=sx=s1
>0

Adjusting the Gamma of an image can be used in conjunction with convert-
ing to the XYZ colorspace or on its own. Gamma adjustments have a greater
effect on the appearance of an image on a computer monitor than does conver-
sonto XYZ and back.

The effect of the Gamma function is to make component values generdly
darker or lighter. Gamma values greater than 1 make the image darker and those
lessthan 1 make it lighter. Notice that the domain and range of the Gamma func-
tion are the same. If the input to the function is between 0 and 1 the output will
aways be in that range as well.

The Gamma value for a display system is the combined Gamma of the
components.

o3P
L(L(... Iy(x))) = Pl 2 = Pl 2 o ON _

In other words, the Gamma value for a display system is the product of the
Gamma values for dl of its components.

The gAMA chunk alows an encoder to store the Gamma value for a system
used to create the image. The implementer of a PNG decoder is faced with two
isues

* What Gamma values should be used to view the image?
* What is the Gamma of the system being used to display the image?

There is redly no way for an application to determine what the viewing
Gamma should be. In awell-lighted room it should probably be around 1.0. In a
dark room it should be higher, around 1.5 or so. The problem here is that, unless
the decoding software has access to alight sensor, there isno way for it to deter-
mine this. The best choice is either to alow the user to input a Gamma or to use
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Equation 13.9

Equation 13.10

a viewing Gamma of 1.0. Many image display programs alow the user to adjust
the viewing Gamma after the image is displayed to get the best results.

Some high-end display systems allow the system's Gamma to be queried or
even adjusted through software. If you are writing software for personal comput-
ers, you should assume that the Gamma for all of the components other than the
monitor is 1. The PNG standard recommends a Gamma val ue of 2.5 for monitors
ifthe exact value is unknown.? Most monitor vendors have this information avail -
able even though it is not in the printed documentation. The manufacturer says
the Gamma value for the monitors in the previous section is 1.8.

Unless you have ahigh-end display system, a PNG viewing application can-
not change the Gamma. If the PNG file contains a gAMA chunk giving the
Gamma value for the image, that value is fixed as well. Since the total Gamma
of the display system is

Desired Viewing Gamma = Application Gamma x Display Gamma x File Gamma

an application can adjust it by adjusting the pixel values. The Gamma correction
the application should use is, then

Desired Viewing Gamma

Application Gamma =

Display Gamma x File Gamma

Applications should only apply Gamma correction to color components. Gamma
correction is not applied to the Alpha channel.

Interlacing

Just asin GIF, PNG supports interlacing of images. The interlacing method used
in the current PNG standard is called Adam 7.2 Other interlacing methods may
be added in the future, but this is the only one supported now. Adam 7 interlaces
the image by pixels rather than by rows. It divides the image into 8 x 8 pixel
blocks and updates it over seven passes. The Adam 7 interlace pattern is shown
in Figure 13.4.

Adam 7 is considerably more difficult to implement than GIF's row inter-
lacing. Fortunately the pattern contains regular intervals that can be exploited by
a decoder. Figure 13.5 shows how a decoder would display an 8x8 block of pix-
els on the fly using the Adam 7 pattern. This illustration makes the regular pat-
tern of the sequence more clear.

“The next version of the PNG standard is expected to recommend a value of 2.2 in order to be compatible
with the SRGB standard.
3After the pattern's creator Adam M. Costello.
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Figure 134
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The PNG standard defines four critical chunks (IHDR, PLTE, IDAT, and IEND).
Most PNG files need not contain any chunks other than these. The IHDR, IDAT,
and IEND chunks must appear in every PNG file. For the critical chunks we have
listed the general steps a decoder should take to process the chunk.

IHDR

Every PNG file contains one IHDR chunk, which must immediately follow the
PNG signature. The IHDR block specifies the image dimensions, bit depth, and
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color type. The structure of the data block within an IHDR chunk is shown in
Table 13.2. The length of the IHDR chunk datais 13 bytes. Decoders should con-
sider any other length invalid.

A decoder needs to ensure that the bit depth and color type combination is
valid. As discussed earlier, not every combination of bit depth and color type is
legal. RGB and color types with Alpha channel are only valid with bit depths of
8 and 16; palette color types are invalid when the bit depth is 16.

The Conpression Mthod and Filter Mthod fields ae for future
extensions of the PNG standard. Currently the only compression method sup-
ported is Deflate with a 32K-byte or smaller sliding window, and only one filter-
ing method is defined. A decoder should ensure that these values are zero.

To process this chunk a decoder should

» Ensure that no other chunks have been processed.
 Validate the following:

- Chunk data length should be 13.

- Compression method and filter method should be 0.

- Interlacing method should be 0 or 1.

- Color type must be 0, 2, 3, 4, or 6.

- Sample precision must be 1, 2, 4, 8, or 16.

- Sample precision and color type must be consistent.

- Storage for the image buffer and palette has been allocated.

Tab|e132 o
IHDR Data Format

Field Name Field Size Description

W dth 4 bytes Image width in pixels.

Hei ght 4 byte Image height in pixels.

Bit Depth 1 byte Sample precision (1, 2, 4, 8, or 16).
Col or Type 1 byte Method for interpreting image data:

0—Grayscale image.
2—RGBtriple.

3—Palette.

4—Grayscale with Alpha channel.
6—RGB with Alpha channel.

Conpressi on Met hod 1 byte Must be zero.
Filter Method 1 byte Must be zero.
Interlace Method 1 byte 0—The image is not interlaced.

1—Adam 7 interlacing.
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]
Table 13.3

Palette Entry
Structure Format

PLTE
The PLTE chunk defines a color paette for the image. There may only be one
PLTE chunk per image and it must occur before the first IDAT chunk. When the
image's color type is paette the file must contain a PLTE chunk. The datawithin
the PLTE chunk is an array of palette entry structures shown in Table 13.3. The
number of palette entries is the number of data bytes in the PLTE chunk divided
by 3, and is limited to a maximum of 25 °*™ The palette can contain fewer
entries than the maximum alowed by the bit depth. The color valuesinthe PLTE
chunk are in the range 0-255 no matter what the image bit depth or color type is.

When the color type is RGB or RGB with Alpha channel, the PLTE chunk
is optional. An encoder may include a palette for images with these color types
in order to provide a recommended palette to use if the image needs to be quan-
tized to 256 colors. A PLTE chunk is lega in this situation even when the bit
depth is 16 bits. However, its component values are 8 hits no matter what the bit
depth is. Grayscale images may not contain a PLTE chunk.

To process this chunk a decoder should

* Make sure that no other PLTE chunk has been processed.

» Ensure that the image color type is not grayscale or grayscale with Alpha.
» Vdidate chunk data:

- The number of databytes in aPLTE is a multiple of 3.

- The number of palette entries is not greater than 250%™,

- The number of palette entries is not greater than 256.

Store the chunk’'s RGB values in the palette used to decode the chunk.

IDAT

IDAT chunks contain the compressed image data. All of the IDAT chunks within
a PNG file must be consecutive with no intervening chunks. The IDAT blocks
may occur anywhere after the IHDR block and before the IEND block. If the
PNG file contains a PLTE block, the IDAT blocks must come after it. The size of
the block datain an IDAT block can be in the range 0 to 2** - 1. The usual num-
ber of data bytes within an IDAT block is between 4K and 16K bytes. Of course,

Field Name  Size Description

Red 1 byte Red component intensity value (0-255)
Geen 1 byte  Green component intensity value (0-255)
Bl ue 1 byte Blue component intensity value (0-255)
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the last IDAT block in a chain may have substantially fewer bytes. A PNG file
that does not contain an IDAT block is invalid. The organization of the com-
pressed data within IDAT blocks is covered in Chapter 13.

Unlike all other chunk types, most decoders will probably treat all the IDAT
blocks as a group rather than process them independently. This makes the decom-
pression process simpler and helps to ensure that all the IDAT blocks in the file
are consecutive. When the first block in an IDAT block chain is encountered, the
decoder should

» Ensure that no other IDAT block chains have been encountered.

* |If the color type is Palette then make sure that a PLTE chunk has been
processed.

» Decompress the image data.

IEND

The IEND chunk marks the end of PNG, so it obviously must be the last chunk
in a PNG file.
To process this chunk a decoder should

» Ensure that at least one IDAT block has been processed.
» Make sure that the chunk data length is zero.
» Conclude the decoding process.

Noncritical Chunks

The PNG standard defines several noncritical or ancillary chunks. These are
chunks that are not absolutely essential within a PNG file. An encoder does not
have to create any of these chunks and a PNG decoder can simply ignore them.
However, if you were writing a PNG decoder it would be desirable to implement
as many of these standard chunks as possible. Likewise, an encoder should use
them when applicable, rather than create application private chunks, in order to
ensure the greatest portability. Many of the noncritical chunks are realy only
appropriate for specialized applications or when used for intermediate storage.
For files that are going to be transmitted over the Internet or embedded in Web
pages, atEXt chunk or two and possibly agAMA chunk are all that is appropri-
ate in most cases.

bKGD

The bKGD chunk suggests a background color for the image. If the image is
being displayed in a window that is larger than it is, a decoder can use this color
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Table 13.4
cHRM Chunk Data
Format

to display the areas outside the image. If the image contains an Alpha channel the
decoder can merge the background color with the image. The bKGD chunk must
appear before the IDAT chunks in the image. If the image contains a PLTE
chunk, then it must precede that bK GD chunk.

The format of the data within a bK GD chunk depends upon the image's
color type.

Palette Color Type. The chunk data consists of single byte that is an index
into the color palette.

Grayscale or Grayscale with Alpha Channel.  The chunk data contains a
single 2-byte integer that specifies the intensity of the background.

RGB or RGB with Alpha Channel. The chunk data contains three 2-byte
integers that specify the values for the red, green, and blue components of the
background.

cHRM

An encoder can create a cHRM chunk to store the device-independent (1931
CIE) specification of the colors used to view the image on the source display.
These values can be used to convert the RGB pixel values to absolute colors
using the process described earlier in the chapter. The format of the cHRM chunk
is shown in Table 134.

gAMA

If a PNG encoder knows the correct Gamma value used to view the origina
image, it can gtore this information in a gAMA chunk so the decoder can recre-
ate the image as it was seen on the device that created it. The gAMA chunk data
contains a 4-byte integer that holds the product of the Gamma value and
100,000. Thus, a Gamma value of 2.1 would be stored in the gAMA chunk as

Field Name Size Description

Wiite Point X  4bytes  White pointvalue x 100,000
White Point Y  4bytes  White pointvalue x 100,000

Red X 4 bytes Red point value x 100,000
Red Y 4 bytes Red point value x 100,000
Geen X 4 bytes Green point value x 100,000
Geen Y 4bytes  Green point value x 100,000
Blue X 4 bytes Blue point value x 100,000
Blue Y 4 bytes Blue point value x 100,000
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Table 13.5
gAMA Chunk Data
Format

Table 13.6
pHYs Chunk Data

210,000. A gAMA chunk must precede any PLTE and IDAT chunks in the file.
The format of the gAMA chunk is shown in Table 13.5.

hIST

An encoder can place a hIST chunk in any PNG filethat contains a PLTE chunk
in order to supply decoders with the approximate usage frequencies for each
color in the palette. The hIST chunk can assist a decoder in selecting the colors
to useifit is unableto display all the colors in the palette. If an image contains a
hIST chunk, it must follow the PLTE chunk and precede the IDAT chunks.

The hIST chunk data is an array of 2-byte, unsigned integers. The number of
array elementsin the hl ST chunk must be the same as the number of color entries
in the PLTE chunk. Each entry in the hIST array reflects the approximate rela-
tive usage of the corresponding color in the PLTE chunk.

If the encoder knows the absolute usage frequency of the colors within the
palette, it can scale the valuesto fit into 16 bits. However, azero frequency value
should only be used when a color is not used at all. In the case of an RGB image,
the frequency values will always be approximate and none should be zero.

pHYs

The pHY s chunk is used to store the absolute or relative pixel size of the device
used to view the image when it was created. If a PNG file does not contain a
pHY s chunk, the decoder should assume that the pixels are square and that the
original physical sizeisunknown. A pHY schunk must precedethe IDAT chunks
in the file. The format of the data for the pHY s chunk is shown in Table 13.6.
When the Unit Specifier field is 0, the X and Y pixel dimensions in
the pHY s chunk give the relative sizes of the pixels on the source display. The
decoder can use this information to scale the image on the output display. If the

Field Name Size Description
Gamma Val ue 4 bytes File Gamma x 100,000
Field Name Size Description

Pixels Per Unit X 4 bytes
Pixels Per Unit Y 4 bytes

Unit Specifier 1 byte 0—The X and Y values give a ratio.
1—Unit is meters.
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Unit Specifier field is 1, the X and Y dimensions give the number of pixels
per meter on the source display. The decoder can use this information to output
the image in the same size it was on the source display.

sBIT
An encoder can use an SBIT chunk to store the number of significant bits in the

original sample data. If the origind data uses a bit depth that is not supported by
PNG—for example, 12—a decoder can use the information in an sBIT chunk to

recreate the origina sample values.
The format of the data within the SBIT depends upon the color type of the

image.

Grayscale. The chunk data contains 1 byte giving the number of signif-
icant bits.

RGB and Palette.  The chunk data contains 3 bytes giving the number of
significant bits for the red, green and blue components.

Grayscale with Alpha Channel. The chunk data contains 2 bytes giving
the number of significant bits for the grayscde data and Alpha channel.

RGB with Alpha Channel. The chunk data contains 4 bytes that specify
the number of significant bits in the source for the red, green, and blue com-
ponents and Alpha channel, respectively.

All datavaues within the sBIT chunk must be greater than zero and less than

or equal to the bit depth.
A decoder can use a procedure like this to convert a sample vaue from a

PNG file to the value at the original bit depth.

unsi gned int sourcemax = 1 << sBlTvalue ;
unsigned int filemax = 1 << BitDepth ;
sourceval ue = (filevalue * sourcemax + filemax - 1) / filemax ;

The process for an encoder is amost exactly the same.

unsigned int sourcemax = 1 << SourceBitDepth ;
unsigned int filemax = 1 << FileDepth ;
filevalue = (sourcevalue * filemax + sourcemax - 1) / sourcemax ;

tEXt

An encoder can use atEXt chunk to store text information that does not affect
the decoding of an image. The tEXt chunk can appear anywhere between the
IHDR and IEND chunks (except among the IDAT chunks) and there can be any
number of them in afile.
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Table 13.7
tEXt Chunk Format

The chunk data contains a keyword and a keyword value. The chunk data
format is shown in Table 13.7. The length of the Keywor d field is determined by
locating the NULL (0) terminator. This length may not be zero. The length of the
Text fieldisthe length of the chunk data minus the length of the Keywor d and
theTer mi nat or . Thislength may be zero. Line breaks within the text should be
represented with a single <LINEFEED> character.

The PNG standard defines the keywords shown in Table 13.8. An encoder
can use these or create new keywords; however, a decoder should use the prede-
fined keywords when they are applicable to maximize portability. Keywords are
case sengitive.

tIME

The tIME chunk is used to store the last time the image was modified. The tEXt
chunk is used to store the creation time. The format of the tIME chunk data is
shown in Table 13.9. Zulu (or Greenwich) time should be used rather than local
time. Applications that do not modify the image data should not create a new
tIME chunk. The tIME chunk may appear anywhere after the IHDR chunk and
before the IEND chunk, except within the IDAT chunks.

Field Name Size Description

T
Table 13.8
tEXt Pre-defined
Keywords

Keywor d Variable 1-79 bytes ASCII string
Termi nat or 1 byte A zero terminator for the keyword
Text Variable ASCII string

Keyword Description

Aut hor Name of the image's creator

Comment Generic comment; conversion from GIF comment
Copyri ght Copyright notice

Creation Time  Time the image was originally created
Description Extended image description

Di scl ai mer Legal disclaimer

Sof t war e Application that created the image

Sour ce Device used to create the image

Title Brief image description or title

Var ni ng Content warning
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. |
Table 13.9
tIME Chunk Format

Field Name Size Description

Year 2 bytes  Gregorian year (2020, not 20)
Mont h 1 byte 112

Day 1 byte 131

Hour 1-byte 1-23

M nute 1 byte 0-59

Second 1 byte 0-60

tRNS

The tRNS chunk is used to implement transparency without using an Alpha
channedl. Using this mechanism, the Alpha values are associated with colors
rather than per pixel. A tRNS chunk must appear after the PLTE chunk, if pre-
sent, and before the IDAT chunks. The format of the datawithin the tRNS chunk
depends upon the color type used to store the image.

Palette. The chunk data contains an array of bytes that specify the Alpha
value to be associated with the color entries in the PLTE chunk. Each pixel
with acolor index of N has the Nth entry in the tRNS data as its Alpha vaue.
The number of entries in the tRNS chunk must be less than or equa to the
number of color entries in the PLTE chunk. Paette entries without an entry
in the tRNS chunk have an Alpha value of 255.

Grayscale. The chunk data contains a 2-byte integer that defines a trans-
parent color. All pixelswith this color value are fully transparent; pixelswith
any other value are fully opague.

RGB. The chunk data contains three 2-byte integers that specify an RGB
color vaue. All pixels of this color are fully transparent; pixels of any other
color are fully opaque.

The tRNS chunk may not be used when the color type has an Alpha
channel.

zTXt

The ZTXt chunk performs the same function as the tEXt chunk except that the
text datais compressed using the Deflate compression method (the same method
usedto compress the image data). Just like the tEXt chunk, there can be any num-
ber of ZTXt chunks and they can occur anywhere after the IHDR chunk and
before the IEND chunk, except among the image's IDAT chunks. The format of
the ZTXt chunk is shown in Table 13.10.
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Table 1310 Field Name Size Description

ZTXt Chunk Format -
Keywor d 1-79 bytes Uncompressed text string
Separ at or 1-byte Zero value keyword terminator
Conpression Mt hod 1-Byte Must be zero.
Conpressed Text Variable Deflate compressed text.

Conclusion

In this chapter we have introduced the PNG format and described its file and
chunk structure. The PNG format contains support for device-independent color
through Gamma correction and the XY Z color model. It is superior to GIF in all
respects except one: animations. Unlike GIF, PNG files can only contain a sin-
gle image. As this is being written a new multiple image standard called MNG
is under development that will remove the fina barrier to PNG completely
replacing GIF.

The PNG file and block format is defined in the PNG standard, which is
included on the accompanying CD-ROM. Foley et al. (1996) contains more
information on Gamma correction, Alpha channel, and the XYZ colorspace.
Blinn (1998) and Porter and Duff (1984) contain useful information on Alpha
channel and compositing. Campbell (1987) and Ramabadran and Gaitonde
(1988) give introductory descriptions of CRC calculations.

The source code example for this chapter is an application called PNGDUMP
that displays the name, chunk data length, and CRC value for each chunk in a
PNG file. The organization of this application is very similar to that of a func-
tioning PNG decoder. For the critical chunks defined by the PNG standard,
PNGDUMP performs appropriate validations. The major piece that a decoder
would add is the decompression of the image data stored in the IDAT blocks
(covered in the next chapter).

To run this application type

> PNGDUMP somefile. png

at the command line. Sample output from this program is shown in Figure 13.6.
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Figure 13.6 Data Length: 13

Sample PNGDUVP Data ORC. 9cc69707

Output File CRC 9cc69707
Image Size: 383 x 262
Bit Depth: 8

Col or Type: Pal ette | ndex

Conpression Method: deflate/inflate - 32k Sliding Wndow
Filter Method: adaptive

Interlace Method: none

}
{ PLTE
Data Length: 768
Data CRC. 9fe76824
File CRC. 9fe76824
Pal ette Col or Count: 100

? | DAT
Data Length: 2000
Data CRC. 710a2c5b
File CRC 710a2c5h

}

{ IDAT
Data Length: 2000
Data CRC. d857c86a
Fi | e CRC. d857c86a

? | DAT
Data Length: 2000
Data CRC. 119cab52
File ORC 119cab52

}

{ IDAT
Data Length: 2000
Data CRC. 1lab5b934
File CRC 1ab5h934

? | DAT
Data Length: 2000
Data CRC. 610914db
File CRC 610914db

}

{ IDAT
Data Lengt h: 5b7
Data CRC. cee96f be
File CRC. cee96fbe

? | END
Data Length: 0
Data CRC. ae426082
File CRC. ae426082

}
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A

Decompressing
PNG Image Data

The previous chapter explained how to decode a PNG file up to the point where
the image data within the IDAT blocks is interpreted. This chapter covers the
remaining topics needed to decode a PNG file. The main focus is the Deflate
compression process that PNG uses to store pixel datain IDAT chunks.

Decompressing the Image Data

Thefirst step in processing the image datais to decompress it. During the decom-
pression process we treat the chunk datafrom the IDAT chunks in the image file
as a continuous stream of bytes; then we pass them to a decompressor for the
Deflate/Inflate processes. The segmentation of the compressed stream into IDAT
chunks is irrelevant to the decompression processes. The sequence of com-
pressed data bytes would be the same if one IDAT were used to hold the entire
compressed block, if each compressed byte were placed in a separate IDAT
chunk, or any combination between these two extremes.

ZLIB, Deflate, and PNG

Before Unisys started to demand licenses for its use in software, LZW had not
been confined to GIF. It had also been used in many types of compression appli-
cations including the Unix compress program. When LZW could no longer be
used in free software, there was an immediate need for afreely usable compres-

215
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sion method to replace it. The solution came in the form of a general-purpose
compression library known as ZLIB.

ZLIB employs an LZ77-based compression process known as Deflate,
which had its origins in the ZIP and PKZIP programs. The compression source
code within ZIP was too tightly bound to the application for general use, so Jean-
Loupe Gailly and Mark Adler created ZL 1B to implement Deflate compression
in a manner that can be used by other applications. ZLI1B has been used not only
in PNG but in the GZIP archiving program as well. Currently, Deflate is the only
compression method supported by ZL 1B, but the ZLIB format has provisions for
other methods to be added in the future.

For this discussion we are going to describe ZLIB and Deflate only as they
apply to PNG. Not all settings that are valid in ZLIB/Deflate are legal when used
in PNG files. The source code examples in this and the following chapters con-
tain implementations of the PNG subset of Deflate.

LZ77 Compression

The LZ77 process uses a sliding window to maintain a dictionary of recently
processed text. The compressed stream is a sequence of codes that are either lit-
eral values or commands for the decompressor to copy text from the window to
the output stream.

An LZ77 decompressor reads each code in the compressed stream in
sequence. Codes that represent literal values are copied directly to the output
stream. Command codes are replaced in the output stream with text copied from
the LZ window. In either case, the LZ window is advanced so that the last char-
acter copied to the output stream is included in the window. The big advantage of
dictionary compression over Huffman coding is that compression can be done on
the fly without having to process the entire stream, making it suitable for appli-
cations such as compression of data streams in a computer network.

Figure 14.1 contains a simplified example of LZ77 decompression using a
16-byte window. The data consists of 7-bit ASCI| text, so by using 1 bit to dif-
ferentiate a literal value from a command, each code in the compressed stream
can be encoded using 8 hits. In this example copy commands are represented as
<O f set : Lengt h> where the offset is the number of bytes from the start of the
LZ77 window and the length is the number of bytes to copy.

In this example the first six codes are literal values that are copied to the out-
put stream. The seventh code copies two characters from the tenth position in the
LZ Window ("A") to the output stream. As new codes are read, the window fills
up and text starts to become lost to the compression processes. Notice that the
final "MA" in the text could have been compressed into a code had that string
not slid out of the window.
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@ 1 A MAN <10: 2>PL<9: 5>C<3: 2>AL<3: 2><I| 0: 3>MA
= 2 MAN <10: 2>PL<9: 5>C<3: 2>AL<3: 2><| 0: 3>MA
3 MAN<10: 2>PL<9: 5>C<3: 2>AL<3: 2><10: 3>MA
4 AN <10: 2>PL<9: 5>C<3: 2>AL<3: 2><| 0: 3>MA
5 N <10: 2>PL<9: 5>C<3: 2>AL<3: 2><I 0: 3>MA
6 <10: 2>PL<9: 5>C<3: 2>AL<3: 2><| 0: 3>MA
7 <10: 2>PL<9: 5>C<3: 2>AL<3: 2><] 0: 3>MA
8 PL<9: 5>C<3: 2>AL<3: 2><10: 3>MA
9 L<9: 5>C<3: 2>AL<3: 2><10: 3>MA
10 <9: 5>C<3: 2>AL<3: 2><10: 3>MA
11 C<3: 2>AL<3: 2><1 0: 3>MA
12 <3: 2>AL<3: 2><10: 3>MA
13 A AL<3: 2><| 0: 3>MA
14 A M L<3:2><10: 3>MA
15 A MA <3: 2><10: 3>MA
16 A MAN <10: 3>MA
17 A MMNAP MA
18 A MAN A PL A
19 A MAN A PLA
. ]
Figure 14.1
LZ77 Compression
Example

Deflate Compression

Data in the Deflate format is stored in blocks that are either uncompressed or
compressed using a variation of the LZ77 process. For the moment we will con-
centrate on the format of compressed Deflate blocks. Deflate uses a 32K -byte (or
smaller power of 2) diding window into the most recently decoded text. During
the decompression process this window holds the most recently decompressed
data bytes.

The compressed stream contains codes that represent literal values or dis
tance/length codes. When the decompressor encounters a literal value, it copies
it to the output stream and then advances the diding window by one postion.
When a distance/length code is read from the compressed stream, the decom-
pressor uses the distance to locate the gtart of a previoudy decompressed string
to copy to the output stream.

When copying a string from the diding window you need to maintain two
pointers or indices into the diding window: one to the source text being copied
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Algorithm 14.1
LZ77 Data Copying

and the other to the destination. Since the size of the window is a power of 2, it
is easy to implement the window as a circular buffer rather than one that physi-
cally moves. Wrapping of indices in a 32K buffer is accomplished by perform-
ing a bitwise AND operation with an index and the value 7FF; (2%°-1).

Algorithm 14.1 shows how a copy operation isimplemented. It assumes that
there is afunction called Qut put Byt e that processes each byte as it is decom-
pressed. The arguments to the CopyDat a function are the number of bytes to
copy and the distance from the current output position in the window.

Deflate uses codes in the range 0-285 in the compressed stream. The codes
in the range 0-255 naturally represent literal bytes in the compressed stream.
The code 256 is a specia value that is used to mark the end of a compressed
block, and codes 257-285 are used to start a command to copy from the sliding
window.

The format for a copy command is shown in Figure 14.2. The codes
257-285 are part of the specifier for the length component of the copy com-
mand. Each length code has a base length value and a number of extra bits asso-
ciated with it. After reading the code, the decoder reads the specified number of
extrabits. The value of the extrabits is added to the base value to give the final
copy length. The base values and number of extra bits for each length code are
shown in Teble 14.1.

G obal QUTPUTPCSI TI ON
Constant WNDOMSI ZE = 1 LeftShift 15
Const ant W NDOWVASK = WNDOWBI ZE - 1 // 7FF
PROCEDURE CopyDat a ( LENGTH, DI STANCE)
Begin

/1 W add the window size to ensure the index is always positive.
/1 The AND operation will get rid of any extras distance from

[l this addition.

OCPYPCSI TION = (WNDOMSI ZE + QUTPUTPCSI TION - DI STANCE)

QCPYPCSI TI ON = OCPYPCSI TI ON AND W NDOWWASK

For Il = 1 To LENGTH Do
Begin
W NDOW [ QUTPUTPCSI TIGN = W NDOW [ GCPYPCSI TI QN
Qut put Byt e (WNDOW [ QUTPUTPCEI TI QN )
/1 Advance to the next output position
QUTPUTPCSI TION = QUTPUTPCSI TION + 1
QUTPUTPCSI TI ON = QUTPUTPCSI TI CN And W NDOWVASK
/1 Advance to the next byte to copy
QPYPE TIAN = CCPYPSITION + 1
CCPYPCSI TI CN = QCOPYPCSI TI CN And W NDOWVASK
End
End
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E———  <| engt h Code>[Length Extra Bits]<Distance Code>[Distance Extra Bits]

Figure 14.2
Copy Command
Format

The extrabits are followed by another distance code in the range 0-29. This
value specifies the base value for the distance from the current location in the
buffer and the number of additional bits. The extra bits and base values for dis-

tance codes are shown in Table 14.2.

Table 14.1 Length Code  BaseValue  Extra Bits  Possible Length Values

Length Code Base

Values and Extra Bits ~ 2°7 3 0 3
258 4 0 4
259 5 0 5
260 6 0 6
261 7 0 7
262 8 0 8
263 9 0 9
264 10 0 10
265 n 1 11-12
266 13 1 1314
267 15 1 1516
268 17 1 1718
269 19 2 19-22
270 23 2 23-26
271 27 2 27-30
272 31 2 31-34
273 35 3 35-42
274 43 3 43-50
275 51 3 51-58
276 59 3 59-66
277 67 4 67-82
278 83 4 83-98
279 99 4 99-114
280 115 4 115-130
281 131 5 131-162
282 163 5 163-195
283 195 5 195-226
284 227 5 227-257
285 258 0 258
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Example
1. Read Length Code 275
From Table 14.1 the Base Value is 51 and there are 3 extra bits.
2. Read 3 Bits giving 101, (5)
Length Value is5 + 51 = 56

3. Read Distance Code 14
From Table 14.2 the Base Value is 129 and there are 6 extra bits.

4. Read 6 Bits giving 001100, (12).
The Distance value is 12 + 129 = 141

This command copies the 56 characters located 129 positions before the
current buffer position.

Table 14.2 DistanceCode  BaseValue  ExtraBits  Possible Distance Values

Distance Code Base
Values and Extra Bits 0 1 0 1

1 2 0 2

2 3 0 3

3 4 0 4

4 5 1 5-6

5 7 1 7-8

6 9 2 9-12

7 13 2 1316

8 17 3 17-24

9 25 3 25-32

10 3 4 3348
11 49 4 49-64

12 65 5 65-96
13 97 5 97-128
14 129 6 129-192
15 193 6 193-256
16 257 7 257-384
17 38 7 385512
18 513 8 513-768
19 769 8 769-1,025
20 1,025 9 1,025-1,536
21 1537 9 1,537-2,048
22 2,049 10 2,049-3,072
23 3,073 10 3,073-4,006
24 4,097 n 4,097-6,144
25 6,145 n 6,145-6,145
26 8,193 12 8,193-12,288
27 12,289 12 12,289-16,334
28 16,385 13 16,385-24,575
29 24577 13 24.577-32,768
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Huffman Coding

One would normally expect vaue ranges that are limited by powers of 2.
However, in Table 14.1 and Table 14.2 we have the values 0-285 and 0-29. So
how are the lengths and distances efficiently coded?

The answer is Huffman coding. Two Huff man tables are used during most of
the decompression process. One is used to decode length and literal values and
the other is used to decode distance vaues.

in Deflate
The Huffman coding process used in PNG with Deflate is dmost identical to the
one used in JPEG (Chapter 6). In fact, for the PNG decoder on the CD-ROM, we
will only have to make small modifications to the JPEG Huffman decoder class.
These are the differences you need to be aware of between Huffman coding in
JPEG and in PNG:

* In JPEG, the Huffman codes containing al 1 bits are invdid. In PNG they
ae legdl.

* In JPEG, the maximum Huffman code length is 16 bits. In PNG, lengths and
distance codes are amaximum of 15 bits while the tables are encoded using
a maximum of 4 bits.

e InPNG, if values of X andY have Huffman codes of the same length and X
is greater than Y, the Huffman code for X is grester than the Huffman code
for Y. In JPEG, the ordering of Huffman codes matches the ordering of the
values in the file.

¢ InPNG, the Huffman codes are stored with their bits reversed. The Huffman
code 11002 (6) is stored as 011y, (3) in the compressed data.

* In PNG, Huffman table definitions contain the Huffman code length for
every possible value. Unused values are given a code length of zero. In
JPEG, code lengths are only given for values that are actualy used.

Aswith JPEG, the input to the Huff man table generation processis an array
of values and an array of Huffman code lengths. In PNG, the values are sorted
by vaue rather than code length and the array contains zero length codes. We
have to add a step to sort these arrays by code length, and during the Huffman
code generation we have to take into account the values with zero length codes.

Algorithm 14.2 illustrates the process for decoding a compressed block. The
procedures DecodeUsi ngLengt hTabl e and DecodeUsi ngDi st anceTabl e
are assumed to Huffman decode the next value in the input stream using the lit-
eral/length and distance Huff man tables, respectively. ReadLi t er al Bi t s (n)
is afunction that returns the next n bits from the input streem and CopyDat a is
the function defined in Algorithm 14.1.
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’ Procedure DecodeBl ock
Algorithm 14.2 Begin
Deflate Process While True Do
Begin

CODE = DecodeUsi ngLengt hTabl e ()

[f CODE = 256 Then
Return

El se If CODE < 256 Then
Qut put Byt e (QDE)

El se
Begin
EXTRA = LENGTHEXTRABI TS [ CCDE]
BASE = LENGTHBASES [ CCDE|
LENGTH = BASE + ReadLiteral Bits (EXTRA)
CQODE = DecodeUsi ngDi stanceTabl e ()
EXTRA = DI STANCEEXTRABI TS [ OCDE|
BASE = DI STANCEBASES [ QCDE
DI STANCE = BASE + ReadLiteral Bits (EXTRA)
CopyData (LENGTH, Di STANCE)
End

End

End

Compressed Data Format

Until now we have dealt with the PNG compression from the top down. Now we
are going to back up and examine the ZL|B/Deflate compressed data format.

The structure of the compressed data is shown in Table 14.3. Notice that
most of the fields are not complete bytes and that when used with PNG most have
mandatory values. The Conpr essi on Level fieldisanadvisory field. It gives
a clue as to whether there may be any benefit in recompressing the data. The
valueinthe Check Bi t s fieldisused to ensurethat the header value isamulti-
ple of 31. A 2-byte header that is not evenly divisible by 31 isinvalid.

The Adler-32 checksum serves the same function the CRC-32 does for PNG
blocks. The major difference is in how it is used. The CRC-32 value for a PNG
block is calculated using the bytes stored in the file. The Adler-32 value for a
compressed stream is calculated on the uncompressed bytes. As each byte is
decompressed, the decoder should update the Alder-32 value. After all the data
has been decompressed, a decoder should compare the Adler-32 calculated from
the decompressed data with the value stored in the field. If the two values are not
the same, the decoder should assume that the data has been corrupted.

The following source code illustrates how to implement the Adler-32 check-
sum. The Updat eAd! er function updates the value in theAd| er Regi st er vari-
able for each byte as it is decompressed. The Adler register is initialized to 1
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L}
Table 14.3
Compressed Data
Format

Field Name Size Description

Header 2 bytes

Conpr essi on Met hod 4 bits Must be 8.

W ndowSi ze 4 hits Must be 7 or less.

Check Bits 5 bits Makes the first 2 bytes a multiple of 31
Preset Dictionary 1bit Must be zero.

Conpr ession  Level 2 hits 0—Fastest compression used.

1—Fastcompressionused.

2—Default compression used.

3—Maximum compression used.
Conpr essedBl ocks Variable

Adl er Checksum 4 bytes Adler-32 Checksum calculated from the
uncompressed data.

before calculating the checksum. The Adler value stored in the file is the value
of the Adler register after the last byte has been processed. No modification needs
to be made, as with CRC-32.

unsi gned long Adl erRegister =1 ;
const unsigned long PRIME = 65521L ;
voi d Updat eAdl er (unsi gned char val ue)
{ unsi gned | ong | ow = Adl er Regi st er & OX0000FFFFL ;
unsigned long high = (AdlerRegister >> 16) & OXO0000FFFFL ;
low= (low+ val ue) %PR M ;
high = (low + high) %PRM ;
Adl er Regi ster = (high << 16) | low ;

Compressed Data Blocks

>

The compressed data can be divided into any number of compressed blocks. It is
possible for the encoder to compress the entire image into a single block, but in
some cases using multiple blocks can improve compression. Each block starts
with a 3-bit header with the format shown in Table 14.4. The header specifies the
method used to compress the block and if more blocks follow this one. If the
Final bit is =, the Adler-32 vaue follows this block.
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BRSNS . .
Table 14.4 Field Name  Size Description
Compressed Block : - —
Header Format Fi nal 1 bit 1—This is the last compressed block.
0—There are additional compressed blocks after this one.
Type 2 bits  0—Thedata is uncompressed.

SRR S R RIS
Table 145
Uncompressed

Block Format

Table 14.6
Dynamic Huffman
Code Fields

1—Compressed with fixed Huffman codes.
2—Compressed with dynamic Huffman codes.
3—Invalid.

Uncompressed Block Format

If the Type field in the block header specifies that the data is uncompressed, the
remaining data in the block is byte aligned. Any unused bits following the header
are discarded. The format of an uncompressed data block is shown in Table 14.5.
A decompressor simply copies the uncompressed bytes to the output stream.

Dynamic Huffman Codes

Dynamic Huffman codes is the most useful compression method. The bit fields
shown in Table 14.6 immediately follow the compressed block header. These val-
ues give the number of values that are actually used in the compressed data.
While two Huffman tables are used to decompress the data, there are three
lengths defined here. The reason for the extra field is that the code lengths for the
length/literal and distance Huffman tables themselves are Huffman encoded.

The structure in Table 14.6 is followed by a sequence of up to 19 3-hbit fields.
The actual number of bit fields is the value of the L engths field plus 4. These
bit fields contain the Huffman code lengths for the values 0-18. The lengths are
stored in the order

1617180879610511412313214115

Field Name  Length Description
Length 2 bytes The number of data bytes in the block.
NLengt h 2 bytes The 1's-complement of Length. Used for validation.

Block Data  Length bytes  The uncompressed data bytes.

Field Name  Length Description

Literals 5 bits Number of length/literal codes-257 (257-286).
Di st ances 5 bits Number of distance codes-1 (1-32).

Lengt hs 4 bits Number of code length codes-4 (4-19).
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Table 14.7
Length Encodings

Entries at the end of the list are less likely to have a corresponding length
value stored in the file. Vaues without an entry are assigned a code length of
zero. Using these length codes, a decompressor creates the Huffman table used
to decode the code lengths for the other literal/length and distance Huffman
tables.

The Huffman-encoded values 0-18 are used to encode the litera/length and
distance Huffman tables. Table 14.7 shows the meanings of these codes. The
codes 16, 17, and 18 have a number of extra bits associated with them. When a
decoder encounters one of these codes, it is followed by the specified number of
literal bits.

Example

Decoder reads the Huffman encoded value 17 from the input stream.
Following Algorithm 14.7, the decoder reads the 3 extra bits 1012 (5).
This value is added to the base value giving 8 (= 3 +5).

This command sets the next 8 code lengths to zero.

The code lengths for the literal/length Huffman table come next in the input
stream. The number of code lengths isthevalue of the Li t er al s fieldin Table
14.6 plus 257. A decompressor reads Huff man-encoded command vaues (0-18)
and processes them according to Table 14.7 until the specified number of code
lengths has been read.

The distance Huffman table code lengths immediately follow. The number of
distance codesisthe value of the Di st ance field in Table 14.7 plus 1. Distance
table length codes are encoded in the same manner as they are in the literal/length
table.

Algorithm 14.3 illustrates how to read the code lengths for a Huffman table
from the input stream. The parameters to the ReadLengt hs function are the
number of code lengths to read (from Table 14.6) and an output array of code
lengthswhere LENGTHS [n] isthe Huffman code length for the value n.

After the code lengths have been read, they are used to generate the
literal/length and distance Huffman tables. The compressed data format is iden-
tical to that used with fixed Huffman codes.

Code Description Base Value Extra Bits
0-15 Literal value. N/A 0
16 Repeat the previous code 3-6 times. 3 2
17 Repeat length 0 3-10 times. 3 3
18 Repeat length 0 11-138 times. n 7
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Compressed
Huffman Tables

Procedure ReadlLengths (LENGTHCOUNT, LENGTHS [])
Begin
INDEX = 0
Vhi | e | NDEX < LENGTHCOUNT DO
Begin
OCDE = Huf f manDecodel nput Stream ()
If CCDE < 16 Then
Begin
LENGTHS [INDEX] =
INDEX = INDEX + 1
End
Else If ODE = 16 Then
Begin
COUNT = 3 + ReadRawBit sFrom nput Stream (3)
For | = 1 To COUNT Do
Begin
LENGTHS [INDEX =
INDEX = INDEX + 1
End
End
El se If ODE = 17 Then
Begin
COUNT = 3 + ReadRawBit sFrom nput Stream (3)
For | =1 To COUNT Do
Begin
LENGTHS [INDEY =0
INDEX = INDEX + 1
End
End
Else If ODE = 18 Then
Begin
COUNT = 11 + ReadRawBit sFrom nput Stream (7)
For | =1 To COUNT Do
Begin
LENGTHS [INDEX] = 0
INDEX = INDEX + 1
End
End
End
End

OCDE

LENGTHS [INDEX - 1]

Fixed Huffman Codes

When fixed Huffman codes are used, the compressed data in the block immedi-
ately follows the block header. The compressed data may or may not be byte
aligned. This block uses a predefined set of Huffman codes rather than codes
generated from usage frequencies.

A block that uses fixed Huffman codes is decompressed in the same man-
ner as is one with dynamic Huffman codes. The only difference in processing
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Table 14.8
Literal/Length
Huffman Code
Lengths for Fixed
Huffman Codes

Value Code Length
0-143 8

144-255 9

256-279 7

280-287 8

is that the Huffman table lengths are not stored in the input stream. The
Huffman table for length/litera codes is generated using the code lengths
shown in Table 14.8. The Huffman table for distance code uses alength of 5 for
al possible values (0-29).

Writing the Decompressed Data to the Image

Algorithm 14.4
Interlace  Processing
Using a Table

The process described in the previous sections in this chapter shows how to con-
vert a stream of compressed bytes contained in a sequence of IDAT blocks into
a stream of uncompressed data bytes. We need to perform interlacing, filtering,
and color conversion on this stream before writing it to the image.

Interlacing

When an image is interlaced, it is divided into a series of seven passes. We can
exploit the regularities in the Adam 7 interlace pattern to create a structure like
the one shown in Table 14.9. This structure gives the location of the first pixel
within an 8 x 8 block that is updated by each pass and the row and column
intervals between the next pixels. All of the row and column intervals are main-
tained across adjacent 8 x 8 blocks. This example shows how the information
in Table 14.9 would be used to determine the sequence of pixels to process in
a pass of an interlaced image.

Procedur e ProcessPass
Begin
ROW= Fi rst Row
VWi le RONV< | MAGEHEl GHT Do
Begin
0L = FirstColum
VWil e OOL < | MAGEWDTH Do
Begin
ProcessDat aForPixel (ROY Q)
0L = L + Columlnterval
End
RON= RON+ Row nt erval
End
End
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Table 14.9 Pass  First Row  First Column  Row Interval  Column Interval
Adam 7 Pixel

Update Intervals

Table 14.10
Bits per Pixel for
PNG Color Types

P NP WR ol
N DSBS 0o oo o
= DN B B oo oo

1
1
5
1
3
1
2

~NOo U WRN

Using Table 14.9, the number of pixels per row in a given pass in an inter-
laced image is

Image Width + Columan fnterval 1
Column Inrerval

Pixels per Row =

If the image is not interlaced, the number of pixels per row is simply the image
width and there is only one pass. The number of bits required to represent a pixel
for each color type is shown in Table 14.10. The number of bits to represent each
row is, then,

Bits per Row = Bits per Pixel x Pixels per Row
and the number of bytes per row is

Bits per Row 1 7

Pixels per Row = <

Filtering

A filter is a function that transforms the data in a pixel row into a format that is
more compressible. The pixel data for each row is preceded by a single byte that
specifies the filtering method applied to each row. Table 14.11 lists the possible
values for the filter byte and the corresponding filter type. Values outside the
range 0-4 are invalid. If the filter type is zero, the row was not filtered, so the
row data contains the actual pixel values.

Color Type Bits per Pixel
RGB 3 x Bit depth
RGBwith Alpha 4 x Bit depth
Grayscale Bit depth
Grayscalewith Alpha 2 x Bit depth
Palette Bit depth
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. ]
Table 14.11
RowFilter Codes

Code Filter Type

0 Unfiltered

1 Sub filter

2 Up filter

3 Averagefilter
4 Paeth filter

]
Table 14.12

Interval between
Corresponding
Bytes When Filtering

Some of the filters are calculated from the unfiltered data generated for the
previousrow. A PNG decoder needsto maintain two bufferslarge enoughto hold
the pixel datafor an entire row. One buffer contains the datafor the current row
and the other contains the data for the previous row.

The filtering process involves caculaions based upon vaues of adjacent
pixels. Filtering is performed on a per-byte basis rather than per pixel and filter-
ing is performed relative to corresponding bytes within pixels. For example, if
you are processing an image using the RGB color type with abit depth of 16, the
high-order byte for the red component of one pixd is aways used with the high-
order byte for the red component of another pixel. If the bit depth is less than 8,
filtering is performed on adjacent bytes. Table 14.12 gives the intervals between
corresponding bytes for the possible bit depth and color type combinations.

The following sections describe how the filtering process is reversed for
the various filter types. In these descriptions buf fer [ previ ous] contains
the unfiltered bytes from the previous row and buf f er [current] contains
the filtered bytes for the current row. Thevariable i nt er val is obtained from
Table 14.12.

PR SRR b S A
Color Type Bit Depth Interval
Grayscale 1,23478 1
Grayscale 16 2
GrayscalewithAlpha 8 2
Grayscale with Alpha 16 4
Palette 1,2,34,8 1

RGB 8 3

RGB 16 6

RGB with Alpha 8 4
RGBwith Alpha 16 8
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Reverse Sub Filter

AI‘kgor|thm 14.5

Algorithm 146

Reverse Up Filter

Algoritvﬁm 147
Reverse Average
Filter

Algorithm 14.8
Reverse Paeth Filter

R

If X is the first byte in a row, the value of buffer [N] [X-1] is zero.
Likewise, if the current row is the first row for the pass, al of the values of
buffer [previous] are implicitly zero.

All filters are performed using integer arithmetic and the data bytes are
treated as signed (Algorithms 14.5-14.8). If the result from reversing a filter is
greater than 255, only the least significant byte in the result is used.

Function ReverseSub (X
Begin
Return buffer [current][X + buffer [current][X-Interval]
End

Function ReverseUp (X
Begin
Return buffer [current][X] + buffer [previous][X
End

Function ReverseAverage (X
Begin
Return buffer [current][X +
(buffer [current][X-Interval]
+ buffer [previous][X) / 2
End

Function Paet hPreductor (Left, Above, UpperLeft)
Begin
pa = abs (above - upperleft)
pb = abs (left - upperleft)
pc = abs (left - upperleft + above - upperleft)

[f pa <= pb AND pa <= pc Then
Return Left

Else if pb <= pc

Ret urn Above

El se

Ret ur n Upper Left

End

Function ReversePaeth (X
Begin
Return buffer [current][X + PaethPredictor (
buffer [current][X-Interval],
buffer [previous][X],
buffer [previous][X-Interval])
End
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Color Correction

In many cases, after the reverse filtering process is complete the data is ready to
display. If an gpplication has the required information, the decoder can color cor-
rect the pixel data. If the PNG file contains acHRM chunk, the decoder can con-
vert the pixel datato CIE 1931 format to get the exact colors shown on the source
display, then correct the data for the destination display. If the file contains a
gAMA chunk, the data can be Gamma corrected for the output display.

16- to 8-bit Conversion

Mogt current computer systems only support bit depths of up to 8. Unless you are
writing a decoder for a pecidized system that supports greater bit depths, you
are going to have to convert 16-bit data values to 8 bits. The technically correct
method to convert pixel values from one bit depth to another is

- .
Equation 14.1 New Value = Old Value M_—l
Bit Depth SOldBiDepth _ |
Conversion

The easiest method to convert from 16 to 8 bits is to discard the low-order
byte of each 16-bit color vaue after applying color correction (if applicable). The
results are virtually indistinguishable from that of Equation 14.1.

Either of these two methods could create large, solid blocks of colors that
could look odd, especidly in photographs. In some stuations you may wish to
apply dithering during the color conversion.

Transparency

If the color type is RGB with Alpha or grayscale with Alpha, or if the PNG file
contains a tRNS chunk, transparency can be applied if desired. If the image is
being drawn on a background and the decoder has access to the background's
color data, the image in the PNG file can be combined with the background pix-
€els using the process described in the previous chapter. Another possibility is to
combine the image with a solid background that is specified by the application
or from abKGD chunk.

T N e A S
Conclusion

In this chapter we have covered the remaining aspects of PNG that are required
to implement a PNG decoder. Besdes explaining the Deflate compresson
process, we have covered the format of the pixel data, including the filtering
process.

The compressed data format for PNG is defined in Deutsch and Gailley
(1996a) and Deutsch (1996b). Both of these documents are on the accompany-
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ing CD-ROM. Blinn (1998) contains a description of a dithering process suitable
for 16-bit to 8-bit conversion.

The source code example for this chapter on the accompanying CD-ROM is
a complete PNG decoder class, PngDecoder . This class uses the same process
all of the other decoders covered in this book use to read a PNG file and convert
it to aBi t mapl nage object.

There is adso a sample PNG decoding application that converts a PNG file
to the Windows BMP format.

The command format for this application is

DECODER i nput. png out put. bnp
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A

Creating PNG Files

Thisisthe last chapter on the PNG format. It covers the process for cregting files
in the PNG format, which is essentidly the reverse of the one used in the previ-

ous chapter to read PNG files.

Overview
The basic process for creating a PNG file is fairly smple.

1. Write the PNG signature.

2. Write the PNG IHDR chunk.

3. Create a PLTE chunk if the image requires a paette.
4. Compress the image datainto a series of IDAT blocks.

5. Write an IEND chunk.

An encoder can be designed o that it adds optiona PNG chunks if needed.
The optiona chunks can be either predefined public chunks or application spe-
cific. However, in most situations the steps listed above are dl that is needed.

With the exception of cregting the IDAT blocks, dl of the steps listed above
aretrivial. This chapter will deal amost exclusively with storing datainthe IDAT
chain. For information on the other chunks refer to Chapter 13.

233
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Deflate Compression Process

The previous chapter covered the format of the Deflate compressed data within
a chain of IDAT blocks. While clearly a compressor uses the same structures
for the data a decompressor does, compression is not simply a reversal of
decompression.

The Deflate specification gives an outline of a compression process. It rec-
ommends that this process be followed because of the patent minefield that sur-
rounds any LZ compression process.

To implement Deflate compression we need to maintain a 32K or smaller
power-of-2 window into the most recently processed uncompressed data bytes,
just like the one used with decompression. The compression process requires an
additional lookahead window into the data yet to be compressed. Starting from
the beginning of the lookahead buffer we try to find the longest substring that has
amatch in the LZ77 sliding window. Since the longest match allowed by Deflate
is 258 bytes, the lookahead window needs to be at least this long to get the
longest possible matches. Rounding the lookahead window up to the next power
of 2 (512) makes wrapping in the window simpler.

Algorithm 15.1 illustrates the general compression process for PNG image
data. Thisisroughly the inverse of the DecodeBI ock function shown in the pre-
vious chapter. The length and distance values are converted to codes and literal
bits using the code aso shown in the previous chapter.

There are two significant omissions in Algorithm 15.1. In a PNG file the
Huffman tables precede the image data, so the encoder needs to generate them
first. The other missing piece is the method the encoder uses to locate matching
strings in the LZ77 windows.

Finding Matching Strings in the LZ77 Window

Finding the best match for the start of the lookahead buffer is the most time-con-
suming part of compressing PNG files. A simple linear search would require 32K
searches per string being compressed, which could easily amount to billions of
search operations to compress an image file. Instead of brute force, the approach
recommended by the Deflate specification is to use a hash table where hash val-
ues are calculated using 3-byte sequences.

A hash tableis a structure used to store objects that are accessed using a key,
when the number of possible key values greatly exceeds the number of table
entries at any given time. Hash tables are most commonly used with string keys.
Many compiler implementations use hash tables to store variables defined by a
module. A typical source module for a compiler may have a few hundred vari-
able names out of the billions upon billions of possibilities. During PNG com-
pression we have 32,768 entries with a maximum of 16 million possible values.
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Algorithm 15.1
Deflate
Compression
Process

Vihi | e MOREI MAGEDATA Do

Begirt

Fi ndLongest Mat chl nLZ77W ndow (LENGTH DI STANCE)

[f LENGTH < 3 Then
Begi n
Convert Lengt hToCode (LENGTH OCDE, EXTRABITS, Bl TOCUNI)
Huf f manEncodeLength (CXDE)
Qut putLiteral Bits (EXTRABI TS, Bl TOOUNT)
ConvertDi stanceToCode (DI STANCE, CODE, EXTRABITS, Bl TCOUNT)
Huf f manEncodeDi st ance (GXE)
QutputLiteral Bits (EXTRABITS, BI TOOUNT)
CopyFr onLookaheadBuf f er  (LENGTH)
End

El se
Begin
Huf f manEncodeLengt h (Fi rst Lookahead ())
CopyFronmLookaheadBuf fer (1)
End

End

Entries in a hash table are referenced using a hash vdue. Figure 151 illus
trates the structure of a hash table. The hash value is generated from a key by
using a hash function. A hashfunction takes a key as input and returns an inte-
ger value within some fixed range. The hash value is used as an index into an
array that contains a list of objects with the same hash value. A good hash func-
tion should distribute the possible key vaues evenly across the range of index
values.

Since we are dedling with pixel values that have an equa probability of
occurring, we can use a smple hash function which returns values in the range
0.2%% - 1.

const int mask = (1N - 1 ;

unsi gned i nt Hash (unsigned char v1,
unsi gned char v2,
unsi gned char v3)

return (vl & mask) | ((v2 & mask) << N
| ((v3 &mask) << (2 * N) ;

The big problem with a hash table, especidly in PNG compression, is how
to handle entries with the same hash value. This is known as a hash collision.
Unless we create a hash table with 16 million entries, something that may be fea-
sble in a few years, we are going to have different 3-byte sequences with the
same hash vaue. In addition, we are counting on having identica 3-byte
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Figure 15.1
Hash Table
Structure

Hash Table Buffer
0 Next Next Next
Data " Data “ Data
Next
1
Data
2
Next
N--3
Data
Next Next Next Next
N=2 Data Data ‘! Data ‘—‘ Data
N-1

seqguences appear within the LZ77 window to be able to replace strings with
length/distance codes. Identical sequences will have identical hash values.
Imagine an image with a solid background. It is entirely possible that the entire
LZ77 window will contain entries with the same hash value.

To resolve collisions we chain entries with identical hash values. For storing
3-byte sequences we can define the hash table as something like this.

Structure HashEntry

Begin

INDEX : Unsigned Integer
NEXT : Pointer To HashEntry
End

G obal HashTable [0.(1 LeftShift (3 * N - 1] O Pointer To HashEntry

www.vsofts.net oldroad



Deflate Compression Process 237

The hash function returns an index to the first entry in the hash table. The
other entries with the same hash value are located by following the pointer to the
next entry. Algorithm 152 illustrates the basic procedure for finding the best
match within the LZ77 window.

A compressor can use additional criteria for determining the best match.
For example, it may take the distance into consideration as well as the code
length. As the distance value becomes larger so does the number of additiona
bits required to encode it. If the distance vaue for a 3-byte match is large
enough to require 13 additiona bits, it is most likely that the compressor can
encode the gtring with fewer bits using three literd vaues rather than a length
and distance code.

Think about what happens when the procedurejust described is used with an
image containing relatively few colors. The hash chains could become quite
large, which would make searching them end to end very dow. A good solution
to this problem isto put alimit on the number of entries in a hash chain that the
compressor will search for the best match. This limit can be configured to dlow
the amount of compression to be traded off against compression time. Limiting
the number of entries searched in each hash chain does not have a significant
negetive impact on compresson. However, it can result in a major reduction in
compression time. The search limit can be made a configurable parameter so that
the user can trade off time for compression.

———— D ocedur e Best Match (BESTLENGTH, BESTOFFSET)

Algorithm 15.2
Matching Entries in
the Hash Table

Begi n
BESTLENGTH = 0
BESTCFFSET = 0

HASHVALUE = Hash (LOOKAHEAD [0], LOOKAHEAD [1], LOOKAHEAD [2)
HASHENTRY = HashTabl e [HashVal ue]
[ f HASHENTRY = NULL Then

Return // No possi bl e Match

Whi | e HASHENTRY <> NULL Do

Begin

I =0

Whi |l e LZWNDON [HASHENTRY. INDEX + [1] = LOKAHEAD [I] Do
=1l +1

[f 11 > BESTLENGIH Then
Begin
BESTLENGTH = |1
BESTCFFSET = HASHENTRY. | NDEX
End

HASHENTRY = HASHENTRY. NEXT

End

End
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Each time we move a character from the lookahead buffer to the LZ77 win-
dow, we need to create a hash table entry that references the character's position
when added to the buffer. The hash value for the new hash entry needs to be cal-
culated using values in the lookahead buffer because the hash function reguires
the value of the next two characters, which will not yet have been added to the
LZ77 window.

A PNG encoder should maintain a fixed pool of hash table entries
rather than constantly allocating and freeing them. Since there are
2" characters in the LZ77 window, that is the size of the hash entry
pool as well.

If the compressor adds a hash entry to a hash chain that is not empty, it
should be at the start of the chain rather than the end. This causes the most
recently processed string to be matched first when searching the LZ77 for
strings. Strings with smaller distance values can be encoded using fewer bits.

Huffman Table Generation

A PNG encoder can either use the fixed Huffman codes shown in Table 14.9 or
generate Huffman codes based on usage frequencies. It is simpler to implement
fixed Huffman codes but there is obviously apenalty when it comesto compres-
sion. Unless you are working with an application where compression speed is
critical, there is really no reason to use fixed Huffman codes.

Chapter 6 covered Huffman coding as it appliesto JPEG. The same process
with a few modifications will work with a Huffman encoder. The differences
between Huffman table generation in JPEG and PNG were listed in the previous
chapter.

When we used Huffman coding in JPEG, we generated the Huff man table by
making two nearly identical passes over the image data. The first pass gathered
usage frequencies. After generating the Huff man tables from the usage frequen-
cies, the second pass repeated the steps of the first pass except that the data was
Huffmanencoded.

Such a scheme can be used to encode PNG image data but there are a cou-
ple of significant drawbacks. The main problem with having two nearly identical
passes is the time required to compress an image. The process of searching the
LZ77 window for matching strings is significantly more processing intensive
than is JPEG entropy encoding. Performing PNG compression process twice
lengthens the compression time noticeably.

A good solution to this problem is to store the literal/length and distance
codes in abuffer. A simple method for implementing such a buffer would be to
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use an array of 2-byte integers. A length/distance code would be stored in the
buffer using 2 bytes while aliteral value would use only 1 byte. The first pass
through the data gathers usage datistics and writes to this buffer. After generat-
ing the Huffman tables, the second pass smply encodes the values stored in the
buffer. Algorithm 15.3 illustrates how the first pass would be implemented.

How large does a buffer need to be to encode an entire image? The answer
is that we do not need to hold the entire image in the buffer. The Deflate process
alowsthe compressed datato be stored in multiple compressed blocks. The com-
pressor can alocate a buffer at the start of image compression. When the buffer
is full, the compressor ends the first pass. After the data is encoded in the second
pass, the encoder starts a new Deflate block and resumes the first pass where it
left off. In other words, instead of having two passes that process the entire
image, we have multiple aternating passes.

Naturally the size of the buffer affects the size of the resulting image file.
The smaller the buffer, the greater the number of compressed blocks, which
results in more overhead from additiond Huffman tables in the compressed
stream. However, making the buffer too large can actually make the compressed
image larger. When too much image datais written to a single compressed block,
so many Huffman codes get defined that the overhead from the Huffman code
lengths becomes greater than the overhead from additional Huffman tables. The
optima buffer size varies from image to image. A compressor could conceivably
determine when it should create a new block from the Huffman code usage. This,
in conjunction with alarge buffer, would produce the best compression.

Once the Huffman codes have been generated for the length/literal and dis-
tance tables, the tables have to be written to the compressed output stream. The

messmensssmm———m  Pr ocedur e Gat her Dat a

Algorithm 15.3
Gathering Huffman
Usage Statistics

Begi n
V\hi | e MOREI MAGEDATA And COUNT + 1 < BUFFERSI ZE Do
[f LENGTH > 3 Then
Begin
I ncrenent Lengt hFrequency (Convert Lengt hToCode (LENGTH))
I ncrenment Di st anceFr equency (Convert Di st anceToCode (D STANCE) )
BUFFER [QOLNT] = LENGTH + 256
COUNT = CONT + 1
BUFFER [QOLNT] = DI STANCE
COUNT = COUNT + 1
End
El se
Begin
BUFFER [QONT] = CopyFronLookaheadBuf fer (1)
COUNT = CONT + 1
End
End
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oo St o S e B
Algorithm 15.4
Deflate

Compression

Huffman tables stored are Huffman encoded using the codes shown in the previ-
ous chapter. The easiest method for generating the Huffman codes for encoding
the code lengths is a function that takes pointers to functions as parameters like
the ones we used for JPEG. This function is called twice each time lengths are
written to the output file—the first time it is called with a function for gathering
Huffman statistics; the second time it is called with a function that outputs the
Huffman-encoded lengths.

Algorithm 154 illustrates the process for compressing Deflate blocks using
a buffer.

One oddity of PNG compression is that Huffman codes within the com-
pressed data are stored with the bits in reverse order. The Huffman decoding

Procedure CQutput Dat aBl ock

Begin
I1=0
VWhile Il < COUNT Do
Begin
If BUFFER [lI] > 255 Then
Begin

Convertlength (BUFFER [I1], CODE, EXTRABITS, BI TCOUNI)
Huf f mnEncodeUsi ngLengt hTabl e (QCDE)
QutputLiteral Bits (EXTRABI TS, BI TOOUNT)
=1 +1
ConvertDi stance (BUFFER [QONT], CCDE, EXTRABI TS, Bl TGOUNT)
Huf f manEncodeUsi ngDi st anceTabl e ( QCDE)
Qut putLiteral Bits (EXTRABI TS, Bl TCOUNT)
In=1+1
End
El se
Begin
Huf f manEncodeUsi ngLengt hTabl e (BUFFER [ GOUNT])
=1 +1
End
End
Huf f mnEncodeUsi nglLengt hTabl e  ( ENDOCDE)
End

Procedure Conpressl mge

Begin

Vi | e MOREI MAGEDATA Do
Begin
Cat her Dat a
Cener at eHuf f manTabl es
Wit eDefl at eBl ockHeader
Qut put Dat aBl ock
End

End
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process reads the most significant bit of the code first and then adds the least Sg-
nificant bits. However, within PNG compressed data, bits are read from the least
significant bit to the most significant. If the Huffman codes were stored in the
normal order, the decompressor would reed their least significant bits first, which
would defeat the entire Huffman coding process. This example illustrates the
reversal of bitsin a Huffman code.

unsi gned short ReverseHuffmanCode (unsigned short input)

0 ;
0 ii <16 ; ++ii)

unsi gned short val ue
for (unsigned int ii

it ((input & (1 << (15 - ii))) != 0)
value |= (1 << ii) ;

return val ue ;

}

Filtering

Each datarow in aPNG file is preceded by abyte that specifies the filter method
goplied to the row data before compresson. The possible vaues for this byte and
the corresponding filter method were given in the previous chapter. The filter
functions are similar to their inverses shown previoudly.

Sub Filter
filteredvalue = image [row[X - image [row[XInterval]

Up Filter
filteredvalue = image [rowW[X - image [row1][X

Average Filter

filteredval ue =imge [row[X - (image [row[X-Interval]
+imge [rowl][X) / 2

Paeth Filter

filteredvalue = buffer [rowW[X - PaethPredictor (
image [row[XInterval],
imge [rowl][X,
image [rowl][XInterval])

where Paet hPredi ct or and I nt erval are as defined in the previous chapter.
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Why Use Filtering?

The purpose of applying row filters is to make the image data more compress-
ible. Suppose you have an image containing a gradient background where the
color of each pixel varies by a fixed amount from the pixel next to it. This is
familiar to Windows users from itsuse in software installation screens. For ablue
to black gradient, the color data of atypical row would look something like

001002003004005006007008...

While the data has a very orderly pattern, there are no repeating strings of 3
bytes or greater, thus reducing its compressibility through the Deflate process. If
this same data row were to be run through the sub filter defined above, the data
would become

001001001001001001001001 ...

which compresses much better in a PNG file. It turns out that filtering is gener-
ally the best method for improving the compression of an image file. Using fil-
ters can generally reduce the image size by about 30-40%.

On the other hand, filtering can increase the size of a PNG file. For images
that use a color palette, no filtering should be used. Filtering takes advantage of
similar adjacent color values, but palette indices have no relation to the actua
color value. Since filtering operates on bytes rather than bits, using filters with
images with bit depths of fewer than 8 does not produce the same sort of results
as it does with larger bit depths. Consequently, filtering would be effective with
these images only in the rarest of cases.

What Filter to Use?

Filters are applied on a row-by-row basis and can be changed from row to row.
This raises the question of which filter is best for a given row, the answer to
which is that we really do not know. This remains an area for experimentation
and discovery.

The PNG specification suggests performing al filters on each row. Each fil-
tered value is treated as a signed byte (-128..127) and all are then summed
together. The filter that produces the smallest sum is selected. Another possibil-
ity isto find the filter that produces the longest repetitions of the same values.

The simplest method for an encoder to automatically select afilter is to not
use filtering for images that use a palette or for images with a bit depth of fewer
than 8 bits. For other image types, the sub filter should be used for the first row
and the Pageth filter for the remaining rows. In most situations, this method does
not produce results that are significantly worse than either of the methods
described earlier.
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Conclusion

In this chapter we have covered the process for creating PNG files, which is
essentidly the reverse of the one used to read them. As in JPEG, the implementer
of a compressor has to make arbitrary choices about the how to do the compres-
sion praocess, such as how big to make the IDAT chunks, when to create a new
Deflate block, how far to search in the hash chains, and which filters to use.
Methods for selecting the best filter are gtill an area of exploration. The PNG for-
mat should become more common in the near future.

The source code for this chapter on the accompanying CD-ROM is a PNG
encodingclass, PngEncoder ,whichusesaPNG Huffmanencoding classthat is
nearly identica to the equivdent JPEG class shown in Chapter 6. The only sig-
nificant differences are in theBui | dTabl e function. The PNG version does not
have a special value to ensure that no Huffman code consists of al 1-bits and it
ensures that the ordering of Huffman codes matches the ordering of the values.

The encoder classs Set UseFi | t er s function specifies whether or not fil-
ters are used in the compression process. The Set Conpr essi onLevel function
controls the maximum depth to which the hash chains are searched and the
Set Bl ocksi ze function controls the size of the compression buffer.

There is aso a sample encoder that converts Windows BMP files to PNG
format. The command sequence for this gpplication is

ENCODER [-f -F -M input.bmp output.png

-f Use Filters
-F Use Fastest Conpression
-M Use Maxi mum Conpressi on

This brings to an end our discusson of the PNG format and with it an end
to the book. We hope that you have learned how to read and write images using
the most common formats.
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AC Coefficient In JPEG, dl of the DCT coefficients except for the single lowest-
order coefficient. These coefficients represent the addition of cosne functions of
increasing frequency.

Additive Color Modd A color model where component values add color to black.
Higher component values produce colors closer to white.

Alpha Channel A pixel vaue (in addition to the color components) that represents
the transparency of the pixel.

Basdine JPEG A subset mode of sequential JPEG where the number of tables is
restricted and the sample precison must be 8 hits.

Big-Endian The representation of integers with the individual bytes ordered from
most to least significant. See Little-Endian.

Bitmap Format An image format where the data condgs of a st of values that
represents the color at discrete points or pixels.

Coefficient See DCT Coefficient.

Chrominance A component in a color modd that represents the color of a pixel
as opposed to its intensity. In the Y CbCr color model Cb and Cr are chrominance
components.

Chunk The basic division of a PNG file.

Color Modd A method for specifying how colors are represented. Most color
models represent colors using three dimensions or components. RGB, Y CbCr, and
CMYK are examples of color models.

Color Quantization The process of reducing the number of colors in an image.
Usudly quantization is used to allow an image to be displayed on a device with alim-
ited number of colors or to store the image in a file format that does not support as
many colors as the origina image.

245
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Colorspace The st of all colors that can be represented using a particular color
model.

Component One of a set of values used to represent a pixel in a particular color
model. Most color models represent a color value using three component values.

CRC Cyclical Redundancy Check. A polynomial-based method for detecting
corrupted data.

Data Unit In JPEG, an 8 x 8 block of sample values for a single component.
DC Coefficient The lowest-order DCT coefficient. It represents a constant value.

DCT Discrete Cosine Transform. A mathematical process that converts a set of val-
ues into an equivalent representation as the sum of cosine functions.

Deflate  The compression process used in PNG. It is a variant of the LZ77 process
that incorporates Huffman coding.

Down-Sampling The process of reducing the resolution of a component in an
image.

Frame In JPEG, a group of one or more scans. For the JPEG modes in common
use aframe is indistinguishable from an image.

Gamut The range of colors that can be displayed on a particular output device.

Gamma A model commonly used to correct colors in an image based upon the
properties of the system and the viewing environment.

Hierarchical JPEG A little used JPEG mode where the image is broken into a
number of frames that refine the image.

Huffman Coding A compression technique that uses variable-length codes to rep-
resent data.

Inflate The decompression process used in PNG. It is the reverse of the Deflate
process.

Interleaved Scan In JPEG, a scan that consists of more than one component.

Interlaced Image Animagethat is not displayed sequentially, but rather by using
a pattern of lines or pixels.

JFIF JPEG File Interchange Format. The format used for JPEG files.
JPEG-LS A new JPEG lossless compression technique.

LittleeEndian A format for representing integers where the individual bytes arc
ordered from least to most significant.

Logical Screen In GIF, alogical display areafor the images stored in the file. The
individual images specify their size and location within the logical screen.

Lossy Compression A compression method that creates a close approximation of
the original data. Lossy compression methods discard information that is considered
less important in order to increase compression.
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Losdess Compresson A compression method that alows an exact copy of the
original image to be retrieved.

Losdess JPEG A rarely used JPEG mode that implements a lossess compression
technique. Losdess JPEG is now considered obsolete.

Luminance A color component that represents brightness.

LZ A family of compression algorithms named after their crestors, Abraham
Lempel and Jacab Ziv.

LZW (Lempe-Ziv-Welch) The LZ variant used in GIF.

MCU (Minimum Coded Unit) In JPEG, the number of data units that are encoded
as a group.

Median Cut Algorithm  Heckbert's algorithm for color quantization.

Network Order Identical to "big-endian." It refers to the fact that in Internet
Protocol integers are transmitted with the most significant byte first.

Noninterleaved Scan In JPEG, a scan that contains only one component.

Pixel A discrete location on a display device or an individual point within abitmap
image format.

Point Transform  The process used to reduce the precision of data in progressive
JPEG when successive approximation is used. For DC coefficients, the point trans-
form is a bit shift. For AC coefficients, the point transform is integer division.

Progressve JPEG A JPEG mode where the image is divided into multiple scans.
The initial scans are a coarse representation of the image. Subsequent scans refine
the image.

Quantization In JPEG, the process for reducing the number of DCT coefficients
used to represent a data unit. See also Color Quantization.

Rager Format  Identical to "bitmap format.”

RGB Colorspace A colorspace where the components represent the relative
amounts of red, green, and blue light to be added to black.

RLE (Run Length Encoding) A compresson method where consecutive runs of
the same value are encoded using run-length/value pairs.

Sampling Frequency In JPEG, the relaive frequency at which a component is
sampled with respect to the other components in the image.

Sample Precison The number of bits used to represent a component value.

Scan In JPEG, a st of compressed data that represents a single pas through the
image for one or more components.

Sequential JPEG A JPEG mode where the image is stored from top to bottom, left
to right.
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Spectral Selection In Progressive JPEG, the process of dividing components
into a range of spectral bands or DCT coefficients, used by all progressive JPEG
images. Spectral selection can optionally be used in conjunction with successive

approximation.

SPIFF (Still Picture Interchange File Format). The official JPEG file format. It is
intended to replace JFIF.

Subtractive Color Model A color model where components subtract color from
white. Higher component values create colors closer to black.

Successive Approximation  In Progressive JPEG, the process of dividing compo-
nents into multiple scans by reducing the precision of the datain the initial scan and
using subsequent scans to refine the data. Successive approximation is not required
in progressive JPEG.

Truecolor Any system where 2% or more colors can be represented simultane-
oudly. The name reflects the fact that this is approximately the limit of colors humans
candistinguish.

Up-Sampling The process of increasing the resolution of a color component.

Vector Format A graphics format where images consists of a sequence of drawing
commands.

XYZ Colorspace The three-component color model defined by the Commission
Internationale de I'Eclairage (CIE) in 1931. It defines absolute, rather than relative,
colors.

YCbCr Colorspace The color model used in JPEG. Y ChCr uses three components
that represent luminance (Y') and chrominance (Cb and CR).
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Internet Sites

Since Web sites have a tendency to move or disappear, rather than creating an
exhaugtive list, we are only listing those dites that we consider the most useful.

JPEG
www.j peg.org—Home of the JPEG committee

www.ijg.org—Independent JPEG Group

PNG

www.cdrom.com/pub/png/—The PNG Home Pege
www.cdrom.com/publ/infozip/zlib/—ZL 1B Home Page
www.cdrom.com/pub/mng—Multiple I mage Network Graphics

GIF
www.geocities.co.jp/SiliconValley/3453/gif_info/index_en.html—GIF Info Page
members.aol.com/royalef—GI F Animation onthe WWW

General
www.wotsit.org—Wotsit's Format Page
www.dcs.ed.ac.uk/~mxr/gfx/—The Graphics File Formats Page
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AC class, 50
AC coefficients
for DCT vaues, 81-83
in progressive JPEG
indecoding, 155-160
ingpectra saection, 149-150
in sequential-mode JPEG
indecoding, 95-98
in encoding, 115, 117
zZigzag ordering for, 89
AC point transforms, 150
ACscans, 163-168
ACFi r st Dat aUni t procedure, 157
ACRef i neDat aUni t procedure, 159-160
Adam 7 interlacing, 202-203, 227-228
Addition, efficiency of, 133
Additive color models, 8
Ader, Mak, 216
Adl er Checksumfield, 222-223
Alpha channels, 196-198
Ancillary chunks, 206-212
Animated GIF format, 186-187
APPmarkers, 48-50, 111
Application extenson blocks, 177
Appl i cati on| Dfied, 178, 186

Application-specific data, markers for, 49-50, 111

Arithmetic in DCT optimization, 137-138
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| ndex

Associativity of matrix multiplication, 86
Aut hent i cat i on Code fidd, 178, 186
Aut hor fidd, 210

Background color

in GIF format, 173

in PNG format, 206-207
Background Color field, 173
Basdine process, 36
Basdine SOF frames, 106
bcBi t Count field,25-27
bcHei ght field, 26-27
bcPl anes fied, 26
bcSi ze field, 26
bcW dt h fidd, 26-27
Best Mat ch procedure, 237
bf O fbi ts field, 24, 27
bf Reser ved1fidd, 24
bf Reser ved2field, 24
bf Si ze field, 24
bi Bi t Count fidd, 25
bi A r 1 nport ant fied, 25
bi C r Used fidd, 25
bi Conpr essi on field, 25-28
Big-endian ordering, 14-15
bi Hei ght field, 25, 27
bi Pl anesfidd, 25
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bi Si ze field, 25
bi Si zel mage field, 25
Bi t Dept h conversion, 231
Bi t Depth field, 204
Bit Field field, 175
Bit Fields fied, 173, 177
Bit ordering, 13-15
bi ti mage. hfile, 19
Bitmap images, 34, 23
color modelsfor, 10
compressionin, 11,28-29
data ordering in, 23
file structure for, 24-28
Bl TMAPCOREHEADERStructure, 25
Bl TMAPFI LEHEADERStructure, 24
Bi t mapl mage class, 19-21
Bl TMAPI NFOHEADER structure, 24-25
Bits per Pixel field, 173
bi W dt h field, 25, 27
bi XPel sPer Met er field, 25
bi YPel sPer Met er field, 25
bKGD chunks, 206-207
Black body curve, 199
Bl ock Data field, 224
Bl ock Si ze field, 176-178, 186
Block typesin GIF format, 174
Bl ue field
in GIF format, 174
in PNG format, 205
Bl ue X field, 207
Bl ue Y field, 207
Bl ue f set value,20
BnpDecoder program, 29-30
BnpEncoder program, 29-30
Boutell, Thomas, 190
Bui | dScal edTabl es function, 148
Bui 1dTabl e function, 243
BYTE datatypes, 19
Byte ordering, 13-15
in GIF format, 172
in JPEG format, 41
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in PNG format, 190
in Windows BMP format, 23
in XBM format, 32

C source code for XBM format, 31-32
Cb component
in JPEG sampling frequency, 41, 43-44
quantization table for, 88
Character Cell Height field, 176
Character Cell W dth field, 176
Check Bi t s field, 222-223
CHECK_RANGE preprocessor symbol, 20-21
cHRM chunks, 207
Chrominance in'Y CbCr color model, 6
Chunksin PNG format, 190-192, 194-195
critical, 203-206
noncritical, 206-212
CIE 1931 standard, 197
Classes for common image formats, 19-21
Clear code, 183
CMYK (cyan, magenta, yellow, black) color
model, 89
Code lengths, generating, 65-73
Code sizesin GIF format compression, 182-183
Coding, Huffman. See Huffman coding
Collisions in hash tables, 235-237
Color
color models for, 510
in GIF format, 171-174
in JPEG format, 110
in PNG format
correction of, 231
device-independent, 197-200
Gamma value in, 201-202
representation of, 195-197
in Windows BM P format, 25-26
Color maps inBi t mapl mage,20
Color quantization, 16-18
Col or Tabl e Sort Flag fidd, 173
Color tables in GIF format, 172-174
Col or Type field, 204
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Col or Map function, 20
Colorspace, 5, 55
Col or Usage dtructure, 21
Columnsin matrices, 85-86
COM (comment) markers, 48, 50
Comment extension blocks, 177
Comrent field, 210
Comments
in GIF format, 177
JPEG markers for, 48-50
in PNG format, 210
Common image formats, 1821
Commutativity of matrix multiplication, 86
Compatibility, matrix, 86
Component division in JPEG format, 149-151
Compress procedure, 180
Conpr essed Bl ocks fied, 223
Conpr essed Text fidd, 212
Compressimage procedure, 240
Compression and compressed data, 10-12
in GIF format, 178179
code sizes in, 182-183
compression methods, 179-181
decompression methods, 181-182
dictionary structure in, 183-185
in JPEG format, 36-39, 49, 105-111
lodessvs lossy, 12-13
in PNG format, 222-227
in Windows BMP format, 28-29
Conpr essi on Level fidd, 222-223
Conpr essi on Met hod fidd, 204, 212, 223
Converting
byte order, 14-15
for common image formats, 1819
GopyDat a function, 218-219
Copyri ght fidd, 210
Cosi ne function
in matrix factoring, 122-126
in quantization, 139
Count Bi t s function, 163
Count sToLengt hs procedure, 71
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Cr component
in JPEG sampling frequency, 41, 43-44
quantization table for, 88

CRC (Cyclic Redundancy Check), 192-1%4

CRCfidd, 191

Crc function, 193

Cr cByt e function, 193

Creation Ti e fidd, 210

Critical chunks, 191, 203-206

Cyan, magenta, ydlow, black (CMYK) color

model, 89
Cydic Redundancy Check (CRC), 192-1%

DAC markers, 48
Data blocks, 175
Dat a fidd, 191
data_units aray, 101
Data units in JPEG format
progressive
decoding, 154-160
encoding, 162-165
sequential-mode
decoding, 94-96
encoding, 115-117
Datatype definitions, 19
dat at ype. h file, 19
Day field, 211
DC dlass, 50
DC coefficients
for DCT values, 81-83
in progressve JPEG
in decoding, 154
in spectral sdlection, 149-150
in sequential-mode JPEG
in decoding, 94-95, 97-98
in encoding, 115-116
DC point transforms, 150
DC scans, 162-163
DCT (discrete cosine transform), 11
in JPEG format, 44, 77, 98
matrix operationsin, 85-87
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DCT (discrete cosine transform) (continued)
inonedimension, 78-84
guantizationin, 83-89
intwo dimensions, 84-85, 87
Zigzag ordering in, 89

optimizing, 121
matrix factoring in, 121-137
quantization in, 138-148
scaled integer arithmetic in, 137-138

DCTfunction, 78

DecodeBl ock procedure, 222

DecodeDCfunction, 95

DECODER application, 103

DecodeSequenti al function, 101

Decoding

Huffman coding, 73-75
progressive JPEG
AC scansin, 155-160
DC scansin, 154
sequential-modeJPEG, 91
data units, 94-96
DCT coefficient processing in, 98
examples, 97-98, 100-103
MCU dimensions in, 91-93
overview, 100
restart marker processing in, 99-100
up samplingin, 99
Decompressing
GIF format, 181-182
PNG format
compressed data blocks in, 223-227
compressed data format in, 222-223
filtering in, 228-230
Huffman coding in, 221-222, 224-227
image data, 215-221
writing decompressed data to images in,
227-231
Define Huffman Table (DHT) markers, 48, 50-51,
111
Define Quantization Table (DQT) markers, 48,
51-52, 111
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Define Restart Interval (DRI) markers, 48, 51

Deflate compression process, 216-222, 234-238

Del ay Ti ne field, 177

Descri ption field, 210

Device-independent color, 197-200

DHP markers, 48

DHT (Define Huffman Table) markers, 48, 50-51,
111

Dictionary-based compression schemes, 178-179

Dictionary structure in GIF format, 183-185

Di scl ai mer field, 210

Discrete Cosine Transform. See DCT (discrete
cosinetransform)

Di sposal Met hod field, 177

D st ances field, 224

Di vi deBl uel nHal f function, 17

DNL markers, 48-49

Dot product operations, 85

Down sampling, 43-44, 112-113

DQT (Define Quantization Table) markers, 48,
51-52, 111

DRI (Define Restart Interval) markers, 48, 51

Dynamic Huffman codes, 224-226

Ei ght Bi t Quanti zati on function, 21
EncodeACFi r st procedure, 164-165
EncodeACRef i ne procedure, 164-165, 167-168
EncodeDat aUni t procedure, 116,119
EncodeDCFi r st procedure, 163
EncodeDCRef i ne procedure, 164
Encodel nt er | eavedprocedure, 114
EncodeNonl nt er | eaved procedure, 113
EncodeSequential function, 120
Encoding in JPEG format

progressive, 162-165

sequential-mode, 111, 115-117
End code in GIF format compression, 183
End-Of-Band (EOB) runs, 155-156
End of Image (EOI) markers, 47-48, 52
Escape codes in RLE8 compression, 28-29
EXP markers, 48
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Expand procedure, 182, 185

Ext end function, 95, 97

Extended SOF frames, 106
Extension blocks, 175-178

ext ensi on_code field, 55-56
Extension code in GIF format, 174
extension_data field, 55-57
Extension header format, 57

Ext ensi on Type field, 186

Factored DCT (FDCT), 139-148
File headers in Windows BMP format, 24
File processing in JPEG format, 151-152
File structure
in GIF format, 172-178
in JPEG format, 47-54, 111
in PNG format, 190-195
in Windows BMP format, 24-28
in XBM format, 31-33
Filter Method fied, 204
Filtering in PNG format, 228-230, 241-242
Fi nal field, 224
Fi ndCol or Usage function, 21
Fi ndLongest Mat chl nLZ77W ndow function, 235
Fra scans in progressve JPEG
AC, 155-156, 163-164
DC, 14, 162
Fi r st DCDat auni t procedure, 154
Fixed Huffman codes, 226-227
Frame buffers, 2
Frame markers in JPEG format, 53
Frames in JPEG hierarchical compression mode,
37

Gailly, Jean-Loupe, 216

gAMA chunks, 201-202, 207-208

Games, 3

Gama Val ue field, 208

Gamma vaue in PNG format, 201-202, 208
Gat her Cprocedure, 118

Gat her Dat a procedure, 239
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Gat her DCprocedure, 118
Gat her Fr equenci es procedure, 16
Gaussian elimination, 126
CGener at eHuf f manCodes procedure, 70
CGet RGB function, 21
GIF format, 171
animated, 186-187
byte ordering in, 172
color modelsfor, 10
compressed data format in, 178-179
code Szesin, 182-183
compression methods, 11, 179-181
decompression methods, 181-182
dictionary structure in, 183-185
file structure in, 172-178
interlacing in, 178
legal problems in, 187-188
uncompressed, 183
d obal Col or Tabl e Fl ag field, 173
d obal Col or Tabl e S ze fidd, 173-174
Globa color tables in GIF format, 172-174
Global screen description in GIF format, 172-173
Graphic control extension blocks, 176-177
Grayscale
in JPEG format, 110
in PNG format, 196-197
Grayscde devices, 6
G ayscal eConvert function, 101
G een fidd
in GIF format, 174
in PNG format, 205
G een Xfidd, 207
G een Y fidd, 207
QG eend f set vaue 20

Hamilton, Eric, 40
Hash tables, 234-238
Header field, 223
Headers
in GIF format, 172
in JFIF format, 56
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Headers (continued)
in PNG format, 223
Hei ght field, 204
Hierarchical JPEG compression mode, 37, 39
hIST chunks, 208
Horizontal sampling frequency in JPEG format,
43
Hot spots in XBM format, 32
Hour field, 211
HSB (Hue-Saturation-Brightness) color model, 6
HUFFCOMP program, 75
Huffmancoding, 11
in JPEG format, 44
code lengthsin, 65-73
decoding, 73-75
example, 63-65
progressive, 162
restrictions in, 71-73
sequential-mode, 36
usage frequencies in, 61-63
in PNG format, 221-222, 224-227
Huffmantables
in JPEG format
markers for, 50-51
progressive, 153-154
seguential-mode, 106, 117-119
in PNG format, 238-241
Huf f manDecode function, 74

IDAT chunks, 191, 195, 205-206

IDCT (Inverse Discrete Cosine Transform), 77-78

I dentifier field, 56

Identity matrices, 87

IEND chunks, 191, 195, 206

IHDR chunks, 191, 195, 203-204

Image blocks in GIF format, 174-175

Image datain PNG format, decompressing,
215221

Image headers in Windows BMP format, 24-25

| mage Hei ght fidd, 175

| mage W dt h field, 175
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Images, representation of, 1-2
Initialize procedure, 180
InitializeDictionary procedure 184
Integer arithmetic in DCT optimization, 137-138
I nterface Flag fidd, 175
Interlace Met hod field, 204
Interlacing
in GIF format, 178
in PNG format, 202-203, 227-228
I nt er | eavedPass function, 120
Interleaving in JPEG format, 45-46
MCU dimensionsin, 92-93
sequential-mode, 113-114
Inverse Discrete Cosine Transform (IDCT), 77-78
| nver seDCT function, 134-137
| RENE. BMP file, 11-12
| RENE. JPGfile, 80-83, 87

JFIF (JPEG File Interchange Format), 40, 55-57
JPEG format, 35
byte ordering in, 41
color models for, 10
compressionmethodsfor, 11, 36-39
DCT in, 44, 77, 98
matrix operationsin, 85-87
inonedimension, 78-84
optimizing. See Optimizing DCT
quantizationin, 83-89
in two dimensions, 84—385, 87
zigzag ordering in, 89
file format in, 47-54
Huffman coding in, 44
code lengthsin, 65-73
decoding, 73-75
example, 63-65
restrictions in, 71-73
usage frequencies in, 61-63
interleaved and noninterleaved scans in, 45-46
JFIF file format for, 40, 55-57
operation of, 44
progressive, 149
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JPEG format (continued)
component division in, 149151
data unit decoding in, 154-160
data unit encoding in, 162-165
Huffman coding in, 162
Huffman tables in, 153-154
MCuUsin, 153
preparing for, 160-161
processing files in, 151-152
processing scans in, 152-153
sampling frequency in, 41-44
sequentia-mode, 91
color and grayscale in, 110
compression parametersfor, 106-111
dataunit decoding in, 94-96
data unit encoding in, 115117
DCT coefficient processing in, 98
decoding examplesin, 97-98, 100-103
decoding overview, 100
down sampling in, 112-113
encodingin, 111
example for, 120
Huffman tables for, 106, 117-119
interleaving in, 113-114
MCU dimensions in, 91-93
output file structure in, 111
quantization tables for, 106-107
restart markersin, 99-100, 109-110
sampling frequenciesin, 108-109
sansin, 107-108
up sampling in, 99
SPIFF file format for, 40-41
JpegDecoder dass, 101-103
JpegDecoder Conponent class, 101
JpegDecoder Dat aUni t class 148
JpegDecoder Quant i zati onTabl e class, 102, 148
J PEGDUMP program, 57-59
JpegEncoder class, 120
JpegEncoder Conponent cdlass, 120
JpegEncoder Dat aUni t class, 148
JpegEncoder Quant i zat i onTabl e dass, 148

www.vsofts.net

JpegHuf f manDecoder dass, 75, 102
JpegHuf f nenEncoder class, 75
JPG markers, 48

Keywordfield, 210, 212

Left Position fied, 175

Legd problemsin GIF format, 187-188

Lempd, Abraham, 179

Lengt h field, 191, 224

Lengt hs fidd, 224

Lengt hsToGount s procedure, 70

Li m t function, 134

Li m t Tol6Bi t s procedure, 73

Literal s fied, 224

Little-endian ordering, 14-15

Local Col or Tabl e Fl ag fidd, 174-175

Local Col or Tabl e S ze fidd, 175

Logical screen descriptors, 172-173, 187

Logi cal Screen Hei ght field, 173

Logi cal Screen W dt h field, 173

Loop application extension in GIF format,
186-187

Losdess compression, 12-13, 39

Lossy compression, 12-13

Luminance in YCbCr color model, 6

LZ encoding, 11

LZ77 compression, 216-217

LZW compression, 178-185

MakeCQr cTabl e function, 194
Markers in JPEG format, 47-49

APP, 49-50

COM, 50

DHT, 5051

DQT, 51-52

DRI, 51

EOI, 52

RST, 52

OF, 53

0l, 52
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Markers in JPEG format (continued)
SOS, 53-54
Matrix operations and factoring
inDDCT, 85-87, 121-137
in quantization, 138-148
Matrix transpose operation, 86
MCUs (minimum coded units) in JPEG format,
45-46
markers for, 51
progressive, 153
sequential-mode, 91-93
Median cut quantization, 16-18
Memory
for bitmap graphics, 3-4
for video, 1-2
Miller, Victor, 187
Minimum coded units (MCUSs) in JPEG format,
45-46
markers for, 51
progressive, 153
sequential-mode, 91-93
M nut e field, 211
Mont h field, 211
Morse Code, 62
Multiplication
efficiency of, 133
in matrices, 85-86

N x M matrices, 85

Names for PNG chunks, 191

Network order, 14

NLengt h field, 224

Noncritical chunks, 206-212
Noninterleaved scans, 45-46

Noni nt er | eavedPass function, 120

Onedimension, DCTin, 78-84
Optimizing DCT, 121
matrix factoring in, 121-137
quantization in, 138-148
scaled integer arithmetic in, 137-138
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Ordering bytes and bits, 13-15
in GIF format, 172
in JPEG format, 41
in PNG format, 190
in Windows BMP format, 23
in XBM format, 32
Orthogonal matrices, 87

Output file structure in JPEG format, 111

Qut put Code procedure, 184-185
Cut put Dat aBl ock procedure, 240

Overflow in scaled integer arithmetic, 138

Paet hPr educt or function, 230
Pal ett e field, 56
Palettes
in JFIF format, 56
in PNG format, 196, 205
vs. true color, 9-10
Patents for GIF format, 187-188
PNGDUMP program, 212-213
pHY s chunks, 208-209
Pi xel Aspect Rati ofield, 173
Pixel density, 55
Pixels and pixel data, 1-2
in Bitmaplmage, 20
in JFI Fformat, 55-56
in Windows BM P format, 27-28
in XBM format, 32
Pi xel s field, 56
Pixel's per Unit X field, 208
Pixels per Unit Y field, 208
Plain text extension blocks, 176
PLTE chunks, 191, 195, 205
PNG Developmental Group, 190
PNG format, 189-190
byte ordering in, 190
chunksin, 190-192, 194-195
critical, 203-206
noncritical, 206-212
color in, 10
correction of, 231
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PNG format (continued)
device-independent, 197-200
Gammavalue in, 201-202
representationof,195-197

compresson methods for, 11
creating files in, 233
Deflate process for, 234-238
filtering in, 241-242
Huffman table generation in, 238-241
decompressing
compressed datablocks in, 223-227
compressed data format in, 222-223
filtering in, 228-230
Huffman coding in, 221-222, 224-227
image data, 215221
writing decompressed data to images in,
227-231
file format of, 190-195
history of, 190
interlacingin, 202-203, 227-228

PngDecoder program, 232

PngEncoder class 243

Point transforms, 150

Precision

sampling, 56
in scded integer arithmetic, 138

Preset D ctionary fied, 223

Pri nt ACprocedure, 118

Pr i nt DCprocedure, 118

Pri nt EOBRun procedure, 164, 167

Printers, images displayed by, 2

Private chunks, 190-192

Processors, byte and hit ordering in, 14-15

Pr ocessPass procedure, 227

Progressive JPEG format, 36-38, 149

component divisonin, 149-151
data unit decoding in, 154-160
data unit encoding in, 162-165
Huffman codingin, 162
Huffman tables in, 153-154
MCUsin, 153
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preparingfor,160-161

processing filesin, 151-152

processing scansin, 152-153
Public chunks, 190-191

Quantization and quantization tables, 1618
in DCT, 88-89, 139-148
in JPEG format, 44
creating, 106-107
markers for, 51-52
Quant i zeSour cel nage function, 21

Raster graphics. See Bitmap images
ReadHuf f manTabl efunction, 102
Read| mage function, 101-102
Reading XBM format files, 33-34
ReadLengt hs procedure, 225-226
ReadMar ker function, 101-102
ReadQuant i zat i onfunction, 102
ReadSequent i al I nt er| eavedScan function, 102
ReadSequent i al Nonl nt er | eaved- Scan function,
102
ReadSt art Of Frame function, 102
ReadSt art O Scan function, 102
Red field
in GIF format, 174
in PNG format, 205
Red-Green-Blue (RGB) color moddl, 56, 110
Red X field, 207
Red Yfield, 207
Red f set value, 20
Ref i neACprocedure, 158
Ref i neBand procedure, 166-167
Ref i neDCDat auni t procedure, 154
Ref i neEOBRun procedure, 166
Refining scans in progressive JPEG
AC, 156-160, 166-168
DC, 154, 163
Repeat Count fidd, 186
Representation of images, 1-2
RES markers, 48
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Restart (RST) markers, 48, 52, 99-100, 109-110
Rever seAver age function, 230

Rever seExt end function, 115

Rever seHuf f manCode function, 241

Rever sePaet h function, 230

Rever seSub function, 230

Rever seUp function, 230

RGB (Red-Green-Blue) color model, 56, 110
RGB field, 56

RGB triples, 196

rgbBl ue field, 26

RGBConvert function, 101

rgbG een field, 26

RGBQUADstructure, 26

r gbRed field, 26

RGBTRI PLESstructure, 26

Ri ght Posi tion field, 175

RLE (run length encoding) compression, 10-11
RLE4 compression, 29

RLE8 compression, 28-29

Rotationsin matrix factoring, 133

Rows in matrices, 85-86

RST (Restart) markers, 48, 52, 99-100, 109-110
Run length encoding (RLE) compression, 10-11

Safe-to-copy chunks, 192
Sample precision, 56
Sampling
in JFIF format, 55
in JPEG format, 41-44, 99, 108-109, 112-113
SBIT chunks, 209
Scale factors for quantization values, 107
Scaded integer arithmetic in DC optimization,
137-138
Scans and scan processing in JPEG format
progressive, 152-153
sequential-mode, 36, 107-108
Screen descriptors, 172-173, 187
Sear chDi cti onary procedure, 180
Second field, 211
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Separ at or field, 212
Sequential-mode JPEG format, 36
creating
color and grayscale in, 110
compression parameters for, 105-111
data unit encoding in, 115-117
down sampling in, 112-113
encodingin, 111
Huffman tables for, 106, 117-119
interleaving in, 113-114
output file structurein, 111
quantization tables for, 106-107
restart markersin, 109-110
sampling frequencies in, 108-109
scansin, 107-108
decoding, 91
data units, 94-96
DCT coefficient processing in, 98
examples, 97-98, 100-103
MCU dimensions in, 91-93
overview, 100
restart marker processing in, 99-100
up sampling in, 99
Set Bl ocksi ze function, 243
Set Conpr essi onLevel function, 243
Set Qual i ty function, 120
Set ScanAttri but es function, 120
Set Si ze function, 20
Set UseFi | ters function, 243
Si gnat ur e field, 172
Signatures
in GIF format, 172
in JFIFformat, 55
in PNG format, 195
Significant bitsin PNG format, 209
Size of bitmap graphics, 3-4
SOF (Start of Frame) markers, 48, 53, 106
Sof t war e field, 210
SOl (Start of Image) markers, 47-48,52, 111
Sort field, 175
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SOS (Start of Scan) markers, 48, 53-54

in progressve JPEG format, 152-153

in sequential-mode JPEG format, 111
Sour ce fidd, 210
Sparse matrices, 126
Spectra selection, 149-150, 161
SPIFF (Still Picture Interchange File Format),

40-41

SplitAreal nHal f function, 21
Stand-alone markers, 47-48
STARS. BWP file, 12-13
Start of Frame (SOF) markers, 48, 53, 106
Start of Image (SOI) markers, 47-48, 52, 111
Start of Scan (SOS) markers, 48, 53-54

in progressve JPEG format, 152-153

in sequentid-mode JPEG format, 111
Stll Picture Interchange File Format (SPIFF),

40-41

Subscript operator, 20-21
Subtractive color models, 8
Successive gpproximation, 150-151, 161
SnaapByt es function, 14-15

TEM markers, 48
Terminator blocks, 174
Ter mi nat or field
in GIF format, 186
in PNG format, 210
Text Background Col or field, 176
tEXt chunks, 209-210
Text field, 210
Text Foreground Col or field, 176
Text Gri d Hei ght fidd, 176
Text GridLeft fied, 176
Text Grid Right fidd, 176
Text Gid Wdth fidd, 176
Thurbnai 1 fidd, 56
Thumbnails in JFIF format, 55-56
tIME chunks, 210-211
Title fidd, 210
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Transparency

in GIF format, 177

in PNG format, 196-197, 211, 231
Transparent Col or Fl ag fidd, 177
Transparent Col or I ndex field, 177
Transpose operation, 86
tRNS chunks, 211
True color vs. paettes, 9-10
Two dimensons, DCT in, 84-85, 87
Type fidd, 191, 224

UBY TE datatypes, 19
Uncompressed GIF format, 183

Uni t Specifier field, 208-209

Uni t s field, 56

Up-sampling, 43, 9

UpdateAdler function, 222-223

Upsanpl e function, 101

Usage frequencies in Huffman coding, 61-63
User Input Flag fied, 177

Vdidation in JPEG encoding, 111
Vector graphics, 3-4

Vectors, 85

Ver si on fied, 172

Ver si on naj or | Dfield, 56
Ver si on m nor | Dfield, 56

Verticd sampling frequency in JPEG format, 43

Video controllers, 2
Video memory, 1-2
viewer.cpp program, 30

War ni ng field, 210
Wegman, Mark, 187
Wesh, Terry, 179

Wit e Poi nt Xfied, 207
Whi t e Point Y field, 207
W dt h field, 204

W ndow Si ze fidd, 223
Windows BMP format, 23
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Windows BMP format (continued) Y component
compressionin, 28-29 in JPEG sampling frequency, 41, 43-44
data ordering in, 23 quantization table for, 88
file structure for, 24-28 Y CbCr color model, 6-8, 110
Windows metafiles, 3 Ydensi ty field, 56
Writing Year field, 211
PNG decompressed datato images, 227-231 Ythunmbnai | field, 56-57
XBM format files, 33-34
Www.jpeg.org Site, 46 Zigzag ordering in DCT, 89
Ziv, Jacob, 179
XBM format, 31-34 ZL1B compression library, 216
Xdensi ty field, 56 ZTXt chunks, 211-212

Xt humbnai | field, 56-57
XYZ color values, 197-200
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